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Abstract

The recent hype on Artificial Intelligence, Data Science, and Machine Learning has been lead-

ing to a revolution in the industries of Banking and Finance. Motivated by this revolution, this

thesis develops novel statistical methodologies tailored for learning about financial risk in the

Big Data era. Specifically, the methodologies proposed in this thesis build over ideas, concepts,

and methods that relate to cluster analysis, copulas, and extreme value theory.

I start this thesis working on the framework of extreme value theory and propose novel sta-

tistical methodologies that identify time series which resemble the most in terms of magnitude

and dynamics of their extreme losses. A cluster analysis algorithm is proposed for the setup of

heteroscedastic extremes as a way to learn about similarity of extremal features of time series.

The proposed method pioneers the development of cluster analysis in a product space between

an Euclidean space and a space of functions.

In the second contribution of this thesis, I introduce a novel class of distributions—to which

we refer to as diagonal distributions. Similarly to the spectral density of a bivariate extreme value

distribution, the latter class consists of a mean-constrained univariate distribution function on

[0,1], which summarizes key features on the dependence structure of a random vector. Yet,

despite their similarities, spectral and diagonal densities are constructed from very different

principles. In particular, diagonal densities extend the concept of marginal distribution—by

suitably projecting pseudo-observations on a segment line; diagonal densities also have a direct

link with copulas, and their variance has connections with Spearman’s rho.

Finally, I close the thesis by proposing a density ratio model for modeling extreme values of

non-indentically distributed observations. The proposed model can be regarded as a propor-

tional tails model for multisample settings. A semiparametric specification is devised to link all

elements in a family of scedasis densities through a tilt from a baseline scedasis. Inference is

conducted by empirical likelihood inference methods.
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Chapter 1

Introduction and background

This chapter outlines and introduces the Statistical Learning toolbox required for in-

troducing and solving the open problems to be addressed over this thesis.

1.1 Introduction

This thesis lies at the interface between Statistical Learning (Hastie et al., 2009; Vapnik, 2013)

and Quantitative Risk Management (McNeil et al., 2015). These two modern �elds of Statistics

have bold ambitions and goals, both in terms of theory and applications. Roughly speaking, Sta-

tistical Learning is the bridge between Statistics and Machine Learning, whereas Quantitative

Risk Management is concerned about assessing and managing risk from a statistically-oriented

perspective. And why are we interested on the interface between these two �elds? At the mo-

ment, the industries of Banking and Finance are experiencing a revolution in terms of quantita-

tive techniques that are employed for learning from data (Kolanovic and Krishnamachari, 2017).

This paradigm shift has been driven by the exponential increase of the amount of data 1 and have

led investors to change their strategies, adopt new methods of analysis and address problems

from a “Big Data" and “Machine Learning" perspective. Financial companies capitalize over

the opportunities offered by these tools to boost growth and innovation, as well as to manage

the new and challenging regulatory environment and to improve ef�ciency and productivity.

1Around 2015, George Lee (Goldman Sachs) claimed that 90% of the world's data had been created in the last
two years (http://www.goldmansachs.com/our-thinking/trends-in-our-business ).

2
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For many, this paradigm shift is part of a “Fourth Industrial Revolution", where automation and

the study and analysis of large amounts of data are becoming the main protagonists of the new

business models in the �nancial industry.

Instigated by these revolutions, this thesis proposed novel statistical methods method to learn

about �nancial risk. Speci�cally, the contributons of this thesis exploit and develop ideas, con-

cepts, and methods in cluster analysis, copula modeling, and extreme value theory. Below, I

will introduce some background on these �elds and will describe the main contributions of this

thesis.

1.2 Background on extreme value theory

Extremes of stationary sequences

The main contribution of Chapter 2 will require ideas and methods from extreme value theory,

and thus we start with some preparations on the subject.

Extreme value theory is a �eld of Statistics focused on modeling rare but catastrophic events

associated with the tails of a distribution (Coles, 2001; Beirlant et al., 2004; de Haan and Fer-

reira, 2006; Resnick, 2007; Davison and Huser, 2015a). The statistical analysis of extreme events

is applied in many �elds, such as Hydrology (�oods, maximum expected rainfall in the next

years)(Katz et al., 2002; Thibaud et al., 2013; Huser and Davison, 2014; Castro-Camilo and Huser,

2019), Climatology (hurricanes, extreme changes in temperature) (Gong, 2012; Huser and Gen-

ton, 2016; Huser, 2019), Public Health (Vettori et al., 2019a,b), Engineering (resistance of materi-

als) (Castillo, 2012), Finance (stock market crashes) (Danielsson and de Vries, 1997; Longin and

Solnik, 2001; Poon et al., 2003; Herrera and Schipp, 2013; Hilal et al., 2014; Chavez-Demoulin

et al., 2014), among others. And within this latter context (i.e. Finance), and speci�cally in the

study of the returns of a �nancial asset, extreme value theory may be useful to accurately assess

rare but catastrophic stock market crashes, which is key from the point of view of risk (Brodin

and Klüppelberg, 2014; Longin, 2016).

Below, I will follow closely Coles (2001). There are two classical methods for modeling ex-
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treme events. The �rst method is based on �tting the distribution of maximum or minimum

values, while the second method is based on the analysis of observations that exceed a large

threshold. Let us start with the �rst method; in this case the interest is on studing the statistical

behavior of the sample maximum

Mn Æmax{X1, . . . ,Xn },

where X1, . . . ,Xn is random sample, i.e. a sequence of independent random variables with com-

mon distribution F. The distribution of Mn can be obtained exactly from the distribution of the

n variables, taking into account properties of independence:

FMn (z) Æ P(Mn · z)

Æ P(X1 · z, . . . ,Xn · z)

Æ
nY

i Æ1
P(Xi · z)

Æ {F(z)}n ;

if the distribution admits a density, then fMn (z) Æn{F(z)}n¡ 1 f (z). Note that FMn converges to

zero when n tend to in�nity for z Ç z¤ , and converges to one for z ¸ z¤ , with z¤ Æsup{z : F(z) Ç

1}. To obtain a non-degenerate limit distribution, we can linearly standardize the maximum,

in a similar fashion as we proceed with the sample mean in the central limit theorem. This is

made rigorous in the following theorem anticipated by Fisher and Tippett (1928) and extended

by Gnedenko (1948).

Theorem 1.2.1. (Fisher–Tippett–Gnedenko) If there exist constants { an È 0} and {bn } such that

P
µ

Mn ¡ bn

an
· z

¶
! G(z), asn ! 1 ,

for a non-degenerate distribution G, then G belongs to the family of generalized extreme value

(GEV ) distributions , de�ned by

G(z) Æexp

"

¡
½

1Å »
µ

z ¡ ¹

¾

¶¾¡ 1/ »

Å

#

, z 2 R, (1.1)
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with » 2 R, ¹ 2 R, ¾È 0 and xÅ Æmax{0, x}.

Proof : See de Haan and Ferreira (2006), pp. 7-8.

The parameter » of the GEV distribution determines the tail behavior, in sense that depend-

ing on its value, we have heavy ( » È 0), light ( » Æ0), or short ( » Ç 0) tails; these cases are respec-

tively known as Fréchet, Gumbel, and Weibull distributions, and the parameter » is known as tail

index. The GEV family of distributions is useful for modeling the distribution of block maxima,

such as weekly maxima or annual maxima. The block maxima approach groups the raw data

into blocks of equal size, and then �ts a GEV distribution to the set of the maxima correspond-

ing to each block. The main challenge with this approach lies in the choice of the block size,

which involves a bias and variance tradeoff. The choice of very small blocks leads to a poor ap-

proximation of the model, which increases the bias when estimating and extrapolating; on the

other hand, choosing very large blocks increases the variance of the estimates. Theorem 1.2.1

can be easily adapted for block minima mn Æmin{ X1, . . . ,Xn } Æ ¡ max{¡ X1, . . . ,¡ Xn } and conse-

quently it is possible to obtain a version of the generalized extreme value (GEV) distribution for

mn ; see Coles (2001), Theorem 3.3.

Inference and model checking for block maxima can be conducted using likelihood-based ap-

proaches. Speci�cally, let z1, . . . ,zk be a random sample from a GEV distribution. The log-

likelihood for » 6Æ0 is given by

l (¹ ,¾,») Æ ¡k log ¾¡
³ 1

»
Å 1

´ kX

i Æ1
log

h
1Å »

³ zi ¡ ¹

¾

´i
¡

kX

i Æ1

h
1Å »

³ zi ¡ ¹

¾

´i ¡ 1/ »
,

under the condition that 1 Å »(zi ¡ ¹ / ¾) È 0, for i Æ1,. . . ,k . And for » Æ0,

l (¹ ,¾,») Æ ¡k log ¾¡
kX

i Æ1

³ zi ¡ ¹

¾

´
¡

kX

i Æ1
exp

n
¡

³ zi ¡ ¹

¾

´o
.

The maximum likelihood estimator has no closed form solution, and thus estimates have to be

obtained using numerical optimization algorithms.

Modeling only block maxima is an inef�cient approximation in the analysis of extreme values if
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some of the blocks contain more than just one extreme event. In this case, the use of threshold

exceedance models will be adequate. Let X » F be a variable of interest (e.g. loss of a certain

portfolio). In a threshold excedance model, extreme events are de�ned as events that exceed a

threshold u, and the exceedances above this threshold are denoted as Y ÆX ¡ u. The stochastic

behavior of the exceedances, above a large threshold u, is then characterized by

P(X È u Å y j X È u) Æ
1¡ F(u Å y)

1¡ F(u)
, y È 0.

If the distribution F was known, the distribution of threshold exceedances would also be known;

however, in practice this is often not the case, and thus it is common to use the GPD distribution

as an approximation. This yields the following theorem:

Theorem 1.2.2. (Pickands–Balkema–de Haan) Let X1,X2, . . . be a sequence of independent and

identically distributed random variables with distribution function F, obeying the assumptions

of Theorem 1.2.1. Then, for a suf�ciently large threshold u, the distribution function of Yi Æ

Xi ¡ u , conditional on Xi È u, may be approximated by a distribution of the form:

H (y) Æ

8
>><

>>:

1¡
³
1Å »y

¾̃

´ ¡ 1/ »

Å
,» 6Æ0,

1¡ exp
¡ ¡ y

¾̃

¢
,» Æ0,

(1.2)

de�ned on { y : y È 0 and (1 Å »y/ ¾̃) È 0}, where ¾̃Æ¾Å »(u ¡ ¹ ).

Proof : The proof follows from (McNeil et al., 2015), pp. 159.

According to the Theorem 1.2.2, if block maxima follow a GEV distribution, then the dis-

tribution of threshold exceedances follow a generalized Pareto distribution. The distribution in

(1.2) is known as generalized Pareto (GP) distribution, with scale parameter ¾and shape » 2 R.

The behavior of the tail is determined by the parameter » that is again the so-called extreme

value index. If » Ç 0, the distribution of exceedances has an upper limit u ¡ ¾̃/ » whereas, if » ¸ 0,

no upper limit exists. For threshold selection it is necessary to take into account that a too low

threshold increases bias, while a too high threshold increases variance. Thus, threshold selec-

tion entails a bias-variance tradeoff. Given a value of the threshold u and the number of points,

k , of the original sample X1, . . . ,Xn that exceed the threshold, the estimation of the parameters ¾̃
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and » can be carried out by different methods such as maximum likelihood, Bayesian inference,

weighted moments method or basic percentile method, among others.

There is a parameter called “extremal index” µ 2 [0,1] that governs the temporal dependence

on the highest observations, and such that its reciprocal measures the level of clustering at the

extremes. To deepen in the de�nition and properties of µ see for instance (Coles, 2001, pp. 92)

Extremes for nonstationary sequences

The methods discussed above assume identically distributed observations. This section focuses

on discussing versions of the latter methods for a nonstationary setting; such versions are nat-

ural for studying the time-changing nature of the extremes. The probabilistic setup is based

on nonstationary processes, which have characteristics that change over time. For example, in

context of Finance the mechanisms driving and governing stock markets are known to be rather

turbulent and volatile, and thus their dynamics cannot be captured using a stationary process.

Extreme value theory for stationary random sequences has been extensively studied (Cher-

nick et al., 1991; Coles, 2001; Beirlant et al., 2004; de Haan and Ferreira, 2006). In a certain sense,

stationarity implies a time-invariant behavior of the extremes, whereas for a nonstationary pro-

cess the marginal distribution changes over time and thus so may change the behavior of the

extremes.

The theory for nonstationary extremes is rather intricate; yet given the importance of mod-

eling the dynamics of extremes over time, several statistical models have been proposed (Davi-

son and Smith, 1990; Coles, 2001; Chavez-Demoulin and Davison, 2005; Eastoe and Tawn, 2009;

Jonathan et al., 2014; Randell et al., 2016; Einmahl et al., 2016; Castro et al., 2018; Opitz et al.,

2018). A popular approach for extending the theory of extremes of stationary sequences, entails

indexing the parameters of an extreme value distribution over time (Davison and Smith, 1990;

Coles, 2001). For instance, a nonstationary GEV model can be used to describe the limiting dis-

tribution of the linearly standarized maximum Xt as:

Xt » GEV(¹ (t ),¾(t ),»(t )), t Æ1,. . . ,T ; (1.3)

here, ¹ (t ),¾(t ) and »(t ) are time-varying parameters controlling the location, scale, and shape of
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the marginal distributions across of time, respectively. Figure 1.1 illustrates, through four exam-

ples, the model in (1.3). If, we would consider a parametric structure so that µ(t ) Æ(¹ (t ),¾(t ),»(t )),

and modeling each parameter using for instance a generalized lineal model (GLM), in such case

µ(t ) Æh(BT
t ¯ ), where h is a speci�ed inverse-link function, ¯ is a vector of parameters, and Bt is

a vector of basis functions (e.g Bt Æ(1,t )). Now, if we model as in (1.3), the likelihood is then:

L (¯ ) Æ
TY

t Æ1
g(x t ; ¹ (t ),¾(t ),»(t )), (1.4)

where g is the density of a GEV distribution. Hence, if »(t ) 6Æ0 for all t Æ1,. . . ,T , the log-

likelihood is given by

l (¯ ) Æ¡
TX

t Æ1
log ¾(t ) Å

TX

t Æ1
¡

³ 1

»(t )
Å 1

´
log

·
1Å »(t )

³ x t ¡ ¹ (t )

¾(t )

´¸

¡
TX

t Æ1

·
1Å »(t )

³ x t ¡ ¹ (t )

¾(t )

´¸ ¡ 1/ »(t )

,

(1.5)

under the condition that 1 Å »(t ){x t ¡ ¹ (t )/ ¾(t )} È 0, for t Æ1,. . . ,T , where ¹ (t ),¾(t ) and »(t )

are replaced using the GLM model in (1.5). Maximization of this log-likelihood using numerical

methods can then be used to estimate the parameter ¯ .

Model selection for nested models under this setup is typically based on the deviance statis-

tic

D Æ2{l 1(M 1) ¡ l 0(M 0)} (1.6)

where l 1(M 0) and l 0(M 1) are the maximized log-likelihood under models M 0 and M 1 respecti-

vally, with M 0 ½M 1. Large values of D suggest that model M 1 explains substantially more of the

variation in the data than M 0, whereas small values of D suggest that the increase in model size

does not bring signi�cative improvements in the model's capacity to explain the data, D being

chi-squared distributed (asymptotically).

Now, in terms of threshold exceedances, similar techniques can be adopted for the GP dis-

tribution. We could consider a set of time-varying thresholds u(t ), for t Æ1,. . .T , leading to

threshold excesses modeled using the generalized Pareto distribution GPD( ¾̃(t ),»(t )) (Davison

and Smith, 1990). Analogously to (1.3), we can use a GLM to model the vector of parameter
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Figure 1.1: Simulated independent observations from nonstationary GEV model in (1.3). The top panels cor-
respond to GEV(t ,2t ,1) (left) and GEV(t 2,2t ,1) (right); the bottom panels correspond to GEV(sin 2 t , t ,1) (left) and
GEV(cost 2, t ,1) (right).

µ(t ) Æ(¾̃(t ),»(t )) in (1.7).

Another related nonstationary model is that of Chavez-Demoulin and Davison (2005), who

model the number of exceedances above a high threshold u using a Poisson distribution with

mean ¸ t0, where the function ¸ is de�ned by:

¸ (t ) Æ{1Å »(t )(u ¡ ¹ (t ))/ ¾(t )}¡ 1/ »(t )
Å (1.7)

and t0 is the upper extreme point of the interval where the data are observed. Then, simi-

larly to Coles (2001), the threshold excesses Yt1, . . . ,YtT over the time-varying thresholds u(t ),

for t Æ1,. . .T , have the distribution in (1.7).

Speci�cally, Chavez-Demoulin and Davison (2005) suggest modeling the intensity as well as the

time-varying shape and scale by using a smooth nonstationary generalized additive speci�ca-
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tion where 8
>>>>>><

>>>>>>:

¸ (t ) Æexp{xT®Å f (t )},

»(t ) ÆxT¯ Å g(t ),

¾(t ) Æexp{xT° Å s(t )};

(1.8)

here x is a covariate, ®,¯ and ° are parameter vectors and f ,g and s are smooth functions. Infer-

ence for ¸ (t ), »(t ) and ¾(t ) can be conducted using a penalized likelihood for the log-likelihood

l (yt ; ¸ (t ),¾(t ),»(t )) Æl N (yt ; ¸ (t ) Å l (yt ;¾(t ),»(t )).

This completes our introduction to nonstationary extremes. Chapter 2 and 4 will offer details on

yet another paradigm for nonstationary extremes–known as heteroscedastic extremes–which

has been recently proposed by Einmahl et al. (2016).

Brief comments on multivariate extremes

Theorem 1.2.1 can be extended to the bivariate case (Coles, 2001, Theorem 8.1, pp.144); this

leads to the de�nition of bivariate extreme value distributions and to the set of distribution func-

tions H called spectral distribution . Similar to the angular density of a bivariate extreme value

distribution, one of the objects to be proposed in this thesis (diagonal density, Chapter 3) con-

sists of a mean-constrained univariate distribution function on the interval, which summarizes

key features on the dependence structure. Yet, despite their similarities, spectral and diagonal

densities are contructed from very different principles.

We now switch gears and offer preparations on cluster analysis.

1.3 Cluster analysis

Motivated by the fact that in Chapter 2 we have to cluster random functions, I will review next

some cluster analysis methods for the latter setting. Whereas cluster analysis in Euclidean spaces

is by now well undestood, cluster analysis in functions spaces is much more challenging and it

is still a subject of active research. Clustering methods aim to learn about meaningful parti-

tions of data. Their goal is to order objects (people, variables, functions, etc. . .) into homoge-
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neous groups (clusters) such that the degree of association or similarity between the members

of same clusters is stronger than the degree of association or similarity between the members of

different clusters without using any prior knowledge on the group labels of data. Different vari-

ants lead to different concepts of a cluster `center', the most well-known being K -means (Mac-

Queen and others, 1967) and K -medoids (Kaufman and Rousseeuw, 1987). Beyond similarity

based clustering (such as K -means and K -medoids), the other mainstream approaches include

model-based clustering (i.e. based on mixture models) and hierarchical clustering (i.e. based

on dendograms); see (Hastie et al., 2009, Section 14.4) for an overview on the latter approaches.

The results of a cluster analysis can contribute to devise a taxonomy for a set of objects,

to suggest statistical models to describe populations, to assign new individuals to classes for

diagnosis and identi�cation, etc. In spite are all the developments made on cluster analysis,

there are areas with still many open problems due to the great variety of type of data that can be

used including vector, time series, categorical data, images, functions, etc. Below we will discuss

some recent advances on cluster analysis for time series and functional data

Cluster analysis for random processes

When the data of interest evolve over time (i.e. are realizaions of a stochastic process), the clus-

tering techniques to be employed must take into account the ordered nature of the sequences

of the records. There are different ways to capture these characteristics, for instance consider-

ing time series models underlying data that take into account their dynamic nature, or de�ne

criteria of distance or dissimilarity between observations that also consider af�nity between

structures of temporal dependence. As in the case of data without underlying temporal de-

pendence, the cluster analysis of time series has been widely discussed in the literature. An

excellent review on this topic can be found in Liao (2005); see also Wang and Fu (2005) for a re-

view of related contributions from arti�cial intelligence and data mining. More speci�cally, Liao

(2005) summarizes previous time series data in various application domains, including general-

purpose clustering algorithms, the criteria for evaluating the performance of the clustering re-

sults, and the measures to determine the similarity/dissimilarity between two time series being

compared. And how shall we proceed when data are a random functions, rather than time se-

ries? In this case we may resort to methods and techniques from a �eld of Statistics known as
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Figure 1.2: Simulated trajectories of random functions belonging to three different families

functional data analysis (Ramsay, 2004; Ferraty and Vieu, 2006; Horváth and Kokoszka, 2012). A

main goal of this �eld is to model data that consist of random functions, i.e., data whose trajec-

tories live on functional spaces. When the basic unit of information is a random function, the

classical clustering approaches for vector-valued multivariate data can typically be extended to

functional data, where various additional considerations arise, such as discrete approximations

of distance measures, and dimension reduction of the in�nite-dimensional functional data ob-

jects. Figure 1.2 shows trajectories of random functions belonging to three differents functional

families.

In particular, the K -means clustering algorithm is an approach that can be applied to func-

tional data. It is natural to view cluster mean functions as the cluster centers in functional

clustering, in this case, we consider the classi�cation problem for a sample of functional data

y1(t ), . . . ,yT (t ), the K -means functional clustering allow us to �nd a set of cluster centers ¹ 1(t ), . . . ,¹ K (t ),

assuming there are K clusters, by minimizing the sum of the squared distance between { yi (t )}T
i Æ1

and the cluster centers, for a suitable functional distance D. That is, the T observations are par-

titioned into K groups such that D(y j (t ), ¹ i (t )), is minimized over all possible sets of functions

¹ 1(t ), . . . ,¹ K (t ), allocating each function using the encoder L : {1, . . . ,T } ! {1, . . .K }, given by

L ( j ) Æarg min
i Æ1,...,K

D(y j (t ), ¹ i (t )), j Æ1,. . . ,T, (1.9)

where ¹ i (t ) Æ
P T

j Æ1 y j (t )I (L ( j ) Æi )/ N i , and N i Æ
P T

j Æ1 I (L ( j ) Æi ). Typically the distance D
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is often chosen as the L2 norm. Since functional data are discretely recorded, frequently con-

taminated with measurement errors, and can be sparsely or irregularly sampled, a common ap-

proach to minimize the distances D(y j (t ), ¹ i (t )) is to project the in�nite-dimensional functional

data onto a low dimensional space of a set of basis functions, similarly to functional correlation

and regression (Wang et al., 2015).

The traditional K -means clustering for vector-valued multivariate data has been extended to

functional data using mean functions as cluster centers. There are two approaches based on the

functional decomposition of the observations. A �rst approach based on the `Functional Basis

Expansion', where basically we consider a set of pre-speci�ed basis functions { Á1(t ),Á2(t ), . . .} of

a functional space, and we can use the �rst L projections M i ,k ÆÇyi (t ),Ák (t ) È of the observed

trajectories onto the space spanned by the set of basis functions to represent the functional data,

for k Æ1,. . . ,L. And then, we can apply a clustering algorithms for multivariate data, such as the

K -means algorithm, to partition the estimated sets of coef�cients { M i ,k }. When the K -means

algorithm consider the sets of coef�cients { M i ,k } , we obtain the cluster centers M 1, . . . ,M L on

the projected space, and thus the set of cluster centers { ¹ 1(t ), . . . ,¹ K (t )} in the functional space,

where ¹ j (t ) Æ
P L

i Æ1 M i Ái (t ). We can see this above approach, for instance in Abraham et al.

(2003) using B-spline basis functions and Serban and Wasserman (2005) using Fourier basis

function coupled with K -means algorithm.

I now discuss the so-called functional PCA (principal component analysis) approach. Whereas

the functional basis expansion method needs a pre-speci�ed set of basis functions, the �nite

approximation by functional PCA uses the data-adaptive basis functions that are determined by

the covariance function of the functional data (Jacques and Preda, 2014). This approach con-

sists of reducing the in�nite-dimensional problem to a �nite one by approximating data with

elements from some �nite-dimensional space. Then, clustering algorithms for �nite dimen-

sional data such as K -means can be performed. Jacques and Preda (2014) consider the estima-

tors for ¹ (t ) and for the covariance function C(w, t ) given by the sample mean and the sample
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covariance function, respectively

b¹ (t ) Æ
1

T

TX

i Æ1
yi (t ),

bC(w, t ) Æ
1

T ¡ 1

TX

i Æ1
{yi (w ) ¡ b¹ (w )}{yi (t ) ¡ b¹ (t )}

And we assume that each functional data yi (t ), with t Æ1,. . . ,T belong to a �nite dimensional

space spanned by some basis of functions such that:

yi (t ) Æ
LX

j Æ1
Á j (t )µi j Æ©(t )Tµi , (1.10)

where µi Æ(µi 1, . . . ,µi L )T are the expansion coef�cient of the observed curve yi (t ) in the basis

© Æ{Á1, . . .ÁL}. Let A be the matrix whose rows are the elements µi , thus, the function bC(w, t ),

can be written as:

bC(w, t ) Æ
1

T ¡ 1

TX

i Æ1
{yi (w ) ¡ b¹ (w )}{yi (t ) ¡ b¹ (t )} Æ

1

T ¡ 1
©T(w )AT A©(t ), (1.11)

Now, we assume that each eigen-function f i belong to the linear space spanned by the basis

© such that f i (t ) Æ©(t )TµÃ i , with Ã i Æ(Ã i 1, . . . ,Ã i L )T. Using the estimation bC of C , the eigen

problem ( C f i Æ¸ i f i ) becomes

Z b

0
bC(w, t ) f i (t )dt Æ¸ i f i (w ) (1.12)

and using the expansion of f i (t ) in the basis © and (1.11), we can see that the above equation is

equivalent to
1

T ¡ 1
©(w )T AT A

Z b

0
©(t )©(t )Tdt Ã i Æ¸ i ©(w )TÃ i . (1.13)

Therefore, we have: (T ¡ 1)¡ 1AT AW Ã i Æ¸ i Ã i , where W Æ
Rb

0 ©(t )©(t )Tdt is a symmetric L £

L matrix of the inner products between the basis functions. Now, de�ning zi ÆW 1/2 Ã i , the

multivariate functional principal component analysis is reduced to the usual PCA of the matrix

(
p

T ¡ 1)¡ 1AW 1/2 :
1

T ¡ 1
W 1/2 T

AT AW 1/2 zi Æ¸ i zi . (1.14)
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Therefore, the coef�cients Ã i , i ¸ 1 are obtained by Ã i Æ(W 1/2 )¡ 1zi , and the principal com-

ponent scores, are given by Ci ÆAW Ã i , i ¸ 1. A similar approach can be used for multivariate

functional data (Jacques and Preda, 2014).

We now offer some preparations on copulas.

1.4 Learning about dependence via copulas

Copulas are widely applied in Quantitative Risk Management (McNeil et al., 2015), and will be

key for Chapter 3. Copulas originate from the need to rigorously de�ne the relationship be-

tween a multidimensional distribution function and its underlying one-dimensional marginal

distributions. This problem has been addressed by several authors such as Fréchet (1951) and

Sklar (1959), who contributed to the solution obtaining important results. The previously men-

tioned relationship between a multidimensional distribution function with its one-dimensional

marginals is given by a function (that Sklar called “copula”) that summarizes the entire depen-

dence structure of a random vector, and it has become a powerful tool for multivariate analysis.

In general terms, a copula is a multivariate distribution function de�ned on the unit square

[0,1]D with uniformly distributed marginals. This de�nition is natural if the copula is obtained

from a continuous multivariate distribution function, in which case the unique copula is simply

the original multivariate distribution function with univariate transformed marginals.

De�nition 1.4.1 (Copula) . A D-dimensional copula is a function C : [0,1]D ! [0,1], i.e. a map-

ping of the unit hypercube into the unit interval, such as:

1. C(u1, . . . ,uD ) Æ0 if u i Æ0 for any i .

2. C(1, . . . ,1,u i ,1, . . . ,1)Æu i for all i 2 {1, . . . ,D}, u i 2 [0,1].

3. For all (a1, . . . ,aD ), (b1, . . . ,bD ) 2 [0,1]D with ai · bi we have

2X

i 1Æ1
¢¢¢

2X

i D

(¡ 1)11Å¢¢¢Åi D C(u1i 1, . . . ,udi d ) ¸ 0, (1.15)

where u j 1 Æa j and u j 2 Æb j for all j 2 {1, . . . ,D}.
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The second property in De�nition 1.4.1 requires that marginal distributions are uniform.

The so-called rectangle inequality in (1.15) ensures that if the random vector ( U1, . . . ,UD ) has

distribution function C, then P(a1 · U1 · b1, . . . ,aD · UD · bD ) is always non-negative. Also, it is

important to observe that the k-dimensional margins of a D-dimensional copula are themselves

copulas for 1 · k · D.

Copulas have a probabilistic interpretation, that follows from Sklar's Theorem (Sklar, 1959);

speci�cally, the latter theorem ensures that copulas are joint distribution functions, and that

any joint distribution function can be rewritten in terms of the marginals and a single copula.

Thus, most studies of joint distribution functions can be reduced to the study of copulas.

Theorem 1.4.1 (Sklar 1959). Let F be a joint distribution function with margins F1, . . . ,FD . Then

there exists a copula C : [0,1]D ! [0,1] such that, for all x1, . . . ,xD 2 RÆ[¡1 ,1 ],

F(x1, . . . ,xD ) ÆC(F1(x1), . . . ,FD (xD )). (1.16)

If the margins are continuous, then C is unique; otherwise C is uniquely determined on

Ran(F1)£¢¢¢£Ran(FD ), where Ran(Fi ) ÆFi (R) denote the range of Fi . Conversely, if C is a copula

and F1, . . . ,FD are univariate distribution functions, then the function F de�ned in (1.16) is a

joint distribution function with margins F1, . . . ,FD . Below, u Æ(u1, . . . ,uD ) unless mentioned

otherwise.

Theorem 1.4.2 (Fréchet–Hoeffding bounds) . For every copula C(u ) we have the bounds

max

(
DX

i Æ1
u i Å 1¡ D,0

)

· C(u ) · min{ u1, . . . ,uD }. (1.17)

We provide now some examples of copulas and these are subdivided into three groups: fun-

damental copulas represent an important number of special dependence structure; implicit

copulas are extracted from well-know multivariate distributions using Sklar's Theorem, but do

not necessarily have simple closed-form expressions; explicit copulas have simple closed-form

expressions and follow mathematical constructions known to yield copulas. Another important

class of copulas is that of Archimedean copulas; the particularity of Archimedean copulas is that

there is a function that generates them, which is called the copula generator.
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Fundamental copulas

• The independececopula is

¦ (u ) Æ
DY

i Æ1
u i . (1.18)

• The comonotonicity copula, which correspond to perfect positive dependence, is the Fréchet

upper bound copula from (1.17):

M (u ) Æmin{ u1, . . . ,uD }. (1.19)

• The countermonotonicity copula, which correspond to perfect negative dependence, is

the two-dimensional Fréchet lower bound copula from (1.17) given by

W (u ) Æmax{u1 Å u2 ¡ 1,0}, u Æ(u1,u2). (1.20)

Implicit copulas

• The Gaussian copula is a distribution over [0,1] D constructed from a multivariate normal

distribution over RD . For a given correlation matrix § 2 MD ([¡ 1,1]) (vector space of square

matrices with entries in [ ¡ 1,1]), the Gaussian copula with parameter § can be written as

C§ (u ) Æ©§ (©¡ 1(u1), . . . ,©¡ 1(uD )),

where ©¡ 1 is the inverse cumulative distribution function of a standard normal and ©§

is the joint cumulative distribution function of a multivariate normal distribution with

mean vector zero and covariance matrix equal to § . Note that both the independence and

comonotonicity copulas are special cases of the Gaussian copula. If § ÆID , we obtain

the independence copula in (1.18); if § Æ1D , the D £ D matrix consisting entirely of ones,

then we obtain the comonotonicity copula in (1.19). In the same way that we can extract a

copula from the multivariate normal distribution, we can obtain an implicit copula from

any other distribution with continuous marginal density functions.
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Figure 1.3: Simulated data from Gaussian, t , Clayton and Gumbel bivariate copulas.

• The t copula is a distribution over [0,1] D which is constructed from a multivariate t -

distribution over RD . For a given correlation matrix § 2 MD ([¡ 1,1]) and degrees of free-

dom º , the t copula with parameters § and º can be written as

C§ ,º (u ) Æt§ ,º (t ¡ 1
º (u1), . . . ,t ¡ 1

º (uD )),

where t ¡ 1
º is the inverse cumulative distribution function of a standard univariate t distri-

bution with º degrees of freedom, and t§ ,º is the joint cumulative distribution function of

a multivariate t distribution with mean vector zero, º degree of freedom and covariance

matrix equal to § .

Explicit copulas

The previous examples consist of copulas implied by well-known multivariate density func-

tions but do not themselves have a simple closed forms; yet there are various examples of cop-

ulas that do have simple closed forms, and these are known as explicit copulas. An example is
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the D-Farlie–Gumbel–Morgenstern copula with 2 D ¡ D ¡ 1 parameters for D ¸ 2:

C®(u ) Æu1 ¢¢¢uD

"

1Å
DX

dÆ2

X

1· j 1Ç¢¢¢Çj d · D
®j 1 j 2¢¢¢j d (1 ¡ u j 1)¢¢¢(1 ¡ u j d )

#

,

where the parameters ® Æ(®1, . . . ,®2D ¡ D¡ 1) must be satisfy the following 2 D constraints:

1Å
DX

dÆ2

(
X

1· j 1Ç¢¢¢Çj d · D¡ 1
®j 1¢¢¢j d " j 1 ¢¢¢" j d Å ®D " 1 ¢¢¢" D

)

¸ 0, " j 1, . . . ," j d 2 {¡ 1,Å1}.

Thus, the constraints imply that each parameter must satisfy j®j · 1. For further copulas exam-

ples, see Joe (2014).

Archimedean copulas

The family of Archimedean copulas has been extensively studied and applied, for instance

in the modelling of portfolio credit risk (Frey and McNeil, 2003; Rogge and Schönbucher, 2003).

Most common Archimedean copulas admit an explicit formula, and can model the dependence

structure in arbitrarily high dimensions. Formally, a copula C is called D¡ Archimedean (D È 2)

if it admits the following representation,

C(u ) Æ' ¡ 1(' (u1) Å¢¢¢Å' (uD ))

where ' ¡ 1 is the inverse of generator ' . A generator uniquely determines an Archimedean cop-

ula (up to a scalar multiple). Table 1.1 shows three examples of Archimedean copulas de�ned

through their corresponding generators.

Family
Parameter

space
Generator

' (t )
Generator Inverse

' ¡ 1(s)
Clayton ® ¸ 0 t ¡ ® ¡ 1 (1Å s)¡ 1/ ®

Frank ® ¸ 0 ¡ log e¡ ®t ¡ 1
e¡ ®¡ 1 ¡ ®¡ 1 log(1 Å es(e¡ ® ¡ 1))

Gumbel ® ¸ 1 (¡ log t )® exp(¡ s1/ ®)

Table 1.1: Summary of three one-parameter ( ®) Archimedean copulas for D È 2.

One of the fundamental aspect of copulas is that they can be used to generate measures of

association that differ from Pearson's correlation coef�cient; the latter is simply a measure of

linear association, so if the relationship is not linear, this coef�cient does not correctly measure
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the association between random variables; in addition, it is well known that a Pearson corre-

lation equal to zero does not imply independence, and on top Pearson's correlation depends

on marginal features. Using copulas, alternative measures of association can be de�ned such

as Kendall's tau (Nelsen, 2006, p. 158) ¿, Spearman's rho S (Nelsen, 2006, p. 167) and the Tail

dependence coef�cient ¸ U (Nelsen, 2006, p. 214)

1.5 Background on empirical likelihood and on NPMLE

To avoid parametric assumptions, nonparametric methods will be used throughout to learn

about the models to be proposed in this thesis. Thus, we discuss below some background on

empirical likelihood (Owen, 2001). Empirical Likelihood (EL) is an inference method that can

be used to create estimators known as nonparametric maximum likelihood estimator (NPMLE);

the basic idea is the following. Let Z1, . . . ,Zn » F and let p i ÆdF(Zi ), for i Æ1,. . . ,n . The non-

parametric log-likelihood is de�ned as

l (p1, . . . ,pn ) Æ
nX

i Æ1
log p i , (p1, . . . ,pn ) 2 4 , (1.21)

where 4 Æ {(p1, . . . ,pn ) :
P n

i Æ1 p i Æ1,0 · p i · 1, i Æ1,. . . ,n } is the unit simplex. Observe that

Equation (1.21) can be interpreted as the log-likelihood for a multinomial model, where the

support of the multinomial distribution is given by the empirical observations Z1, . . . ,Zn , even

though the distribution F of Zi is not assumed to be multinomial. If the maximum of the log-

likelihood in (1.21) is attained at p i Æ1/ n, the empirical measure Fn Æn ¡ 1 P n
i Æ1 ±Zi , with ±z

denoting a unit mass at z, can be regarded as the nonparametric maximum likelihood estimator

(NPMLE) of F.

Roughly speaking, empirical likelihood is a nonparametric maximum likelihood procedure

that has many properties in common with conventional parametric likelihood when applied to

moment-constrained models. Let

E{gµ(Zi )} Æ
Z

gµ(z)dF(z) Æ0, µ 2 £ ½Rk , (1.22)

where g is a known Rs-valued function and the parameter µ and F are unknown. The empirical
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version of (1.22) consists of
nX

i Æ1
p i gµ(Zi ) Æ0. (1.23)

The value of (µ,p1, . . . ,pn ) 2 £ £ 4 that maximizes l , as de�ned in (1.21), subject to (1.23) is

called the maximum empirical likelihood estimator and it is denoted by ( bµ, bp1, . . . , bpn ). To solve

the maximization problem in (1.23) instead of maximizing l with respect to the parameters

(µ,p1, . . . ,pn ) jointly, �rst �x µ and consider the log-likelihood with the parameters ( p1, . . . ,pn ),

thus the empirical likelihood procedure is represented by:

max
p1,...,pn

P n
i Æ1 log p i

s.t.
P n

i Æ1 p i Æ1
P n

i Æ1 p i gµ(Zi ) Æ0.

(1.24)

Therefore, the problem in (1.24) can be solved using the method of Lagrange multipliers, with

the corresponding Lagrangian being given by

L Æ
nX

i Æ1
log p i Å °

Ã

1¡
nX

i Æ1
p i

!

¡ n ¸ T
nX

i Æ1
p i g®(Zi ), (1.25)

where ° 2 R and ¸ 2 Rs are Lagrange multipliers. It is possible to show that the �rst order condi-

tions for L are solved by

°̂ Æn, ˆ̧ Æargmin
¸ 2Rs

¡
nX

i Æ1
log{1 Å ¸ Tgµ(Zi )}, p̂ i Æ

1

n{1Å ¸ Tgµ(Zi )}
.

Thus, l (µ) Æmin ¸ 2Rs ¡
P n

i Æ1 log{1 Å ¸ Tgµ(Zi )} ¡ n log n, and so the empirical likelihood estimator

for µ is

µ̂EL Æargmax
µ2£

l (µ) Æargmax
µ2£

min
¸ 2Rs

¡
nX

i Æ1
log{1 Å ¸ Tgµ(Zi )}.

Numerical methods such as Newton–Raphson algorithm can be used to solve the above maxi-

mization problem.
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1.6 Problems to be adressed and main contributions

The following work packages describe the challenges that this thesis aims to tackle along with

the strategies implemented for approaching the problems of interest.

Contribution 1: Cluster analysis for nonstationary extremes

The question motivating the research in this work package was recently mentioned by de Car-

valho (2016b), who emphasized the need to cluster time series that share similar extremal prop-

erties, such as their scedasis function and extreme-value index. The subject of clustering time

series has received considerable attention in recent literature, but none of the available meth-

ods allows for clustering to be conducted on the basis of such extremal features. In Finance,

the interest on the topic stems from the importance of determining �nancial assets with similar

dynamic patterns, and to capture the level of similarity between �nancial time series. Beyond

Ando and Bai (2017), other recent contributions on clustering �nancial time series include, for

example, D'Urso et al. (2013), who propose a fuzzy clustering method, Bastos and Caiado (2014),

who suggest partitioning time series according to a variance ratio statistic, and Dias et al. (2015),

who propose a model-based clustering approach built over regime-switching models. With the

exception of Durante et al. (2014) none of the available approaches takes into consideration the

important need for clustering to explicitly carry information on extremes losses. It is the goal of

Chapter 2 to address this gap in the literature.

Contribution 2: Learning and visualizing D-dimensional dependence struc-

tures

Several �nancial applications require working with the joint distribution of a random vector.

Particularly, in the context of portfolio risk management it is important to quantify the risk con-

sidering the dependence between the assets that make up these portfolios (Embrechts et al.,

2002), especially when one of the main issues of risk management (McNeil et al., 2015) is the

aggregation of individual risks. While copulas fully describe the dependence structure within

a D-dimensional random vector, from a statistical outlook it would be desirable to be able to
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`compress' essential features of the dependence structure into a lower-dimensional function

that could be depicted regardless of D; by learning about the shape of that lower-dimensional

function from data, one would aim at having a consolidated picture of the dependence struc-

ture within a random vector. Yet, none of the available approaches is tailored for such inquiry.

Chapter 3 will be focused on addresing this gap.

Contribution 3: Learning about frequency of extremes in a K -sample setting

The development of statistical models for nonstationary extremes has been a �eld of active re-

search after the seminal paper by Davison and Smith (1990) who popularized models based on

indexing the parameters of the generalized Pareto distribution function with a covariate x. Re-

lated approaches can be found in Coles (2001), Chavez-Demoulin and Davison (2005), Eastoe

and Tawn (2009),Opitz et al. (2018) and similar paradigms have been recently developed for the

setting of nonstationary multivariate extremes. However, none of these approaches addresses

a multisample setting not it explores how to borrow strength across samples. Chapter 4 will be

focused on addresing this gap.

1.7 Thesis outline, structure, and organization

This thesis is organized as follows. Chapters 2, 3 and 4 include the proposed solutions for the

problems described in Contributions 1, 2 and 3 as discussed in Section 1.6. Each chapter aims

to be self-contained in terms of notation, de�nitions, and results. For convenience of the reader,

some parts mentioned in Chapter 4.1 may be revisited on later chapters. In more detail:

• Chapter 2 develops statistical methods of similarity-based clustering for heteroscedastic

extremes, which allow us to group time series according to their extreme-value index and

scedasis function. The material in this Chapter has lead to the paper Rubio et al. (2020a)

(submitted).

• Chapter 3 presents a new class of distributions, that extend the concept of marginal dis-

tribution, to which we refer to as diagonal distributions. The main diagonal is studied

in detail, which consists of a mean-constrained univariate distribution function on [0,1]
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that summarizes key features on the dependence structure of a random vector, and whose

variance connects with Spearman's rho, and the tail dependence coef�cient. The material

in this Chapter has lead to the paper Rubio et al. (2020b) (in preparation).

• Chapter 4 develops a proportional tails model to multisample non-identically distributed

observations. This model builds over de Carvalho and Davison (2014), and Einmahl et al.

(2016) and can be regarded as a proportional tails model for multisample settings. A

semiparametric speci�cation is made linking all elements in a family of scedasis densi-

ties through the action of a baseline scedasis density.

Finally, Chapter 5 summarizes the main �ndings, it puts the research into perspective, and it

comments on possible directions for future research.



Chapter 2

Cluster analysis for heteroscedastic

extremes

Statistical modelling of the magnitude and the frequency of extreme losses in a stock

market is essential for institutional investors, professional money managers, and traders.

In this chapter, we develop statistical methods of similarity based clustering for het-

eroscedastic extremes, which allow us to group stocks according to their extreme value

index and scedasis function, i.e., the magnitude and frequency of extreme losses, re-

spectively. Clustering is performed here in a product-space and a tuning parameter is

used to control whether more emphasis should be put on the latter or the former. The

proposed approach also allows for clustering stocks with similar risk loss patterns, by

identifying af�nities in time-varying value-at-risk functions.

2.1 Introduction

Small-probability events—such as a stock market crash—often lead to devastating economic

and �nancial aftershocks. The need to assess the likelihood of such rare events is now widely

understood, and statistics of extremes (Embrechts et al., 1997; Coles, 2001; Beirlant et al., 2004;

de Haan and Ferreira, 2006; Resnick, 2007; Balkema and Embrechts, 2007; Davison and Huser,

2015b) provides an appropriate probabilistic framework to address this issue in a mathemat-

ically rigorous manner. An overarching principle of statistics of extremes is that any sensible

25
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assessment of risk, requires the application of resilient methods that are able to extrapolate into

the tails of a distribution—often beyond observed extremes in a dataset. For random samples,

a key result in statistics of extremes is that if there is a nontrivial limiting distribution for the

normalized sample maxima, then it must be a generalized extreme-value (GEV) distribution

(McNeil et al., 2015, Theorem 7.3). The shape parameter of the GEV distribution (1.1) governs

the rate of tail decay, and is also known as extreme-value index, or tail index.

The main goal of this chapter is to develop cluster analysis methods for highly volatile time

series of extremes, and to apply them to get more insight into the synchronization of extreme

losses from the London Stock Exchange. Applying methods from statistics of extremes to �-

nance has a long history, including Danielsson and de Vries (1997), Longin and Solnik (2001),

Poon et al. (2003), Herrera and Schipp (2013), Hilal et al. (2014), Chavez-Demoulin et al. (2014).

The monograph recently edited by Longin (2016) contains an up-to-date survey of methods and

applications for statistical modeling of extreme values in �nance. To model the dynamics of ex-

tremes over time, parametric methods to handle nonstationary data have been proposed by

Davison and Smith (1990), Chavez-Demoulin and Davison (2005) and Eastoe and Tawn (2009),

among others, for more details see Section1.2. More recently, Einmahl et al. (2016) have devel-

oped a semi–parametric modeling and inference framework for heteroscedastic extremes; their

two main objects of interest being the scedasis function, which describes the dynamics of ex-

tremes over time, and the extreme-value index, which describes the magnitude of extremes.

A recent paper by Ando and Bai (2017), which relates to our approach in terms of �nan-

cial motivation, considers the issue of clustering �nancial time series based on observable and

unobservable factors. In contrast, our approach clusters �nancial time series based on their

resemblance in terms of risk. More precisely, we build on Einmahl et al. (2016) and develop a

clustering algorithm which allows us to group stocks that share similarities in their univariate

distribution in terms of the overall magnitude and the temporal dynamics of extreme losses.

Since the extreme-value index carries information on the rate of tail decay while the scedasis

tracks the evolution of extreme losses over time, these parameters form a natural basis for clus-

tering stocks to address our motivating question.

Clustering is an unsupervised learning problem, in the sense that the `true' cluster labels are

unknown and need to be estimated from the data. Introductions to the subject of data clus-
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tering include Hastie et al. (2009), Everitt et al. (2011), and King (2014), for more details see

Section 1.3. The huge literature on data clustering is dif�cult to survey in a few paragraphs, but

a concise description of mainstream approaches is offered by Hennig and Liao (2013). The most

popular clustering approaches may be classi�ed among similarity-based, model-based, and/or

hierarchical clustering techniques. Similarity-based methods include K -means (MacQueen and

others, 1967) and K -medoids (Kaufman and Rousseeuw, 1987). Model-based clustering is typi-

cally based on mixture models (Fraley and Raftery, 2002), whereas hierarchical clustering builds

hierarchies of clusters, often represented in so-called dendograms (Hastie et al., 2009). Hennig

and Liao (2013) recently highlighted the lack of clear guidance on choosing an appropriate clus-

tering algorithm for a given problem, despite the many approaches that have been proposed in

the literature.

The literature discussing extremes is much sparser, although much has been written about

the clustering of extreme events within time series induced by short-term temporal dependence

(see, e.g., Leadbetter et al., 2012). Clustering algorithms for parallel time series, tailored to spe-

ci�c extreme-value applications, are often intrinsically related to the concept of dimension re-

duction. For example, Bernard et al. (2013) developed a clustering method for spatial climate

extremes, and Chautru (2015) and Vettori et al. (2019a) proposed clustering and dimension re-

duction techniques for multivariate extreme events based on tree mixtures.

Clustering stocks with a similar scedasis function and extreme-value index entails clustering

objects de�ned by the combination of a function (scedasis) and a scalar (extreme-value index);

recently, there has been much interest in clustering complex objects such as functions, and the

development of methods for clustering functional data is still an area of ongoing research, both

from applied and theoretical viewpoints (Peng and Müller, 2008; Delaigle et al., 2012; Wang et al.,

2015). To tackle this challenging problem, we develop a clustering approach that can be seen

as aK -means method, but where clustering is executed in a product-space de�ned in terms of

the space of all scedasis functions and the positive real line. A weight parameter is then applied

as de�ned by the analyst to control whether the clustering algorithm should prioritize the fre-

quency or the magnitude of extreme losses, which are respectively controlled by the scedasis

function and the extreme-value index. The proposed approach also allows for clustering stocks

with similar risk loss patterns, by identifying af�nities in time-varying value-at-risk functions.
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To examine the periods of highest market uncertainty and how these affect different stocks, we

also explore how the maxima of the stocks' scedasis functions are spread over time. Intuitively,

if the maxima of all scedasis functions coincided at a single time point, this would imply a per-

fect synchronization among all the examined stocks, and thus the largest market �uctuations

would re�ect similarly on all stocks. To summarize this information, we de�ne the mode mass

function , which provides the analyst with a tool to assess the degree of synchronization of the

maximum frequency of extreme losses between stocks. The latter approach has some connec-

tions with multivariate extreme value modeling, which has been widely used by practitioners

after the seminal papers of Longin and Solnik (2001) and Poon et al. (2004). Note, however, that

in this chapter we focus on univariate, but time-varying, characteristics of extremes, and as such

we do not estimate extremal dependence.

2.2 K-cluster proportional tails models

Our starting point for modeling relies on an extended version of Einmahl et al. (2016) formulated

for K time series clusters, where we assume that we observe N [k ] samples from the k th cluster,

and where each cluster is characterized by a speci�c scedasis function and extreme-value index.

In other words, we assume that we observe N Æ
P K

kÆ1 N [k ] time series in total, partitioned into

blocks with homogeneous scedasis functions and extreme-value indices, with the goal of iden-

tifying this unknown partition of the data. More precisely, we suppose the following true data

generating process. The N time series are partitioned into K 6 N blocks Y [1] , . . . ,Y [K ] (each

with N [1] , . . . ,N [K ] time series of length T , respectively), which may be represented as

Y [1] Æ

2

6
6
6
6
4

Y [1,1]
1 ¢¢¢ Y [1,1]

T
...

...
...

Y [1,N1]
1 ¢¢¢Y [1,N1]

T

3

7
7
7
7
5

, . . . ,Y [K ] Æ

2

6
6
6
6
4

Y [K ,1]
1 ¢¢¢ Y [K ,1]

T
...

...
...

Y [K ,N [k ] ]
1 ¢¢¢Y [K ,N [k ] ]

T

3

7
7
7
7
5

. (2.1)

In terms of our data application, each row of Y [1] , . . . ,Y [K ] corresponds to the negative log re-

turns of a certain stock, and N is the total number of stocks. In Section 2.3, we assume that we

observe all time series, but we ignore their underlying cluster labels (i.e., the �rst element in

the superscripts in (2.1)), which need to be estimated. Here, we assume that the j th time se-
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ries in each cluster k Æ1,. . . ,K (corresponding to the j th row in group Y [k ]), is formed by inde-

pendent random variables Y [k , j ]
1 , . . . ,Y [k , j ]

T with continuous distributions F [k , j ]
1,T , . . . ,F [k , j ]

T,T , respec-

tively, with in�nite upper endpoints; to ease notation we omit the dependence of F on Y and

T ; thus F [k , j ]
1 will be used to denote F [k , j ]

1,T . The temporal independence assumption may seem

quite restrictive, but our inference procedure detailed in Section 2.3 only requires the data to

be approximately independent at extreme levels. Furthermore, following Einmahl et al. (2016),

we assume that there exists a non-negative limit function c[k ] , called the scedasis function, such

that for each time series j Æ1,. . . ,N [k ] in the k th cluster,

c[k ]
³ t

T

´
Æ lim

y!1

1¡ F [k , j ]
t (y)

1¡ F [k , j ]
0 (y)

, (2.2)

where F [k , j ]
0 denotes an unknown continuous baseline distribution function with an in�nite

upper endpoint. Notice that in each cluster k Æ1,. . . ,K , the different time series may pos-

sess various baseline distributions, but they share the same scedasis function c[k ] , as the left-

hand side of (2.2) does not depend on j . Moreover, for identi�ability reasons, we assume that
R1

0 c[k ](w )dw Æ1, such that c[k ] is a valid density on the unit interval [0,1]. Generally speaking,

the k th scedasis density c[k ] informs us about the relative weight of the tail 1 ¡ F [k , j ]
t (y), with

respect to the baseline tail 1 ¡ F [k , j ]
0 (y) for large y; for instance, a uniform scedasis function (for

which c[k ](w ) Æ1, w 2 [0,1]) corresponds to a constant frequency of extremes over time.

We further assume that for each cluster k Æ1,. . . ,K , time series j Æ1,. . . ,N [k ] , and time point

t Æ1,. . . ,T , one has

lim
m!1

U [k , j ]
t (my )

U [k , j ]
0 (m){c[k ](t / T )}° [k ]

Æy° [k ]
(2.3)

for some constant ° [k ] È 0, where U [k , j ]
t Æ{1/(1 ¡ F [k , j ]

t )}Ã and `Ã ' denotes the left continuous

inverse function. In other words, the data in each cluster k are heavy-tailed and described by

the time-constant extreme-value index ° [k ] . Thus, despite the fact that all variables in cluster

k have their own distributions, we assume that their tail behavior is characterized by the pair

(c[k ] ,° [k ]). Therefore, the extremal behavior of these N [k ] time series can be summarized by a

single function c[k ] , describing the time variation in the frequency of extremes (relative to the

baseline distributions F [k , j ]
0 ) and a scalar ° [k ] È 0, controlling the overall amplitude of the largest
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extremes.

For example, (2.2) and (2.3) are satis�ed when the data are independent and Pareto-like dis-

tributed, i.e.,

1¡ F [k , j ]
t (y) »

n y

a[k , j ]c[k ](t / T )

o¡ 1/ ° [k ]

, y ! 1 , (2.4)

where a[k , j ] È 0 is a scale parameter, in which case the baseline distribution may be chosen

as the Pareto distribution F [k , j ]
0 (y) Æ1¡ (y/ a[k , j ])¡ 1/ ° [k ]

, with y È a[k , j ] . From this example, it is

clear that the extreme-value index ° [k ] controls the tail weight, while c[k ](t / T ) is a time-varying

scale component, both speci�c to the k th cluster. The extra time-invariant scale parameter

a[k , j ] È 0 accounts for possible differences in scales between the different time series grouped

together in the same cluster.

2.3 Estimation and inference

As mentioned above, in practice the cluster labels are unknown, so instead of having data parti-

tioned as in (2.1), we observe N time series written as Y i
1 , . . . ,Y i

T , which consist of independent

observations respectively distributed as F i
1, . . . ,F i

T , for i Æ1,. . . ,N ; but we ignore the data struc-

ture and their tail properties. Instead, the �rst step of our approach targets estimations for a

family of scedasis densities and extreme-value indices, respectively denoted by

{ci (w )}N
i Æ1, {° i }N

i Æ1.

Under the K -cluster proportional tails model described in Section 2.2, some of these scedasis

functions and extreme-value indices are the same, but we estimate them separately.

Let Y i
(1) 6 ¢¢¢6 Y i

(T ) be the order statistics from the i th time series, Y i
1 , . . . ,Y i

T , and · :Æ· T

be an intermediate sequence, i.e., · T ! 1 and · T / T ! 0, asT ! 1 . To estimate each element

in the the family of scedasis functions, we use the nonparametric kernel-based estimator of

Einmahl et al. (2016) for i Æ1,. . . ,N :

bci (w ) Æ
1

·

TX

t Æ1
I (Y i

t È Y i
(T ¡ · ))K b(w ¡ t / T ), w 2 [0,1], (2.5)
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where K b(¢) ÆK(¢/ b)/ b, is a kernel with bandwidth b :ÆbT È 0 such that bT ! 0 and bT · T ! 1

asT ! 1 . It is well known that the choice of kernel does not affect the inference much. Follow-

ing Marron (2001, p. 533), we advocate conducting inference over a wide range of bandwidths

as a way to assess the sensitivity and reliability of the inference to the bandwidth.

To estimate the family of extreme-value indices we follow Einmahl et al. (2016) and use the

Hill estimator de�ned as

b° i Æ
1

·

·X

t Æ1
log

Ã
Y i

(T ¡ t Å1)

Y i
(T ¡ · )

!

, (2.6)

for i Æ1,. . . ,N . As shown in Einmahl et al. (2016), the estimator (2.6) is strongly consistent

and asymptotically normal under the heteroscedastic proportional tail model described in Sec-

tion 2.2 and mild additional regularity conditions. Furthermore, it does not depend on the asso-

ciated scedasis function ci asT ! 1 . Asymptotic normality, and thus weak consistency, for the

kernel-based estimator (2.5) is also established in Einmahl et al. (2016, p. 49), but under rather

stringent conditions. These appealing large sample properties suggest that our clustering al-

gorithm developed in Section 2.4 should perform well in practice, which is con�rmed by our

numerical experiments in Section 2.7, especially for a large sample size T .

The outcome of this estimation stage yields N pairs of scedasis and extreme-value estimates,

{(bci , b° i )}N
i Æ1, and we next describe how such pairs can be partitioned into K clusters.

2.4 Similarity-based clustering for heteroscedastic extremes

Clustering scedasis functions and extreme-value indices requires overcoming the challenge of

clustering objects comprised of both a function (scedasis) and a scalar (extreme-value index).

To approach this problem we consider a similarity-based clustering algorithm. Similarity-based

clustering methods usually require the true number of clusters K 6 N to be either known or

speci�ed a priori. For these methods, a data point xi Æ(x i
1, . . . ,x i

d )T 2 Rd should be assigned

to a certain cluster if its distance to the cluster `center' m [k ] Æ(m [k ]
1 , . . . ,m [k ]

d )T 2 Rd is minimal.

Different variants lead to different concepts of a cluster `center', the most well-known being K -

means (MacQueen and others, 1967) and K -medoids (Kaufman and Rousseeuw, 1987). Whereas

in the case of the K -means algorithm a cluster center m [k ] is de�ned by a statistic (e.g., a cluster

mean), in the K -medoids algorithm a cluster center is de�ned by a data point itself. To measure
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the dissimilarity of a data point xi from a cluster center m [k ] , we need to de�ne a dissimilarity

function D : R2d ! [0,1 ), which maps ( xi ,m [k ]) 7! D(xi ,m [k ]); and such that for all possible data

points and cluster centers, the following key properties are satis�ed:

1. Non-negativity: D(xi ,m [k ]) > 0;

2. Identi�ability: D(xi ,m [k ]) Æ0 if and only if xi Æm [k ] ;

3. Symmetry: D(xi ,m [k ]) ÆD(m [k ] ,xi ).

If the dissimilarity also obeys triangle inequality, then D is a distance and ( R2d ,D) becomes

a metric space, which can be theoretically useful for de�ning concepts of convergence, or for

rethinking a cluster as the set of points in a ball with radius " È 0, B" (m [k ]) Æ{x 2 Rd : D(x,m [k ]) Ç

" }. The most widely-used dissimilarity function is the squared Euclidean distance

D(xi ,m [k ]) Æ
dX

j Æ1
(x i

j ¡ m [k ]
j )2.

Clustering is performed here with the aid of an encoder, i.e., a map L : {1, . . . ,N } ! {1, . . . ,K }

assigning each time series i Æ1,. . . ,N to a cluster label k 2 {1, . . . ,K }. Notice that standard en-

coders assign single observations to a cluster (Hastie et al., 2009), while here whole sets of ob-

servations are assigned simultaneously to a cluster. We mostly focus on the case where each

cluster Y [k ] in (2.1) is characterized by both the same scedasis function and extreme-value in-

dex, which we refer to as partitioning in the product-space ¦ ÆC £ (0,1 ), where C denotes

the space of all scedasis functions (i.e., all densities de�ned on the unit interval). However, it

might also be interesting in practice to cluster time series according to their scedasis function

(resulting in K c clusters for example) or extreme-value index (resulting in K ° clusters). We refer

to these cases aspartitioning in the pro�le-spaces C and (0, 1 ). Clearly, K does not necessar-

ily coincide with K c and K ° . This is the case when there are no two time series that have the

same scedasis function but a different extreme-value index, or vice versa. In general, one has

max(K c,K ° ) · K · K cK ° . In the time series context of heteroscedastic extremes, suppose that

we are given a family of estimated scedasis functions and extreme-value indices, {( bci , b° i )}N
i Æ1,

obtained using the procedure discussed in Section 2.3. We measure dissimilarity by relying on a
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family of functions

D® : ¦ £ ¦ ! [0,1 ), ® 2 (0,1), ¦ ÆC £ (0,1 ),

such that

lim
®! 1

D®(¼i ,¼j ) ÆD c(ci ,c j ), lim
®! 0

D®(¼i ,¼j ) ÆD ° (° i ,° j ), (2.7)

where ¼i Æ(ci ,° i ) 2 ¦ and ¼j Æ(c j ,° j ) 2 ¦ ; with

D c : C £ C ! [0,1 ), D ° : (0,1 ) £ (0,1 ) ! [0,1 ),

being dissimilarity measures speci�c to the scedasis function and to the extreme-value index,

respectively. Equation (2.7) requires dissimilarity in the product-space to be compatible with

the dissimilarities in the corresponding pro�le-spaces, when ® ! 0 and ® ! 1. Roughly speak-

ing, ® 2 (0,1) can also be interpreted as a tuning parameter, controlling whether the dissimi-

larity function should apply more weight to the dissimilarity in terms of the scedasis density

or the extreme-value index. Examples 2.4.1 and 2.4.2 below are two possible valid families of

dissimilarity functions obeying (2.7), although many others may be designed.

Example 2.4.1 (Convex linear combination) . Let

D conv
® (¼i ,¼j ) Æ®D c(ci ,c j ) Å (1 ¡ ®)D ° (° i ,° j ), (2.8)

where ¼i Æ(ci ,° i ) 2 ¦ , and ¼j Æ(c j ,° j ) 2 ¦ ; with D c : C ! C and D ° : (0,1 ) ! [0,1 ) being

dissimilarity measures.

Example 2.4.2 (Max-linear combination) . Let

Dmax
® (¼i ,¼j ) Æmax{®D c(ci ,c j ), (1 ¡ ®)D ° (° i ,° j )}, (2.9)

where ¼i Æ(ci ,° i ) 2 ¦ , and ¼j Æ(c j ,° j ) 2 ¦ , and with D c : C ! C and D ° : (0,1 ) ! [0,1 ) being

dissimilarity measures.

Example 2.4.3 (Counter-example) . De�ne

Dmin
® (¼i ,¼j ) Æmin{ ®D c(ci ,c j ), (1 ¡ ®)D ° (° i ,° j )}, (2.10)
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where ¼i Æ(ci ,° i ) 2 ¦ , and ¼j Æ(c j ,° j ) 2 ¦ , and with D c : C ! C and D ° : (0,1 ) ! [0,1 ) being

dissimilarity measures. Although D c and D ° are valid dissimilarity measures, and Dmin
® satis�es

the condition (2.7), the function (2.10) does not provide a valid dissimilarity measure, because

it does not possess the identi�ability property.

It can be shown that, if D c and D ° are distance functions, then so are D conv
® and Dmax

® in

Examples 2.4.1 and 2.4.2, respectively, for every value of ® 2 (0,1).

Algorithm 1 describes the K -means type of algorithm underlying our clustering procedure,

detailing the three main steps: initialization, cluster (re)assignment and cluster-center updat-

ing, of which the last two need to be recursively iterated until convergence.

Algorithm 1: K -means algorithm for heteroscedastic extremes

• Step 0 (Initialization)
Randomly select K cluster centers

¹ (old) Æ((c[1] ,° [1] )(old) , . . . , (c[K ] ,° [K ])(old) ).

• Step 1 (Cluster (re)assignment)
Allocate time series to clusters using the rule

L (new) (i ) Æarg min
k2{1,...,K }

D®((bci , b° i ), (c[k ] ,° [k ])(old) ).

• Step 2 (Cluster-center updating)
Search for cluster centers which minimize total dissimilarity, given the latest cluster assignment
made; we thus look for

¹ (new) Æargmin
¹ 2¦

NX

i Æ1

KX

kÆ1
I (L (new) (i ) Æk)D®((bci , b° i ), (c[k ] ,° [k ])).

Update cluster assignment and centers iteratively until a stopping criteria is ful�lled.

In this chapter, we mostly focus on D conv
® (¼i ,¼j ), with D c(ci ,c j ) Æ

R1
0 {ci (w )¡ c j (w )}2 dw and

D ° (° i ,° j ) Æ(° i ¡ ° j )2, although there are many other variants, e.g., replacing the ` 2 dissimi-

larity with the ` 1 dissimilarity, or focusing on speci�c features of the scedasis function (e.g., its

maximum) rather than its overall behavior. With this choice of dissimilarity measures, the algo-

rithm outlined in Algorithm 1 becomes a genuine K -means algorithm in the sense that cluster

centers are indeed found using the actual means; more precisely, Step 2 can be replaced with
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¹ (new) Æ{(c[k ](w ),° [k ])}K
kÆ1, where

c[k ](w ) Æ
1

bN [k ]

X

L (i )Æk
bci (w ), ° [k ] Æ

1
bN [k ]

X

L (i )Æk

b° i , k Æ1,. . . ,K , (2.11)

with bN [k ] Æ
P N

i Æ1 I (L (i ) Æk); see Appendix 2.11 for the proof. Note that c[k ](w ) and ° [k ] are

compatible with the assumptions made in Section 2.2, namely
R1

0 c[k ](w )dw Æ1 and ° [k ] È 0.

This implies that the cluster centers are formed by valid scedasis functions and extreme-value

indices, corresponding to a distribution in the maximum domain of attraction of the Fréchet

distribution.

A K -medoids type of algorithm, described in Algorithm 2, can also be applied, in which case

the cluster centers correspond to the scedasis and extreme-value index of the observed time

series. In practice this implies that Steps 0 and 1 are the same as for the K -means algorithm,

but that the cluster-center updating rule in Step 2 needs to be modi�ed, thus requiring a larger

computational investment than the K -means approach.

Algorithm 2: K -medoids algorithm for heteroscedastic extremes

• Step 2 (Cluster-center updating)
For each cluster k Æ1,. . . ,K search for the time series in this cluster that minimizes the total
dissimilarity to other time series in the same cluster:

i ¤
k Æarg min

{i :L (i )Æk}

X

L (i 0)Æk
D®((bci , b° i ), (bci 0

, b° i 0
)),

and set c[k ] :Æbci ¤
k , ° [k ] :Æb° i ¤

k , k Æ1,. . . ,K , and ¹ (new) Æ((bci ¤
1 , b° i ¤

1 ), . . . , (bci ¤
K , b° i ¤

K )).

The cluster centers of the K -medoids algorithm, c[k ] Æbci ¤
k and ° [k ] Æb° i ¤

k , are obviously com-

patible with the assumptions made in Section 2.2, that is, c[k ] is a valid scedasis function and

° [k ] È 0, for k Æ1,. . . ,K .

Other variants of the K -means and K -medoids algorithms for clustering heteroscedastic ex-

tremes can also be constructed similarly, e.g., using Partition Around Medoid (PAM) and Clus-

tering Large Applications (CLARA) (Kaufman and Rousseeuw, 2009, Ch. 2–3).
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2.5 Clustering risk loss patterns

This section capitalizes on the setup introduced so far so to offer another natural way to cluster

�nancial time series. Time-varying value-at-risk (VaR), at con�dence level p 2 (0,1), can be

de�ned as VaR t (p) Æinf{ y : Ft (y) > p}, where p is typically taken as a high probability such as

p Æ0.95 or p Æ0.99. The VaR is typically used to assess the level of �nancial risk of a portfolio.

Here, we use it to assess the loss risk per each stock, and we then cluster stocks with similar risk

loss patterns (VaR functions).

More speci�cally, using the scedasis function and extreme-value index estimators (2.5) and

(2.6), respectively, we can obtain an estimator for the (functional) value-at-risk for each time

series i Æ1,. . . ,N , by

dVaR
i
w (p) Æ

ba i

(1 ¡ p)b° i
bci (w ), w 2 [0,1], p ! 1, (2.12)

where the estimated scale parameter ba i ÆY(T ¡ · )· b° i
/{

P T
t Æ1 bci (t / T )1/ b° i

}b° i
is obtained in closed

form by setting · / T ÆT ¡ 1 P T
t Æ1{1 ¡ F i

t (Y(T ¡ · ))}, combined with the Pareto-like tail speci�ca-

tion (2.4).

Algorithm 3: K -geometric means algorithm for value-at-risk

• Step 0 (Initialization)
Randomly select K cluster centers

¹ (old) Æ(VaR
[1]

, . . . ,VaR
[K ]

).

• Step 1 (Cluster (re)assignment)
Allocate time series to clusters using the rule

L (new) (i ) Æarg min
k2{1,...,K }

D( dVaR
i
w (p),VaR

[k ]
).

• Step 2 (Cluster-center updating)
Search for cluster centers which minimize total dissimilarity, given the latest cluster assignment
made; we thus look for

¹ (new) Æargmin
¹ 2¦

NX

i Æ1

KX

kÆ1
I (L (new) (i ) Æk)D( dVaR

i
w (p),VaR

[k ]
).

Update cluster assignment and centers iteratively until a stopping criteria is ful�lled.
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Below we focus on D( dVaR
i
w (p), dVaR

j
w (p)) Æ

R1
0 {log dVaR

i
w (p) ¡ log dVaR

j
w (p)}2 dw . With this

choice of dissimilarity measure, Algorithm 3 becomes a K -geometric means algorithm in the

sense that cluster centers can be shown to be geometric means; more precisely, Step 2 can be

replaced with ¹ (new) Æ{VaR
[k ]
w (p)}K

kÆ1, where

VaR
[k ]
w (p) Æ

Ã
Y

{i :L (i )Æk}

dVaR
i
w (p)

! 1/ bN [k ]

, (2.13)

with bN [k ] Æ
P N

i Æ1 I (L (i ) Æk); the proof is tantamount to that in Appendix 2.11.

2.6 Mode mass function

To summarize the periods of highest market uncertainty and to see how these periods re�ect

on each speci�c stock, we suggest studying how the modes of the various scedasis functions

for different stocks are spread over time through the mode mass function . Assume that each

estimated scedasis function bci has a unique global maximum and de�ne its unique mode m i 2

[0,1] as

m i Æarg max
w 2[0,1]

bci (w ), i Æ1,. . . ,N . (2.14)

Note that (2.14) can also be written as m i Æargmaxw 2[0,1] dVaR
i
w (p), under the Pareto-like tail

speci�cation in (2.4); recall Equation (2.12). A smoothed version of the mode mass function

may be computed using a beta kernel density as

cM (w ) Æ
1

N

NX

i Æ1
¯

n
w ;º m i ,º (1 ¡ m i )

o
, w 2 [0,1], (2.15)

where ¯ (w ;a,b) denotes the Beta density function with parameters a,b È 0. In the parametriza-

tion (2.15), the beta kernels have mean m i and º È 0 is a concentration parameter. From an

analytical perspective, the smoothed mode mass function in (2.15) is related to the smooth Eu-

clidean likelihood spectral density estimator proposed by de Carvalho (2016a, p. 16). Conceptu-

ally, it operates similarly to standard kernel smoothing, in the sense that it `centers' a beta kernel

at each scedasis mode; but here the kernels are asymmetric for m i 6Æ0.5 and they are tailored

for observations de�ned in the unit interval.
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Table 2.1: Data-generating scenarios. For Scenarios A, B and C, each row reports the number of clusters in
the product-space ( K ), the number of clusters in the respective pro�le-spaces ( K c and K ° ), the different scedasis
functions ( ci , i Æ1,2,3) and extreme-value indices ( ° j , j Æ1,2) involved, and the cluster sizes N i j . By abuse of
notation, N i j here refers to the number of time series simulated independently in a speci�c cluster characterized
by the scedasis function ci and extreme-value index ° j

Scenario Number of clusters Scedasis density Extreme-value index Cluster size
(K ,K c ,K ° ) ci ° j N i j

A (4,2,2) ¿(w ;0.001);¿(w ;0.8) 0.7;1 N1,1 ÆN2,1 Æ5,N1,2 ÆN2,2 Æ10
B (4,2,2) ¯ (w ;2,5);¯ (w ;5,2) 0.7;1 N1,1 ÆN2,1 Æ5,N1,2 ÆN2,2 Æ10
C (3,3,1) ¯ (w ;2,5);¯ (w ;5,2);¿(w ;0.5) 0.7 N1,1 Æ10,N2,1 Æ10,N3,1 Æ10

If the modes of all scedasis functions coincide at a single point in time, i.e., cM (w ) concen-

trate around a certain w0 2 [0,1], then the periods at which the frequencies of extreme losses are

the largest for the different stocks are perfectly synchronized; on the other hand, if the modes

of the scedasis functions are uniformly spread over time, i.e., cM (w ) ¼ 1, w 2 [0,1], then this

suggests that the different stocks' maximum frequencies of extremes are not related at all.

2.7 Numerical experiments

2.7.1 Simulation setting and preliminary experiments

We start by describing the data-generating processes used to assess the performance of our clus-

tering algorithm. We simulate independent observations according to the structure (2.1) using

a generalized extreme-value distribution de�ned as

F [k , j ]
t (y) Æexp

h
¡

n
1Å ° [k ]

³ y ¡ c[k ](t / T )

c[k ](t / T )

´o¡ 1/ ° [k ]

Å

i
,

for time t Æ1,. . . ,T , clusters k Æ1,. . . ,K , and time series j Æ1,. . . ,N [k ] , where aÅ Æmax(0, a). We

consider three simulation scenarios.

In Scenario A, the true scedasis densities are de�ned as c[k ](w ) Æ¿(w ;pk ), pk 2 [0,1], where,

¿(w ;pk ) Æ

8
>><

>>:

4(1¡ pk )w Å pk , 0 6 w Ç 0.5;

¡ 4(1¡ pk )(w ¡ 1)Å pk , 0.56 w Ç 1,

yielding triangular-shaped scedasis functions with peaks at the center point w Æ0.5, and the
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true extreme-value indices are set to ° [k ] Æ0.7 or 1. In Scenario B, the true scedasis functions

c[k ](w ) Æ¯ (w ;®k , ¯ k ) are Beta(®k , ¯ k ) densities and the extreme-value indices are set to ° [k ] Æ

0.7 or 1. In Scenario C, the scedasis densities are either ¿(w ;pk ) or ¯ (w ;®k , ¯ k ), and the extreme-

value index is set to ° [k ] Æ0.7.

The simulation settings and our choice of parameter values are reported in Table 2.1 and

illustrated in Figure 2.1; for Scenarios A and B, we consider K Æ4 true clusters in the product-

space, but K c ÆK ° Æ2 clusters in the respective pro�le-spaces, comprising a total of N Æ30

time series. We simulate �ve independent time series with parameters ( c1,° 1), �ve with ( c2,° 1),

ten with ( c1,° 2) and ten with ( c2,° 2); the scedasis densities c1,c2 with their parameters and the

extreme-value indices ° 1,° 2 are speci�ed in Table 2.1. Scenario C differs from this setting, as it

is characterized by three different scedasis functions and a single extreme-value index, which

yields K ÆK c Æ3 and K ° Æ1. For each cluster, we simulate N [k ] Æ10 time series independently

for a total of N Æ30 time series.

For Scenarios A, B, and C, a single-run experiment was performed using our methods to ob-

tain the estimated cluster centers and scedasis functions. These are compared with the true

scedasis functions in Figure 2.1. To estimate each scedasis function, we consider the sam-

ple sizes T Æ500,1000,2000,5000 with the number of upper order statistics · Æ34,62,112,250,

chosen according to the intermediate sequence · T / b T / log T c, which corresponds to the in-

creasing threshold probabilities 93.2%, 93.8%, 94.4% and 95.0%, respectively. We use the kernel-

based estimator in (2.5) with K b(w ) Æ15{1¡ (w / b)2}2/(16 b), for w 2 [¡ 1,1]. We select the band-

width values based on b ÆA· ¡ 1/5 , with the constant A È 0 set by visual inspection in order to

improve estimation in a sensitivity analysis (not shown) considering a grid of possible values for

A; using this approach, the values of the bandwidth b that we consider here are 0.2, 0.15, 0.1

and 0.1 for each sample size, respectively. The extreme-value index is estimated using the Hill

estimator in (2.6).

Here and below, we use the convex linear combination dissimilarity from Example 2.4.1, i.e.,

D conv
® (¼i ,¼j ) Æ®D c(ci ,c j ) Å (1 ¡ ®)D ° (° i ,° j ), ® 2 [0,1], with D c(ci ,c j ) Æ

R1
0 {ci (w ) ¡ c j (w )}2 dw ,

and D ° (° i ,° j ) Æ(° i ¡ ° j )2; recall that in such a case the cluster centers can be obtained as in

(2.11). In Figure 2.1, we set ® Æ0.5. While Figure 2.1 suggests that our clustering method per-

forms rather well, �rm conclusions can only be drawn from a rigorous Monte Carlo study. This
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is investigated in the next section.

Figure 2.1: Outputs of a simulated single-run experiment. Scenarios A, B and C (left to right) are presented
for sample sizes T Æ500,1000,2000,5000 (top to bottom). Scedasis function estimates (gray) and true scedasis
functions (solid black) de�ned in Table 2.1 are displayed. The dashed blue lines depict the cluster center estimates
produced by our algorithm.
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2.8 Monte Carlo simulations

Here we conduct an extensive simulation study to assess the performance of our clustering

algorithm in grouping different time series into separate clusters de�ned in terms of magni-

tude and dynamics of the extremes. We calculate the Rand (Rand, 1971) and silhouette indices

(Rousseeuw, 1987), whose mathematical de�nition are given in Appendix 2.11.2, based on 1000

runs of our algorithm under the settings described in Section 2.7.1. Notice that the silhouette

index can be computed even if the true data partition is unknown. By contrast, the Rand index

is used to measure the similarity between two different partitions, one of which is considered

the true partition in our simulation study.

Table 2.2 reports the Monte Carlo means of the Rand and silhouette indices for the sim-

ulation settings described in Section 2.7.1, as a function of the sample size T and the weight

parameter ®. We can observe that both validity measures are almost always maximized when

® Æ0.5 for all scenarios (i.e., `weighting' equally the scedasis density and the extreme-value in-

dex). However, as T ! 1 , the clustering performance in Scenario C should improve as ® ! 1

(i.e., more weight on the scedasis density than on the extreme-value index), because K ° Æ1

and therefore all information for identifying distinct clusters is contained in the scedasis pro�le

space. At subasymptotic levels (in this case, T Æ5000 and · Æ250), values of ® close to 0.5 seem

to work better. Furthermore, as expected, performance improves as T increases; so with larger

sample sizes, the estimation of the scedasis functions and extreme-value indices in the �rst step

of our procedure is more accurate, which then in the second step re�ects on the estimated clus-

ters.

When the number of clusters K is unknown or uncertain, as is typically the case in practice,

it is useful to perform clustering over a range of values for K , and then compare the resulting

diagnostics. We now explore the use of the elbow method, proposed by Tibshirani et al. (2001)

and adapt it to clustering heteroscedastic extremes. The method is presented here speci�cally

for the K -means algorithm and convex combination D® of ` 2 dissimilarity measures (recall Ex-

ample 2.4.1), but it can also be designed more generically. The elbow method is based on the
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Table 2.2: Validity measures for Scenarios A, B, and C as de�ned in Section 2.7.1 obtained from 1000 Monte Carlo
simulations. The Rand and silhouette indices evaluate the clustering of the K -means algorithm for heteroscedastic
extremes as a function of the sample size T Æ500,1000,2000,5000 and the weight parameter ® Æ0.1,0.3,0.5,0.7,0.9.
Values closer to one correspond to better performance

Scenario A
Rand index Silhouette index

®\ T 500 1000 2000 5000 500 1000 2000 5000

0.1 0.74 0.85 0.86 0.87 0.47 0.52 0.64 0.76
0.3 0.77 0.79 0.86 0.88 0.49 0.64 0.81 0.81
0.5 0.79 0.83 0.89 0.93 0.50 0.72 0.87 0.95
0.7 0.78 0.81 0.85 0.87 0.42 0.44 0.53 0.92
0.9 0.68 0.73 0.78 0.81 0.31 0.42 0.51 0.74

Scenario B
Rand index Silhouette index

®\ T 500 1000 2000 5000 500 1000 2000 5000

0.1 0.76 0.86 0.88 0.90 0.33 0.50 0.76 0.79
0.3 0.80 0.83 0.87 0.94 0.48 0.61 0.79 0.86
0.5 0.79 0.89 0.90 0.92 0.41 0.65 0.77 0.95
0.7 0.74 0.81 0.85 0.88 0.40 0.53 0.75 0.85
0.9 0.70 0.74 0.77 0.82 0.36 0.43 0.62 0.80

Scenario C
Rand index Silhouette index

®\ T 500 1000 2000 5000 500 1000 2000 5000

0.1 0.77 0.81 0.86 0.90 0.54 0.66 0.74 0.82
0.3 0.80 0.83 0.89 0.92 0.65 0.71 0.82 0.88
0.5 0.82 0.84 0.90 0.94 0.70 0.64 0.90 0.94
0.7 0.79 0.82 0.85 0.91 0.68 0.66 0.85 0.89
0.9 0.74 0.79 0.86 0.88 0.65 0.69 0.74 0.80

statistic D [k ] , de�ned as

D [k ] Æ
X

i , j 2I [k ]

D®(¼i ,¼j ) Æ2N [k ]
X

i 2I [k ]

D®(¼i , ¹ [k ]), ¹ [k ] Æ(c[k ] ,° [k ]),

where I [k ] is the index set corresponding to the k th cluster C[k ] , and ¹ [k ] Æ(c[k ] ,° [k ]) is the cluster

center obtained using the K -means algorithm; D [k ] represents the sum of intra-cluster dissimi-

larities between `points' in a given cluster C[k ] , and the corresponding cluster centers. The sum

of normalized intra-cluster sums of squares measures the overall `compactness' of our cluster-

ing procedure:

WK Æ
KX

kÆ1

1

2N [k ]
D [k ] . (2.16)
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Figure 2.2: Illustration of the elbow method. The graph displays the sum of squared errors WK in (2.16) for
Scenarios A, B (left), and C (right) described in Section 2.7.1 with T Æ5000 and ® Æ0.5, as a function of the number
of clusters K Æ1,. . . ,8, and averaged over 1000 Monte Carlo simulations. The blue and red curves correspond to
Scenarios A and B respectively, while the magenta curve corresponds to Scenario C.

The elbow method runs the K -means algorithm for heteroscedastic extremes on the dataset

for a range of values of K , then plots the sum of squared errors WK as a function of K . The plot

should, in principle, be monotonically decreasing with K until the true value of K is reached,

and then stabilize for larger values of K . The optimal number of clusters is therefore found at the

`elbow' of the plotted curve. To illustrate this approach, we consider the three aforementioned

simulation Scenarios A, B and C with a sample size T Æ5000 and weight parameter ® Æ0.5. The

results are displayed in Figure 2.2. As expected, the `elbow' is found at K Æ4 for Scenarios A and

B, but at K Æ3 for Scenario C, which correspond to the true number of clusters.

2.9 A case study on the London stock exchange

2.9.1 Data description and exploratory analysis

We gathered data from Thompson Financial Datastream. After some preliminary analysis de-

tailed in Section 2.9.2, we retained 139 stocks from the London Stock Exchange, and Figure 2.3

presents the daily negative log-returns for a selection of 26 stocks, including GlaxoSmithKline,

Royal Dutch Shell B, Tesco, among others. The stocks displayed in Figure 2.3 cover nine eco-

nomic sectors of the exchange, namely: oil and gas, basic materials, industrials, healthcare,

consumer goods, consumer services, �nancials, utilities, and technology; about 40% of these

selected stocks are FTSE 100 companies. The period under analysis ranges from December 1989
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to May 2016, and thus it includes stock market crashes clearly visible from the time series plots,

such as black Wednesday (1992), the dot-com bubble (2000), the most recent �nancial crisis

(2008–2009); it also takes into account the turbulence in the eminence of the Brexit referendum,

which took place on June 23, 2016. The preparations for post-Brexit have actually been cre-

ating a wealth of challenges and opportunities for institutional investors, professional money

managers, and traders; for example there are plans for the exchange to take on board further

companies from the Middle East in a near future (Reuters, 2017). One of our applied goals is

to develop and apply rigorous methods that can be used to partition stocks such as those pre-

sented in Figure 2.3 into meaningful clusters from the viewpoint of risk; the latter might, or

might not, re�ect the nine economic sectors. More precisely, an overall objective of our anal-

ysis is to group stocks according to the magnitude and dynamics of univariate extreme losses.

As negative log-returns can be regarded as a proxy for losses, we focus on the right tail of the

data shown in Figure 2.3. Our quantitative analysis is here intended to complement the overall

picture provided by exploratory, qualitative or expert-based diagnostics. For example, a quick

visual inspection of Figure 2.3 could perhaps suggest that Stocks 1 (Royal Dutch Shell B) and 3

(Premier Oil) look reasonably similar in terms of magnitude of extreme losses, but whether the

dynamics of their extreme losses over time is similar is far from clear.

2.9.2 Preliminary analysis and selection of stocks

We now apply our model to the London Stock Exchange data brie�y presented in Section 2.9.1.

To use our model, we need to test whether the extreme-value index ° is constant over time for

each stock. For this, we consider Test 4 of Einmahl et al. (2016, p. 37), based on the comparison

of ° estimates from four subperiods. For each stock, we assume that the negative log-returns on

each day follow possibly different heavy-tailed distributions as in (2.1), and we test whether the

extreme-value index of the negative log-returns is constant between 1989 and 2016. More con-

cretely: �rst, we identify the stocks for which we had data available in the period between 1989

and 2016, obtaining 240 companies; second, we consider all stocks for which we do not reject

the null hypothesis of constant extreme-value index using the same criteria as in Einmahl et al.

(2016, Test 4, p. 37). The main �ndings are similar for the analysis for the 139 stocks retained

according to these two step procedure and for the selection of 26 stocks displayed in Figure 2.3;
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Figure 2.3: Negative log-returns for 26 selected stocks.
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therefore, we focus below on the latter for presentation clarity; in the Supplementary Material,

we also present the extended analysis based on the full dataset with 139 stocks. The 26 selected

time series, plotted in Figure 2.3, are of length T Æ6893 days. Table 2.3 presents a list of the

26 selected �rms, their economic sectors, their estimated scedasis functions (recall (2.5)) and

the Hill estimates (recall (2.6)) corresponding to the negative log-returns of each of these stocks,

setting · Æ332 (corresponding approximately to taking the threshold as the 95%-percentile)

and b Æ0.1. At �rst glance, we can see that the estimated scedasis functions and extreme-value

indices do not appear to be homogeneous within each economic sector, but rather there is a re-

markable match between each stock's estimated scedasis function and its corresponding cluster

center as determined by our new clustering procedure; more details about our results are pro-

vided in Section 2.9.3.

2.9.3 Do clusters mirror economic sectors?

In this section we examine whether the clusters obtained through our approach have any con-

nection with the stocks' economic sectors. Ex-ante, an investor could be tempted to believe that

stocks belonging to the same economic sector might be characterized by similar extreme-value

properties, but whether this actually holds true is another matter.

To conduct the proposed inquiry, we run the proposed K -means algorithm for heteroscedas-

tic extremes from Section 2.4 to group the selected companies into new clusters. To run our

clustering procedure, we �rst need to choose the number of clusters K ; Figure 2.4 displays the

sum of squared errors WK de�ned in (2.16) as a function of K Æ1,. . . ,20 for various weight pa-

rameters ® Æ0,0.1, . . . ,0.9,1. Following the elbow method described in Section 2.8, the number

of clusters K should be only about two or three when ® is small (placing heavier weight on the

extreme-value index), perhaps due to the high variability in the estimation of the extreme-value

index ° . For larger values of ® (placing heavier weight on the scedasis function), the elbow

method suggests that K È 3. However, the optimal value of K is not obvious as the curve does

not completely stabilize. Here, we �x K Æ9 for the rest of the analysis to contrast our results

with the nine economic sectors. To reduce the possibility that the K -means algorithm for het-

eroscedastic extremes generates a suboptimal clustering, we set the initial cluster centers using

the approach by Arthur and Vassilvitskii (2007). In addition, for each value of ® we run the algo-
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