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copied for non-commercial purposes, at its discretion, the above title upon the request of individuals
or institutions.

Signature of Author

The author reserves other publication rights, and neither the thesis nor extensive extracts from it
may be printed or otherwise reproduced without the author’s written permission.

The author attests that permission has been obtained for the use of any copyrighted material ap-
pearing in this thesis (other than brief excerpts requiring only proper acknowledgement in scholarly
writing) and that all such use is clearly acknowledged.



Acknowledgements

I want to express my heartfelt gratitude to my PhD advisors for their unwavering guidance and
support throughout this journey. Additionally, I am deeply thankful to my family for their constant
encouragement during this extended process.

Finally, I gratefully acknowledge the financial support awarded by the National Commission
for Scientific and Technological Research (CONICYT), PFCHA/DOCTORADO BECAS CHILE/
2020-21201742.

iv



Contents

Abstract 1

1 Basic concepts 3
1.1 Hypothesis testing and variable selection . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.1.1 Bayesian hypothesis testing . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.1.2 Bayesian variable selection . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.1.3 Posterior inference with spike-and-slab priors . . . . . . . . . . . . . . . . . . 6
1.1.4 Hypothesis testing vs variable selection . . . . . . . . . . . . . . . . . . . . . 6
1.1.5 Prior distributions over sets of hypotheses . . . . . . . . . . . . . . . . . . . . 7

1.2 BNP models for density estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.2.1 Dirichlet process . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.2.2 Dirichlet process mixtures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
1.2.3 Geometric stick-breaking process mixtures . . . . . . . . . . . . . . . . . . . . 14

2 A Bayesian hypothesis test for MANOVA 17
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.2 A BNP model for multivariate comparisons . . . . . . . . . . . . . . . . . . . . . . . 19

2.2.1 Priors on the space of hypotheses . . . . . . . . . . . . . . . . . . . . . . . . . 19
2.2.2 Random continuous distribution specification . . . . . . . . . . . . . . . . . . 20

2.3 Posterior inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.4 Properties of the model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
2.5 Illustrations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.5.1 Illustration 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
2.5.2 Illustration 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.6 Monte Carlo simulation study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
2.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3 A Bayesian hypothesis test for N-way ANOVA 33
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
3.2 A BNP modeling for N -way ANOVA data . . . . . . . . . . . . . . . . . . . . . . . . 36

3.2.1 A mapping between γ and the hypotheses (I) and (II) . . . . . . . . . . . . . 38
3.2.2 Prior specification for the binary vector γ . . . . . . . . . . . . . . . . . . . . 39
3.2.3 Prior specification for the distribution F0, . . . , Fm−1 . . . . . . . . . . . . . . 39

3.3 Posterior inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
3.4 BNP N -way ANOVA modeling for responses in different supports . . . . . . . . . . 42

v



CONTENTS vi

3.4.1 Continuous responses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.4.2 Counting responses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
3.4.3 Binary responses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

3.5 Monte Carlo simulation study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
3.5.1 Simulations for continuous responses . . . . . . . . . . . . . . . . . . . . . . . 45
3.5.2 Simulations for counting responses . . . . . . . . . . . . . . . . . . . . . . . . 47
3.5.3 Simulations for binary responses . . . . . . . . . . . . . . . . . . . . . . . . . 48

3.6 Applications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
3.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

4 A Bayesian Granger causality test 55
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
4.2 Model specification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

4.2.1 Modeling the mixture weights . . . . . . . . . . . . . . . . . . . . . . . . . . . 58
4.2.2 Modeling the mixture atoms . . . . . . . . . . . . . . . . . . . . . . . . . . . 58
4.2.3 Modeling the hypotheses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59
4.2.4 An equivalent hierarchical representation . . . . . . . . . . . . . . . . . . . . 60

4.3 Posterior inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
4.4 Impulse response function . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

4.4.1 Forecasting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63
4.5 Simulations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64
4.6 Application . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64
4.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

5 A model selection procedure for Bayesian nonparametric regression 70
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
5.2 Model specification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

5.2.1 Computing Wo(· | ζ) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
5.2.2 Recovering the mixture weights . . . . . . . . . . . . . . . . . . . . . . . . . . 74
5.2.3 Marginalizing β and b . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

5.3 Posterior inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
5.4 Accommodating right-censored observations . . . . . . . . . . . . . . . . . . . . . . . 78
5.5 Simulation study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79
5.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

6 Concluding remarks and future directions 82

A Appendix for Chapter 2 84
A.1 Some useful properties of the Bayesian Gaussian model . . . . . . . . . . . . . . . . 84
A.2 Posterior simulation algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

A.2.1 Updating the DP mass parameter (Step 1, Algorithm [1]) . . . . . . . . . . . 84
A.2.2 Updating the cluster labels (Step 2, Algorithm [1]) . . . . . . . . . . . . . . . 85
A.2.3 Updating the hypothesis vector (Step 3, Algorithm [1]) . . . . . . . . . . . . 85

A.3 Proof of Theorem 2.1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
A.4 Software . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90
A.5 Replication code . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90



CONTENTS vii

B Appendix for Chapter 3 91
B.1 Simulation results for alternative scenarios . . . . . . . . . . . . . . . . . . . . . . . . 91

B.1.1 Continuous responses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91
B.1.2 Counting responses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101
B.1.3 Binary responses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

B.2 Supporting tables for the applications . . . . . . . . . . . . . . . . . . . . . . . . . . 106

C Appeendix for Chapter 4 107
C.1 Monotonicity (in mean) of the PYP weights . . . . . . . . . . . . . . . . . . . . . . . 107
C.2 Stochastic search MCMC scheme . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

D Appendix for Chapter 5 109
D.1 Proof of Algorithm 5.1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109
D.2 Proof of Algorithm 5.2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110
D.3 Proof of Algorithm 5.3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
D.4 Proof of Algorithm 5.4 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
D.5 Proof of Algorithm 5.5 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
D.6 Proof of Theorem 5.2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113



List of Figures

1.1 Womack prior over {0, 1}3 for ζ0 = 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.1 Womack prior over {0, 1}3 for ζ0 = 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.2 Posterior predictive distributions for dataset reported in Allison et al. (1962), by

treatment group. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
2.3 Bivariate marginals of the posterior predictive distributions for the dataset reported

in Box (1950), by treatment group. . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
2.4 Averaged posterior probability of each hypothesis for the 1st Monte Carlo experi-

ment, by sample size and level of discrepancy between the group distributions. . . . 28
2.5 Distribution of the hypothesis selected by the Mukhopadhyay and Wang (2020) test

with Bonferroni correction for the 1st Monte Carlo experiment, by sample size and
level of discrepancy between the group distributions. . . . . . . . . . . . . . . . . . 29

2.6 Averaged posterior probability of each hypothesis for the 2nd Monte Carlo experi-
ment, by sample size and level of discrepancy between the group distributions. . . . 31

2.7 Distribution of the hypothesis selected by the Mukhopadhyay and Wang (2020) test
with Bonferroni correction for the 2nd Monte Carlo experiment, by sample size and
level of discrepancy between the group distributions. . . . . . . . . . . . . . . . . . 32

3.1 Graphical representation of the experiments of two factorial designs. . . . . . . . . . 34
3.2 Predictive pdf for the main effects in the cholesterol example. . . . . . . . . . . . . 51
3.3 Predictive pdf for an interaction in the cholesterol example. . . . . . . . . . . . . . 52
3.4 Predictive pmf for the seeds germination example. . . . . . . . . . . . . . . . . . . . 53

4.1 Hasse diagram for the partially ordered set ({0, 1}2×2,≻), alongside the probability
of each node. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

4.2 Rejection frequency of each bivariate Granger-causality F -test in our simulation ex-
ercise. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

4.3 Rejection frequency of each bivariate Granger-causality test in our simulation exer-
cise, using our BNP test. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

4.4 Fitted vs true IRF for one of the simulated datasets, along with its 90% credible band. 66
4.5 Fitted vs true h-steps ahead (univariate) distribution for one of the simulated datasets,

by variable and horizon. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
4.6 P -value associated with each Granger causality Wald test for the German data ex-

ample. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

viii



LIST OF FIGURES ix

4.7 Posterior probability of each possible Granger causal relationship for the German
data example. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

4.8 Joint posterior distribution of income causing investment and consumption causing
investment in the German data example. . . . . . . . . . . . . . . . . . . . . . . . . 68

4.9 Posterior predictive IRF for the German data example. . . . . . . . . . . . . . . . . 69

5.1 GSBPM weights for several values of its hyperparameters. . . . . . . . . . . . . . . 75
5.2 Frequency of the γ’s selected by our BNP method and a parametric frequentist

alternative over 100 simulated datasets created for our 1st MCMC experiment. . . . 81

B.1 Predictive pdf for Scenario 1 specified in Table 3.4. . . . . . . . . . . . . . . . . . . . 91
B.2 Predictive pdf for Scenario 2 specified in Table 3.4. . . . . . . . . . . . . . . . . . . . 92
B.3 Predictive pdf for Scenario 3 specified in Table 3.4. . . . . . . . . . . . . . . . . . . . 92
B.4 Predictive pdf for Scenario 4 specified in Table B.1. . . . . . . . . . . . . . . . . . . 94
B.5 Predictive pdf for Scenario 5 specified in Table B.1. . . . . . . . . . . . . . . . . . . 94
B.6 Predictive pdf for Scenario 6 specified in Table B.1. . . . . . . . . . . . . . . . . . . 95
B.7 Predictive pdf for Scenario 7 specified in Table B.3. . . . . . . . . . . . . . . . . . . 96
B.8 Predictive pdf for Scenario 8 specified in Table B.3. . . . . . . . . . . . . . . . . . . 96
B.9 Predictive pdf for Scenario 9 specified in Table B.3. . . . . . . . . . . . . . . . . . . 97
B.10 Predictive pdf for Scenario 10 specified in Table B.4. . . . . . . . . . . . . . . . . . . 97
B.11 Predictive pdf for Scenario 11 specified in Table B.4. . . . . . . . . . . . . . . . . . . 98
B.12 Predictive pdf for Scenario 12 specified in Table B.4. . . . . . . . . . . . . . . . . . . 98
B.13 Predictive pmf for Scenario 1 specified in Table 3.4. . . . . . . . . . . . . . . . . . . 101
B.14 Predictive pmf for Scenario 2 specified in Table 3.4. . . . . . . . . . . . . . . . . . . 101
B.15 Predictive pmf for Scenario 1 (6 reps.) specified in Table 3.6. . . . . . . . . . . . . . 102
B.16 Predictive pmf for Scenario 1 (12 reps.) specified in Table 3.6. . . . . . . . . . . . . 102
B.17 Predictive pmf for Scenario 1 (24 reps.) specified in Table 3.6. . . . . . . . . . . . . 103
B.18 Predictive pmf for Scenario 1 (48 reps.) specified in Table 3.6. . . . . . . . . . . . . 103
B.19 Predictive pmf for Scenario 2 (6 reps.) specified in Table 3.6. . . . . . . . . . . . . . 104
B.20 Predictive pmf for Scenario 2 (12 reps.) specified in Table 3.6. . . . . . . . . . . . . 104
B.21 Predictive pmf for Scenario 2 (24 reps.) specified in Table 3.6. . . . . . . . . . . . . 105
B.22 Predictive pmf for Scenario 2 (48 reps.) specified in Table 3.6. . . . . . . . . . . . . 105



List of Tables

1.1 p−value vs P (H0 | y), by z and N , for the test described in Example 1.1, assuming
that µ = θ0, π0 = 1/2 and τ = σ. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

3.1 Factor levels for each cell label in a design with 3 factors and 2 levels per factor. . . 38
3.2 Data generating process for Scenarios 1-3. . . . . . . . . . . . . . . . . . . . . . . . . 45
3.3 Number of times in 100 datasets that each test detected the main effects or the effects

of the interactions for Scenarios 1-3. The abbreviations of the headers are BNP: BNP
N -way ANOVA test. AOV: Classical ANOVA. Scheirer: Scheirer-Ray-Hare test. . . 46

3.4 Data generating process for Scenarios 1 and 2. . . . . . . . . . . . . . . . . . . . . . 47
3.5 Number of times in 100 datasets that each test detected the main effects or the effects

of the interactions for Scenarios 1 and 2. The abbreviations of the headers are: BNP:
BNP N -way ANOVA test. Po Reg: Poisson regression. NB Reg: Negative Binomial
regression. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

3.6 Data generating process for Scenarios 1 and 2. . . . . . . . . . . . . . . . . . . . . . 48
3.7 Number of times in 100 datasets that each test detected the main effects or the effects

of the interactions for Scenarios 1 and 2. The abbreviations of the headers are: BNP:
BNP N -way ANOVA test. Logit: Logistic regression. Probit: Probit regression. . . . 49

3.8 Posterior probabilities for the main and interaction effects together with the p-values
of the ANOVA model using different sums of squares. . . . . . . . . . . . . . . . . . 50

3.9 Posterior probabilities for the main and interaction effects together with the p-values
of an ANOVA and a Poisson regression. . . . . . . . . . . . . . . . . . . . . . . . . . 52

3.10 Posterior probabilities for the main and interaction effects together with the p-values
of the logistic regression. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

B.1 Data generating process for Scenarios 4-6. . . . . . . . . . . . . . . . . . . . . . . . . 93
B.2 Number of times in 100 datasets that each test detected the simple effects or the

effects of the interactions, Scenarios 4-6. The abbreviations of the headers are: BNP:
BNP N -way ANOVA test. AOV: Classical ANOVA. Scheirer: Scheirer-Ray-Hare test. 93

B.3 Data generating process for Scenarios 7-9. SN(ξ, γ, α) denotes a Skew-Normal dis-
tribution with location ξ, scale ν and slant η. . . . . . . . . . . . . . . . . . . . . . . 99

B.4 Data generating process for Scenarios 10-12. SN(ξ, γ, α) denotes a Skew-Normal
distribution with location ξ, scale ν and slant η. . . . . . . . . . . . . . . . . . . . . 99

B.5 Number of times in 100 datasets that each test detected the simple effects or the
effects of the interactions, Scenarios 7-9. The abbreviations of the headers are: BNP:
BNP N -way ANOVA test. AOV: Classical ANOVA. Scheirer: Scheirer-Ray-Hare test. 99

x



LIST OF TABLES xi

B.6 Number of times in 100 datasets that each test detected the simple effects or the
effects of the interactions, Scenarios 10-12. The abbreviations of the headers are:
BNP: BNP N -way ANOVA test. AOV: Classical ANOVA. Scheirer: Scheirer-Ray-
Hare test. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

B.7 Sample sizes nc for each cell cholesterol data. . . . . . . . . . . . . . . . . . . . . . . 106
B.8 Sample sizes nc for each cell of the school absence data. . . . . . . . . . . . . . . . . 106



Abstract

In this thesis, we propose novel Bayesian Nonparametric (BNP) hypothesis testing procedures
for four familiar problems where parametric assumption are untenable. Out first proposed is a
BNP hypothesis testing procedure for comparing the multivariate distributions of several treatment
groups against a control group. This test is derived from a flexible model for the group distributions
based on a random binary vector such that, if its jth element equals one, then the jth treatment
group is merged with the control group. The group distributions’ flexibility comes from a dependent
Dirichlet process, while the latent vector prior distribution ensures a multiplicity correction to
the testing procedure. We explore the posterior consistency of the Bayes factor and provide a
Monte Carlo simulation study comparing the performance of our procedure with state-of-the-art
alternatives.

The second proposal is a BNP hypothesis testing procedure for comparing several treatments
against a control, but now in a N -way ANOVA designs. Specifically, our strategy considers the
definition of latent binary variables, which identify each cell with different random distributions.
Such distributions are modeled via infinite mixture models, where the mixing distributions follow
a dependent Dirichlet process with shared weights. In our specification, the binary latent variables
map the hypotheses. Then, the prior distribution on the hypothesis space is defined with a distri-
bution over the binary vector. In summary, we relax the classical ANOVA assumptions and propose
models for testing the general ANOVA hypotheses considering data in different supports.

The third proposal is a BNP hypothesis testing procedure for evaluating the Granger causality
between two or more time series. Our test is based on a flexible model for the joint evolution of
multiple series, where a latent binary matrix indicates whether there is a Granger-causal relationship
between such time series. Our model is specified through a dependent Geometric stick-breaking
process that generalizes the standard parametric Gaussian vector autoregression model, whereas
the prior distribution of the latent matrix ensures a multiple testing correction. We provide a
Monte Carlo simulation study comparing the robustness of our hypothesis test with state-of-the-art
alternatives.

Finally, our fourth proposal is a BNP model for density regression and model selection. The
conditional distributions are flexibly modeled using a dependent stick-breaking process, and the
model selection is achieved using a Dirac spike-and-slab prior. Our model maintains the attrac-
tive properties of the geometric stick-breaking process and leverages in recent Polya-Gamma and
Chinese restaurant table data augmentations, created for parametric logistic and negative binomial
regression, to develop an efficient Gibbs sampler. We test the performance of our model selection
procedure through simulation studies. Most moderate sample sizes, our algorithm works better
than other popular parametric model selection procedures.

The rest of this thesis is organized as follows: Chapter 1 provides background material on

1
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Bayesian hypothesis testing, model selection, and BNP. Chapters 2-5 present each of the aforemen-
tioned tests. Finally, Chapter 6 presents some concluding remarks and future directions. Chapter 2
is part of a published paper, Chapter 3 is part of an accepted paper (with major revisions), Chapter
4 is part of a submitted paper, and Chapter 5 is part of a working paper.



Chapter 1

Basic concepts

Introduction

In this Chapter, we review the notation and basic statistical concepts used in the main chapters of
the thesis. Section 1.1 introduces some basic concepts relating to Bayesian hypothesis testing and
variable selection. Section 1.1 introduces some elements of Bayesian variable selection and Bayesian
model selection, and Section 1.2 reviews the basic Bayesian nonparametric models over which the
tests presented in the main chapters are constructed.

1.1 Hypothesis testing and variable selection

In this section, we introduce the main concepts related to Bayesian hypothesis testing and variable
selection, closely following the expositions of Berger (1985), Vanucci (2022) and Narisetty (2022).
For conciseness, we will only review the concepts that will be employed in the main chapters of this
thesis. See Berger (1985) and Tadesse and Vannucci (2022) for a much more in-depth review.

1.1.1 Bayesian hypothesis testing

Consider a statistical model (y | θ) ∼ p(y | θ), where y represents the observed data and θ ∈ Θ
is the parameter of interest. In general terms, a statistical hypothesis test is a procedure for
choosing among two competing hypotheses, H0 : θ ∈ Θ0 and H1 : θ ∈ Θ1, for some fixed Θ0 and
Θ1 partitioning Θ. In classical hypothesis testing, such procedures are evaluated in terms of the
probabilities of committing two errors: the Type I error, that is, rejecting H0 when H0 is true, and
the Type II error, that is, not rejecting H0 when H0 is false. In practice, however, most tests take
the form “reject H0 if Z(y) > z0” for some statistic Z(·), and most frequentist practitioners reject
H0 if the so-called p-value, pval := P (Z(y) > Z(yobs) | H0), is sufficiently small (say, below 0.01).

However, this approach can lead to ill-behaved tests (see the example below). In contrast,
Bayesian hypothesis testing is much more straightforward: it simply chooses the hypothesis of
greater posterior probability. The posterior probability of each hypothesis can, in turn, be computed

3
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using Bayes theorem, specifically

P (Hi | y) = p(y | Hi)P (Hi)/p(y)

=
p(y | Hi)P (Hi)∑

i∈{0,1} p(y | Hi)P (Hi)

=


 ∑

ℓ∈{0,1}

p(y | Hℓ)

p(y | Hi)

P (Hℓ)

P (Hi)




−1

.

Hence, the posterior probability of each hypothesis is determined by (a) the prior odds P (Hℓ)/P (Hi)
and (b) the Bayes factors p(y | Hℓ)/p(y | Hi). The following example, due to Berger (1985), clarify
how differently these two approaches can behave.

Example 1.1. Let y1, . . . , yN be an iid sample with common distribution N(θ, σ2). Suppose we
want to test H0 : θ = θ0 vs H1 : θ > θ0. Then, if we use a rule of the form “reject H0 if ȳ is large
enough”, it can be proved that

pval = 1− Φ(z),

where Φ(·) is the standard normal cdf and z ≡
√
N(ȳ − θ0)/σ0. On the other hand, assuming that

P (H0) = π0 and (θ | H1) ∼ N(µ, τ2), it can be shown that

P (H0 | y1:N ) =

(
1 +

1− π0
π0

× exp{0.5z2/(1 + σ2/(Nτ2))}√
1 +Nτ2/σ2

)−1

.

Figure 1.1 shows both quantities for several values of z and N . As you can see, for this example,
the frequentist and Bayesian approaches can lead very different conclusions. For instance, if N =
1000 and z = 2.576 then pval = 0.01, giving the impression that H0 is most likely false. However,
P (H0 | y1:N ) = 0.53 and thus, under the Bayesian approach, H0 is most likely true. ■

Table 1.1: p−value vs P (H0 | y), by z and N , for the test described in Example 1.1, assuming that
µ = θ0, π0 = 1/2 and τ = σ.

P (H0 | y)
z pval n = 10 n = 100 n = 1000

1.645 0.10 0.49 0.72 0.89
1.960 0.05 0.37 0.60 0.80
2.576 0.01 0.14 0.27 0.53

While conceptually straightforward, the actual implementation of Bayesian hypothesis tests can
be computationally challenging. This is because p(y | Hi) is not a model primitive, but instead is
given by

p(y | Hi) =

∫
p(y | θ)p(θ|Hi)dθ, (1.1)
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and for many practical problems (including the ones studied in this thesis), each set Θi defines an
infinite dimensional space. We will explain how to circumvent this issue in the main chapters of
this thesis.

The Bayesian hypothesis testing framework can be easily extended to more than two competing
hypotheses, that is, K > 2 hypotheses H1, . . . ,HK , in which case, the posterior probability of the
ith hypothesis is given by

P (Hi | y) =
(

K∑

ℓ=1

p(y | Hℓ)

p(y | Hi)

P (Hℓ)

P (Hi)

)−1

,

and is each P (Hi | y) is still determined by the prior odds and the Bayes factors. This is an
important point for two reasons:

1. Any hypothesis inducing an over-complex model will be penalized because p(y | Hi) is given
by (1.1) and (on average) p(θ|Hi) assigns lower values to each θ as dim(Θi) increases (Jefferys
& Berger, 1992).

2. We can directly apply a multiplicity correction through the prior odds (Scott & Berger, 2010).

In this way, Bayesian hypothesis tests can apply a complexity correction and a multiplicity in a
rather natural way.

1.1.2 Bayesian variable selection

The goal of variable selection methods is to identify the relevant covariates in a regression model.
There are several ways of conducting Bayesian variable selection, including spike-and-slab priors
(Mitchell & Beauchamp, 1988) and global-local priors (see, e.g., Carvalho et al., 2010); see Tadesse
and Vannucci (2022) for a fairly recent review of Bayesian variable selection. For conciseness, we
will focus on spike-and-slab priors, as they are the only priors used in the main chapters of this
thesis.

Spike-and-slab (SS) priors are more easily explained through a concrete example. Consider the
following regression model:

(yi | xi, σ, α,β) ∼ N(α+ x′
iβ, σ

2),

with β = (β1, . . . , βK). A spike-and-slab prior represents the prior distribution of each coefficient
βk as a mixture of two distributions: a weakly informative distribution (the slab) and a distribution
concentrated on 0 (the spike). The simplest spike-and-slab prior is the Dirac spike-and-slab (DSS)
prior, under which

(βk | γk) ∼ (1− γk)δ0 + γkN(0, σ2
0βsl),

where σ2
0βsl ≫ 0 is a hyperparameter and γ := (γ1, . . . , γK) is a latent binary vector endowed

with its own hyperprior. We will discuss such hyperprior in the following subsection. A popular
alternative is the continuous spike-and-slab (CSS) prior, under which

(βk | γk) ∼ (1− γk)N(0, σ2
0βsp) + γkN(0, σ2

0βsl),
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where σ2
0βsl ≫ σ2

0βsp ≈ 0 are hyperparameters and γ is defined as before. Both the DSS and the
CSS priors have advantages and disadvantages. Concretely, DSS priors can lead to better posterior
simulators, but only if the regression coefficient can be marginalized (see, e.g. Malsiner-Walli &
Wagner, 2016), but the CSS priors can be applied in more situations, and can also have a lower
computational cost.

1.1.3 Posterior inference with spike-and-slab priors

In general, Bayesian inference for regression models with spike-and-slab priors relies on numerical
methods, such as variational Bayes (Ormerod et al., 2017), Gibbs sampling (see, e.g. George &
McCulloch, 1993; Hans et al., 2007), and expectation maximization (Ročková & George, 2014). In
this section, we describe a particular Gibbs sampler, introduced by George and McCulloch (1993)
and extended in George and McCulloch (1997), known as Stochastic Search Variable Selection
(SSVS).

The SSVS is better explained with an example. Consider the following linear regression model
with a Spike-and-Slab prior for its slopes:

(yi | xi,β) ∼ N(α0 + x′
iβ, σ

2
0)

(βk | γk) ∼ (1− γk)N(0, σ2
0βsp) + γkN(0, σ2

0βsl),

γ ∼ p(γ),
(1.2)

where σ2
0βsl ≫ σ2

0βsp ≥ 0 (equality allowed) and, for simplicity, we assume (α0, σ0, σ0βsp, σ0βsl) is
observed. The SSVS approximates p(β,γ | y1:N ) using a Gibbs sampler with the following updates:

1. Draw β ∼ p(β | y1:N ,γ).
2. For each k ∈ {1, . . . ,K}: Draw γk ∼ p(γk | y1:N ,γ−k).

where γ−k := (γq : k ̸= k). Note that this algorithm works even for Dirac SS priors, provided that
the regression coefficients can be marginalized.

1.1.4 Hypothesis testing vs variable selection

Clearly, there is a link between hypothesis testing and variable selection. For example, consider
the linear regression model (with a DSS prior for its regression coefficients) studied in the previous
paragraphs:

(yi | xi, σ, α,β) ∼ N(α+ x′
iβ, σ

2)

(βk | γk) ∼ (1− γk)δ0 + γkN(0, σ2
0βsl),

(α, σ,γ) ∼ p(α, σ,γ),
(1.3)

where β ∈ RK and γ ∈ {0, 1}K . Conceptually, selecting the relevant variables in this regression
model is equivalent to selecting a hypothesis Hγ⋆ from the set of 2K hypotheses H := {Hγ0

: γ =
γ0 | γ0 ∈ {0, 1}K}. In both settings, the Bayesian approach will automatically apply a complexity
correction, that is, a penalization for overly complex models. However, in hypothesis testing, we are
usually also interested in applying a multiplicity correction, that is, the probability of identifying
(more than zero) relevant covariates just because there are several covariates. The following example
will clarify this point.



CHAPTER 1. BASIC CONCEPTS 7

Example 1.2. Suppose that equation (1.2) is a model for evaluating the effect of K = 1000
new drugs on some medical metric y using experimental data. Suppose that xik = 1 if the ith
experimental unit received the kth drug, and xik = 0 otherwise. Then, the Bayesian approach
will penalize models where several drugs are effective. However, unless a multiplicity correction
is applied, the Bayesian approach will select a model with at least one relevant drug with high
probability just because K = 1000 drugs are being tested. ■

In Section 1.1, we mentioned that Bayesian hypothesis tests can apply a multiplicity correction
through the prior distribution assigned to the hypotheses themselves. In the next section, we will
introduce some priors with this property.

1.1.5 Prior distributions over sets of hypotheses

We must choose an appropriate prior distribution over the competing hypotheses to ensure a multi-
plicity correction. For concreteness, consider the regression model (1.2) and denote p(γ) by π0(γ).
A naive proposal is to assume that γk ∼ Bernoulli(q). However, this prior specification does not
guarantee a multiplicity correction. In fact, under this prior distribution, the number of relevant
covariates will concentrate around qK and therefore π0(0K) → 0 as K → ∞ (Johnson & Rossell,
2012). We could allow q to decline with K (Wilson et al., 2010; Castillo et al., 2015), but how to
justify such dependence is not obvious. Nevertheless, this prior has a desirable property: if two hy-
potheses γ and γ′ induce the same number of different groups, then π0(γ) = π0(γ

′). Based on this
property, George and McCulloch (1993) proposed to restrict the search to distributions satisfying
this property, i.e.,

∥γ∥1 = ∥γ′∥1 ⇒ π0(γ) = π0(γ
′).

There are several distributions satisfying this condition. However, Womack et al. (2015) pro-
posed a fairly reasonable restriction that determines it. The condition is given by

π0(γ) = ζ0
∑

γ′:γ′≻γ

π0(γ
′),

where γ′ ≻ γ if and only if γ′ ̸= γ and γ′k ≥ γk for all k ∈ {1, . . . ,K}, and ζ0 ∈ (0, 1) is known.
In simple terms, this condition claims that the probability of a hypothesis γ should be a factor ζ0
of the probability of drawing a hypothesis of unquestionably greater complexity. Incidentally, this
implies that the prior probability of the null model is π0(0K) = ζ0/(1 + ζ0) and, for each k < K,

P (∥γ∥1 = k) = ζ0

K−k∑

k′=1

P (∥γ∥1 = k + 1)

(
k + k′

k

)
.

It is easy to see that ({0, 1}K ,≻) is partially ordered set. Hence, it can be visualized through a
Hasse diagram. Figure 1.1 shows this Hasse diagram for K = 3, alongside with the prior probability
of each hypothesis under the Womack distribution with ζ0 = 1. As expected, (1, 1, 0) and (1, 1, 1)
have the same prior probability, because only H(1,1,1) is more complex than H(1,1,0). On the other
hand, the hypotheses H(1,0,1), H(1,1,0), and H(1,1,1) are more complex than H(1,0,0) and therefore
π0((1, 0, 0)) = π0((1, 1, 0)) + π0((1, 0, 1)) + π0((1, 1, 1)).
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Figure 1.1: Hasse diagram for the partially ordered set ({0, 1}3,≻), alongside the probability of
each node (in our context, hypothesis) under the Womack distribution with ζ0 = 1 (colored in blue).
Given any hypotheses γ′ and γ, it can be proved that β ≻ γ if and only if there is a directed path
from β to γ. As some hypotheses are not connected by directed paths, they are incomparable.

1.2 BNP models for density estimation

In general terms, density estimation is concerned with performing inferences about an unknown
distribution F , given a sample y1:N ≡ (yi)

N
i=1 and the model

(yi | F ) iid∼ F, i = 1, . . . , N, (1.4)

without imposing strong parametric assumptions (say, normality). To proceed with Bayesian infer-
ence, we must specify a prior for F . However, without further assumptions, F is an infinite dimen-
sional object. Hence, F requires an infinite dimensional or nonparametric (NP) prior. Bayesian
models with NP priors are called Bayesian nonparametric (BNP) models.

In this section, we will introduce three NP priors for density estimation: the Dirichlet process
(DP), the Dirichlet process mixture (DPM), and the Geometric stick-breaking process mixture
(GSBPM). An in-depth review of these and other useful NP priors can be found in Müller et al.
(2015) and Phadia (2013).

1.2.1 Dirichlet process

The Dirichlet process (DP) was introduced by Ferguson (1973) as a prior for discrete distributions.
Formally, a random distribution F follows a DP with precision parameter α > 0 and base distribu-
tion F0, written as F ∼ DP(α, F0), if for any finite measurable partition A1, . . . , Ak of the support
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of F0:

(F (A1), . . . , F (Ak)) ∼ Dirichlet(αF0(A1), . . . , αF0(Ak));

hence the name of the process. Ferguson established the existence of such a process and the (almost
surely) discreteness of its realizations. He also showed that for any measurable set A:

E[F (A)] = F0(A),

V [F (A)] = F0(A)(1− F0(A))/(1 + α).

Therefore, for each measurable set, A, F0, and α dictate the mean and precision of F (A),
respectively, hence the names of these parameters.

The DP was a path-breaking discovery in Bayesian Statistics because it was the first prior for
random distributions reconciling two apparently antagonistic properties:

1. The DP has a large weak support. That is, for any finite collection of measurable sets
A1, . . . , Ak and any distribution Q≪ F0:

P
(
∩ki=1{|Q(Ai)− F (Ai)| < ϵ}

)
> 0 ∀ϵ > 0.

2. The DP induces a computationally tractable posterior for F .

See Ferguson (1973) for a proof. Loosely speaking, this means the DP is complex enough for
not ruling out any distribution Q≪ F0, but still simple enough for conducting Bayesian inference
without problems.

Constructive definition

The initial definition of the DP elucidated its expected behavior but provided no guidance on its
construction. Fortunately, Sethuraman (1994) proved that any F ∼ DP(α, F0) can be written as

F =
∑∞

k=1wkδθk ,

wk = vk
∏k−1

ℓ=1 (1− vℓ),
vk

iid∼ Beta(1, α),

θk
iid∼ F0,

(1.5)

where δx is the Dirac measure at x and Beta(· , ·) is the Beta distribution. In other words, any DP
can be written as an infinite mixture of Dirac distributions with weights w1:∞ ≡ (wk)k∈N and atoms
θ1:∞ ≡ (θk)k∈N. Note that each weight wk can be expressed as wk = vk(1 −

∑
ℓ:ℓ<k wℓ). Hence,

each wk can be pictured as breaking a fraction vk of a stick of remaining length 1−∑ℓ:ℓ<kwℓ. Due
to this picture, equation (1.5) is known as the “stick-breaking” representation.

The stick-breaking representation (1.5) provides several insights about the DP. Firstly, it con-
firms the discreteness of its realizations. Secondly, it provides a simple approximate method for
simulating it (just truncate the mixture). Lastly, it reveals that E[wk] ↓ 0 at a geometric rate. In
fact:

E[wk] = E[vk]

k−1∏

ℓ=1

E[1− vℓ] =
1

1 + α

(
α

1 + α

)k−1

=
1

α

(
α

1 + α

)k

. (1.6)

Hence, α dictates the decay rate of the expected weights, with a smaller α implying a faster
decay rate.
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Posterior Inference for the Unknown Distribution

The DP induces a tractable posterior for the unknown distribution F . In fact,

(F | y1:N ) ∼ DP
(
α+N,αF0 +

∑N
i=1δyi

)
,

see Ferguson (1973) for a proof. Hence, the DP is a conjugate prior for F .

Predictive inference: Polya urn scheme

The DP also induces a tractable posterior predictive distribution. Indeed, let y1:i−1 ≡ (yℓ)
i−1
ℓ=1.

Then,

(yi | y1:i−1) ∼
1

α+ i− 1

(
αF0 +

i−1∑

ℓ=1

δyℓ

)
, (1.7)

see Blackwell and MacQueen (1973) for a proof. In this way, we can picture the sample y1, . . . , yN
as the result of a (generalized) Polya urn model. The model starts with an urn filled with α old
balls of color black. Next, at the ith stage of the model, we draw a ball from the urn. If the ball
is black, we put it back along with a new ball of a previously unseen color. Otherwise, we put it
back along with a new ball of the same color. Finally, we link each yi with the color of the ith new
ball, and each color with a new realization from F0. Because of this interpretation, equation (1.7)
is known as the “Polya urn scheme”.

Predictive inference: Chinese restaurant process

Continuing with the Polya urn metaphor, suppose we replace each color with an integer label (0 for
black, 1 for the first new color, and so on). Then, we can rewrite each yi as yi = y⋆si , where (y⋆ℓ )ℓ∈N
is an iid sample from F0 and si is the label of the ith new ball, which is generated as

(si | s1:i−1) ∼
1

α+ i− 1

(
αδk⋆(s1:i−1) +

i−1∑

ℓ=1

δsℓ

)
, ∀ i ∈ N, (1.8)

where s1:i−1 := (sℓ)
i−1
ℓ=1 and, for any finite integer sequence (x1, . . . , xI),

k⋆((x1, . . . , xI)) ≡ inf(N− {x1, . . . , xI}) (1.9)

and thus, in particular, k⋆(s1:i−1) is the smallest integer not present in s1:i−1. The integer labels
s1, . . . , sN can be interpreted using a restaurant analogy. Indeed, consider a restaurant with an
infinite number of tables. Its customers arrive one at a time, and the ith customer sits at the
table si. Then, according to (1.8), the ith customer either sits on an empty table with probability
proportional to α, or sits on an occupied table with probability proportional to the number of
customers on that table. Due to this analogy, equation (1.8) is known as the “Chinese restaurant
process” or CRP (Aldous, 1985).
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1.2.2 Dirichlet process mixtures

The Dirichlet process mixture (DPM) was independently studied by Antoniak (1974), Ferguson
(1983), and Lo (1984) as a prior for absolutely continuous distributions. A random distribution F
follows a DPM if its probability density function (pdf) f can be represented as

f(y) =

∫
f0(y | θ)dG(θ), G ∼ DP(α,G0), (1.10)

for some α > 0, distribution G0 and parametric pdf family f0(y | θ); in which case we write
F ∼ DPM(α, f0, G0). Hence, each realization of a DPM is a mixture of (absolutely continuous)
distributions whose mixing distribution is the realization of a DP.

Hierarchical representations

In the previous section, we noticed that a DPM generates mixtures of absolutely continuous dis-
tributions. Due to this property, the density estimation model (1.4) with F ∼ DPM(α, f0, G0) is a
mixture model, and thus it admits a hierarchical representation. In this section, we will review two
such representations.

The first representation, implied by the stick-breaking construction (1.5), is

(yi | θk, di = k)
ind∼ f0(yi | θk),

(di | w1:∞)
ind∼ ∑∞

k=1wkδk,

wk := vk
∏k−1

ℓ=1 (1− vℓ),
vk

ind∼ Beta(1, α),

θk
ind∼ G0;

(1.11)

while the second one, implied by the Chinese restaurant process (1.8), is

(yi | θk, si = k)
ind∼ f0(yi | θk),

(si | s1:i−1)
ind∼ (αδk⋆(s1:i−1) +

∑i−1
ℓ=1δsℓ)/(α+ i− 1),

θk
ind∼ G0.

(1.12)

From (1.11) and (1.12), it becomes clear that a DPM induces a clustering over the data, with
d1:N and s1:N being the cluster labels. These representations are the basis for several posterior
simulation algorithms; see e.g., MacEachern (1994), Neal (2000), Walker (2007) and Kalli et al.
(2011). However, for conciseness, we will mostly focus on the latter representation.

Posterior inference

Consider the model (yi | F ) iid∼ F , with F ∼ DPM(α,G0, f0) and i = 1, . . . , N . In contrast to the
DP, the DPM is not a conjugate prior for F . However, we can still conduct Bayesian inferences
using Gibbs sampling. In this section, we will introduce one particular Gibbs sampler, known as
Neal’s algorithm 3, that is very popular in situations where f0 and G0 form a conjugate pair.
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Neal’s algorithm 3 was introduced by MacEachern (1994) and Neal (1992), but it was popularized
as Algorithm 3 in Neal (2000), which explains the current name of the algorithm. At its core, Neal’s
algorithm 3 is a tool for approximating p(s1:N | y1:N ). However, with some minor extensions, it can
also be used for conducting posterior inferences on the unknown density f and any out-of-sample
observation y0, as we now explain.

Posterior inference for the cluster labels

Consider a DPM model (1.12) where f0 and G0 form a conjugate pair. In simple terms, Neal’s
algorithm 3 approximates the posterior distribution of s1:N using a Gibbs sampler with the following
steps:

1. For each i ∈ {1, . . . , N}, draw si ∼ p(si | y1:N , s−i).

where s−i ≡ (sℓ : ℓ ̸= i). Of course, p(si | y1:N , s−i) is not a model primitive, so it must be inferred.
Fortunately, it has a closed-form expression, namely

P (si = k | y1:N , s−i) ∝





n−ik qin(yi, k), if k ∈ unique(s−i)

αh0(yi), if k = k⋆(s−i)

0, otherwise

(1.13)

where k⋆(·) was defined in (1.9), and

qin(yi, k) := p(yi | si = k,Y−ik),

h0(yi) :=
∫
f0(yi | θ)dG0(θ),

n−ik := #I−ik,

Y−ik := {yℓ : ℓ ∈ I−ik},
I−ik := {ℓ : ℓ ̸= i ∧ sℓ = k}.

To understand why (1.13) must have a closed form expression, note that qin(yi, k) and h0(yi)
are equivalent to p(yi | Y−ik) and p(yi) in an instrumental model where yℓ | θ ∼ f0(yℓ | θ), θ ∼ G0,
and ℓ ∈ I−ik. Hence, as long as f0 and G0 form a conjugate pair, qin(yi, k) and h0(yi) will have
closed form expressions.

Example 1.3. Suppose

θk = (µk, 1/τk),

f0(y|θk) = N(y|µk, 1/τk),

g0(θk) = NG(µk, τk | m0µ, λ0µ, a0τ , b0τ )

Then,

qin(yi, k) =
(2π)a0τ/2

(2π)a1τ/2

ba0τ
0τ

ba1τ
1τ

Γ(a1τ )

Γ(a0τ )

(
λ0µ
λ1µ

)1/2
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where

λ1µ = λ0µ + n/2,

a1τ = a0τ + n/2,

b1τ = b0τ +
∑

i

(yi − ȳ)2 +
λ0n(ȳ −m0µ)

2

2λ1µ
.

Posterior inference for the unknown density

Suppose we want to compute the posterior distribution of f at some fixed points z1, . . . , zM . Clearly,
we cannot compute f(zi) =

∑
k∈N wkf0(zi | θk) as it involves an infinite number of random variables.

However:

1. We already saw in (1.6) that E[wk] ↓ 0.

2. The equivalence between the hierarchical models (1.11) and (1.12) implies that wk = limN→∞ nk/N ,

where nk ≡
∑N

i=1 I(si = k) and I(·) is the indicator function.

3. There is a closed form expression for p(θk | y1:N , s1:N ). Indeed, applying Bayes theorem, we
have that

p(θk | y1:N , s1:N ) ∝ p(θk)p(y1:N | θ1:∞, s1:N )

∝ p(θk)
∏∞

k′=1

∏
i:si=k′p(yi | si = k′, θk′)

∝ p(θk)
∏

i:si=kp(yi | si = k, θk)

∝ g0(θk)
∏

i:si=kf0(yi | θk),

where g0 is the pdf/pmf associated to G0. Hence, as long as f0 and G0 form a conjugate pair,
p(θk | y1:N , s1:N ) will have a closed-form expression.

These observations suggest a Gibbs sampler with the following blocks:

1. For each i ∈ {1, . . . , N}, draw si ∼ p(si | y1:N , s−i).

2. For each k ∈ unique(s1:N ), draw θk ∼ p(θk | y1:N , s1:N ).

3. For each i ∈ {1, . . . ,M}, compute f(zi) ≈
∑

k∈N(nk/N)f0(zi | θk).

Note that the formula for f(zi) in step 3 is just an approximation, but it works reasonably well
when N ≫ 0; see Muliere and Tardella (1998) and Moya and Walker (2024) for better approxima-
tions.

Predictive inference

Finally, suppose we want to compute the posterior density of an out-of-sample point y0 at some fixed
points z1, . . . , zM . Once again, there are no closed-form expressions for these quantities. However,

1. By the law of total expectation,

p(y0 | y1:N ) = E[p(y0 | s1:N , y1:N ) | y1:N ],
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2. There is a closed-form expression for p(y0 | y1:N , s1:N ). Indeed, applying the law of total
expectation and then the Polya urn scheme (1.7), we obtain

p(y0 | s1:N , y1:N ) =
∑

k∈Np(s0 | s1:N )p(y0 | s0 = k, s1:N , y1:N )

∝∑k∈Nnk qout(y0, k) + αh0(y0),

where

qout(y0, k) := p(y0 | s0 = k,Yk),
h0(yi) :=

∫
f0(yi | θ)dG0(θ),

n−ik := #I−ik,

Yk := {yi : i ∈ Ik},
Ik := {i : i > 0 ∧ si = k},

and qout(y0, k) will have a closed-form expression for the same reason as qin(y0, k), provided
that f0 and G0 form a conjugate pair.

These observations suggest a Gibbs sampler with the following blocks:

1. For each i ∈ {1, . . . , N}, draw si ∼ p(si | y1:N , s−i).

2. For each i ∈ {1, . . . ,M}, compute qi := p(y0 | s1:N , y1:N )|y0=zi .

Once the sampling is completed, we can approximate p(y0 | y1:N )|y0=zi by simply averaging the
simulations of qi.

1.2.2.1 Updating the concentration parameter

We already saw that the precision parameter of a DP determines the prior precision of its realiza-
tions. Given the importance of this parameter, it is natural to ask if we can endow this parameter
with its own hyperprior and still be able to conduct Bayesian inferences with a simple Gibbs sampler.
Surprisingly, the answer is yes. Escobar and West (1995) showed that, if α ∼ Gamma(a0α, b0α),
then we can update α by adding the following steps to our previous samplers:

1. Draw ϕ ∼ Beta(α+ 1, N).

2. Compute K := #{si : i = 1, . . . , N}.
3. Compute ψ := (a0α +K − 1)/(N(b0α − log ϕ)).

4. Draw ξ ∼ Bernoulli(expit(ψ)).

5. Draw α ∼ Gamma(a0α +K − ξ, b0α − log ϕ).

1.2.3 Geometric stick-breaking process mixtures

The Geometric stick-breaking process mixture (GSBPM) was introduced by Fuentes-Garćıa et al.
(2010) as an alternative to the DPM. Formally, a random distribution F follows a GSBPM if its
pdf f can be represented as

f(y) =
∑∞

k=1wkf0(y | θk), wk =
∑∞

ℓ=kq0(ℓ)/ℓ, θk
iid∼ G0, (1.14)
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for some pmf q0 on N, distribution G0 and parametric pdf family f0(y | θ); in which case we
write F ∼ GSBPM(q0, f0, G0). In this way, each realization of a GSBPM is an infinite mixture
of absolutely continuous distributions, but in contrast to the DPM, it has decreasing weights,
alleviating the label-switching problem that predates most mixture models, thus improving the
identifiability of the mixture model (Mena & Walker, 2015).

1.2.3.1 Hierarchical representation

As the DPM, the density estimation model (1.4) with a GSBPM prior (1.14) admits several hier-
archical representations. In particular:

(yi | θk, di = k)
ind∼ f0(yi | θk),

(di | ri) ind∼ U({1, . . . , ri}),
ri

ind∼ q0(ri),

θk
ind∼ G0.

(1.15)

This follows from the fact that under model (1.15):

P (di = k) =
∑

ℓ∈NP (di = k | ri = ℓ)P (ri = ℓ)

=
∑

ℓ∈N(1/ℓ)I(k ≤ ℓ)q0(ℓ)
=
∑∞

ℓ=kq0(ℓ)/ℓ

= wk.

In their article, Fuentes-Garćıa et al. (2010) set q0(ℓ) = NegBin(ℓ−1 | s, p) with s = 2, in which
case wk = p(1− p)k−1 and thus di ∼ Geometric(p), motivating the name of the process. However,
as De Blasi et al. (2020) pointed out, these weights can decay too fast for some applications. To
deal with these situations, both Fuentes-Garćıa et al. (2010) and De Blasi et al. (2020) considered
the more general model:

(yi | θk, di = k)
ind∼ f0(yi | θk),

(di | ri) ind∼ U({1, . . . , ri}),
(ri | p) ind∼ NegBin(ri | s, p),

p
ind∼ Beta(a0p, b0p),

θk
ind∼ G0,

(1.16)

in which case, wk reduces to

wk =
1

k

(
k + s− 2

k − 1

)
ps(1− p)k−1

2F1(k + s− 1, 1, k + 1, 1− p), (1.17)

where 2F1(·) is the Gaussian hypergeometric function (De Blasi et al., 2020).
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Posterior inference

Consider the model yi | F iid∼ F , with F ∼ GBPM(q0, f0, G0) and i = 1, . . . , N . Just like the DPM,
the GSBPM is not a conjugate prior for F . However, we can still conduct Bayesian inferences
using specialized Gibbs samplers. In this section, we will introduce one particular Gibbs sampler,
proposed by De Blasi et al. (2020), that works even if f0 and G0 do not form a conjugate pair. At
its core, this algorithm is a tool for approximating the posterior distribution of the parameters of
the hierarchical representation (1.16). However, with some minor extensions, it can also be used
for conducting posterior inferences on the unknown density f , as we now explain.

Posterior inference for the unknown density

Consider the GSBPM model (1.16). The algorithm of De Blasi et al. (2020) approximates the
posterior distribution of f , at fixed points z1, . . . , zM , using a Gibbs sampler with the following
steps:

1. For each i ∈ {1, . . . , N}, draw di ∼ p(di | ri, θ1:ri),

2. For each i ∈ {1, . . . , N}, draw ri ∼ p(ri | di, s, p),

3. Draw p ∼ p(p | d1:N , s),

4. Compute K := max(r1:N ),

5. For each k ∈ {1, . . . ,K}, compute wk using (1.17),

6. For each k ∈ {1, . . . ,K}, draw θk ∼ p(θk | y1:N , d1:N ),

7. For each i ∈ {1, . . . ,M}, compute f(zi) ≈
∑K

k=1 wkf0(zi | θk),

where:

p(p | d1:N , s) ∝ Beta(p | sN + a0p,
∑

iri + b0p −N),

p(ri | di, s, p) ∝ I(ri ≥ di)NegBin(ri | s− 1, p),

p(di | ri, θ1:ri) ∝ I(1 ≤ di ≤ ri)f0(yi | θdi
),

p(θk | y1:N , d1:N ) ∝ g0(θk)
∏

i:di=kf0(yi | θk).

Most of these full conditional distributions are easy to sample from. The only exception is
p(ri | di, s, p), which is a truncated Negative Binomial distribution. To proceed with the block
involving this distribution, De Blasi et al. (2020) proposed an auxiliary Gibbs sampler with four
blocks:

1. Draw ui ∼ Beta(ri − di + 1, di),

2. Draw vi ∼ Gamma(ri + s− 1, 1),

3. Draw mi ∼ Poisson((1− p)uivi),

4. Compute ri = mi + di.



Chapter 2

A Bayesian hypothesis test for
MANOVA

2.1 Introduction

This paper aims to introduce a new Bayesian hypothesis testing procedure for comparing the
multivariate distributions of J ≥ 1 treatment groups against a control group. Traditionally, this kind
of hypothesis has been tested using the multivariate analysis of variance or MANOVA (Chatfield
& Collins, 1980), which is an extension of the well-known analysis of variance (ANOVA). In fact,
among the multivariate analysis tools, MANOVA stands out as one of the most important statistical
techniques in different research fields, such as in Education (Zientek et al., 2008) and Psychology
(Warne et al., 2012).

Unlike ANOVA, in MANOVA the covariances between the dependent variables contributes to
the detection of minor differences across the groups. To formalize this idea, consider a sample
((yi, xi) : i ∈ N := {1, . . . , N}), where yi := (yi1, . . . , yiD) ∈ RD is a D−dimensional response
vector for the ith observation and xi ∈ J := {0, . . . , J} is the corresponding group indicator. Then,
the standard MANOVA model is given by

yi = µxi
+ ϵi, ϵi ∼ ND(0,Σ), i ∈ N .

The main question raised from this model is whether the null hypothesis H0 : µ0 = . . . = µJ

can be rejected. From the classical point of view, there are several tests to assess this hypothesis,
most of them based on the eigenvalues λ1, . . . , λD of the matrix A = W−1B, where B and W
represent the between-groups and within-groups variations, respectively, and are written as

B =

J∑

j=0

nj(ȳj − ȳ)(ȳj − ȳ)′,

W =

J∑

j=0

N∑

i=1

I(xi = j)(yi − ȳj)(yi − ȳj)
′,

where nj and ȳj are the size and mean of group j, respectively, and ȳ is the overall mean. From

those eigenvalues, authors consider different test statistics, such as
∏D

d=1 1/(1 + λd) (Wilks, 1932),

17
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∑D
d=1 λd (Hotelling, 1951), maxλd (Roy, 1953), and

∑D
d=1 λd/(1 + λd) (Pillai, 1955). All these

proposals reject H0 if the test statistic is greater than some critical value. Moreover, they are
all asymptotically pivotal (even without the normality assumption) and the first one is also an
exact test under normality and variance homogeneity assumptions (Wilks, 1932). However, the
asymptotic validity of all these tests depends on the assumption V [ϵi] = Σ. Konietschke et al.
(2015) and Rupasinghe Arachchige Don and Olive (2019) proposed nonparametric bootstrap tests
that relax this assumption, but both proposals are only asymptotically valid. Moreover, both these
and other classical tests are only able to detect differences in location.

Besides these MANOVA-based tests, with their emphasis in location, there are several frequentist
nonparametric k-sample tests, many of them based on graphs. For instance, Weiss (1960) proposed
a nonparametric 2-sample test based on a nearest neighbour-type graph. Friedman and Rafsky
(1979) proposed multivariate generalizations of the Wald and Wolfowitz (1940) and the Smirnov
(1939) 2-sample tests based on the minimal spanning tree of the pooled sample points. This Wald-
Wolfowitz test was later improved by Chen and Friedman (2017) and Chen et al. (2018). In parallel,
Rosenbaum (2005) proposed a 2-sample test based on minimum-distance non-bipartite pairing.
Finally, Biswas et al. (2014) and Mukhopadhyay and Wang (2020) proposed a new multivariate
generalization of the Wald-Wolfowitz test based on shortest Hamiltonian paths and spectral graph
theory, respectively.

From a Bayesian perspective, the proposals for relaxing restrictive parametric assumptions in
hypothesis testing procedures are based on Bayesian nonparametric (BNP) inference. For instance,
Ma and Wong (2011) and Holmes et al. (2015) proposed tests for comparing two univariate dis-
tributions using a model based on Polya trees (Blackwell & MacQueen, 1973). Chen and Hanson
(2014) generalized the Ma and Wong (2011) approach to more than two groups. In principle, these
proposals also work for multivariate data, but they end up using an empirical Bayes framework. In
addition, there are some BNP proposals for multiple testing for specific parameters (e.g., means)
or applications. For instance, Kim et al. (2009) used Dirichlet processes with a spike-and-slab prior
(Mitchell & Beauchamp, 1988) as a base measure to test the joint significance of the random effects
of a mixed model, whereas Cipolli III et al. (2016) proposed a strategy to compare means from
multiple groups using a discrete approximation to a Polya tree prior. More recently, Gutiérrez et al.
(2019) developed a method to test similarity between a control group and several treatment regimes
based on Dirichlet processes with a spike-and-slab prior. Although the proposal in Gutiérrez et al.
(2019) showed good performance, its formulation does not allow to marginalize the latent param-
eters, and the spike-and-slab prior have to be tuned specifying a distance threshold between two
groups to conclude that they are similar. Consequently, the model is more difficult to interpret, and
its posterior sampler can suffer from slow mixing. Furthermore, their method cannot be directly
extended to the multivariate case without losing most of its conjugacy properties, in which case,
each atom should be updated using a difficult-to-tune Metropolis-Hastings step.

In this chapter, we present a multivariate extension of the test proposed in Gutiérrez et al.
(2019) that circumvents all the problems mentioned in the last paragraph. Firstly, we test equality
instead of similarity. Specifically, we assume that the jth treatment group is directly merged to- or
split from- the control group according to the value of a latent random variable γj ∈ {0, 1}, in such
a way that the vector γ := (γ1, . . . , γJ) ∈ {0, 1}J follows the distribution introduced by Womack
et al. (2015). Secondly, our proposal takes advantage of the model conjugacy properties, allowing
us to marginalize several parameters and use more efficient samplers, both in terms of speed and
memory allocation. Thirdly, the novel model is relatively easier to tune since we do not need to
specify a distance threshold between two groups to conclude that both are similar. In addition, we
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present a simple estimator of the Bayes factor for comparing any pair of hypotheses.
The rest of the manuscript is organized as follows. In Section 2.2, we introduce a BNP model for

comparing several treatments against a control group in a multivariate setting. In Section 2.3, we
describe a posterior simulation algorithm for the key parameters of this model. In Section 2.4, we
study the properties of the proposed model. In Section 2.5, we illustrate our model in two examples
with real data. In Section 2.6, we show the performance of our proposal using simulated data under
different scenarios. Finally, we conclude with a discussion and some direction for future work in
Section 2.7.

2.2 A BNP model for multivariate comparisons

Again, consider a sample ((yi, xi) : i ∈ N ), where yi ∈ RD is a D−dimensional response vector for
the ith observation and xi ∈ J := {0, . . . , J} is the corresponding group indicator. We assume that
groups 1, . . . , J are treatment groups, while group 0 is a control group. Thus, we are interested in
identifying which groups share the distribution of the control group 0. In other words, we want to
know which hypotheses are best supported by data among the set H := {Hγ : γ := (γ1, . . . , γJ) ∈
{0, 1}J}, where Hγ represents a model such that

(yi | {xi = 0}, Q0)
iid∼ Q0,

(yi | {xi = j}, Q0, Qj)
iid∼ γjQj + (1− γj)Q0,

(2.1)

where Q0, . . . , QJ are random continuous distributions. Illustratively, if each group has a different
distribution compared to the control group under the hypothesis H(1,...,1), and all groups have the
same distribution under the hypothesis H(0,...,0). Note that γj = 1 if and only if groups j and 0 have
different distributions. From this perspective, model (2.1) can be understood as a nonparametric
spike-and-slab model (George & McCulloch, 1993). In addition, under model (2.1) each hypothesis
in H is associated to a binary vector γ. Therefore, our problem reduces to learn from γ. From now
on, we will use the vector γ ∈ {0, 1}J and the hypothesis Hγ ∈ H interchangeably, and we will use
vector β ∈ {0, 1}J and the hypothesis Hβ ∈ H to refer to an alternative hypothesis.

Based on the Bayesian approach, we can learn from γ by computing its posterior distribution,

p(γ | y) = L(y | γ)π0(γ)∑
β∈{0,1}J L(y | β)π0(β)

=


 ∑

β∈{0,1}J

π0(β)

π0(γ)
Bβ,γ




−1

, (2.2)

where π0 represents the prior hypothesis distribution, L(y | γ) is the marginal likelihood given a
hypothesis γ, and Bβ,γ := L(y | β)/L(y | γ) is the Bayes factor given two hypotheses β and
γ (Jeffreys, 1935). In Equation (2.2), the posterior distribution of γ is determined by the Bayes
factors and the prior hypothesis distribution π0. The Bayes factors control for model complexity
(Jefferys & Berger, 1992), but only some priors π0 can ensure a multiplicity correction (Scott &
Berger, 2010; Womack et al., 2015).

2.2.1 Priors on the space of hypotheses

In order to ensure a multiplicity correction, we must choose an appropriate prior hypothesis distri-
bution π0. A naive proposal is to assume that γj ∼ Bernoulli(q). However, this prior specification
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does not guarantee a multiplicity correction. In fact, under this prior distribution, the number of
relevant covariates will concentrate around qJ and therefore π0(0J) → 0 as J → ∞ (Johnson &
Rossell, 2012). We could allow q to decline with J (Wilson et al., 2010; Castillo et al., 2015), but
it is not obvious how to justify such dependence. Nevertheless, this prior has a desirable property:
if two hypotheses γ and β induce the same number of different groups, then π0(γ) = π0(β). Based
on this property, George and McCulloch (1993) proposed to restrict the search to distributions
satisfying this property, i.e.,

∥γ∥1 = ∥β∥1 ⇒ π0(γ) = π0(β).

There are several distributions satisfying this condition. However, Womack et al. (2015) pro-
posed a fairly reasonable restriction that determines it. The condition is given by

π0(γ) = ζ0
∑

β:β≻γ

π0(β),

where β ≻ γ if and only if β ̸= γ and βj ≥ γj for all j ∈ {1, . . . , J}, and ζ0 ∈ (0, 1) is known.
In simple terms, this condition claims that the probability of a hypothesis γ should be a factor ζ0
of the probability of drawing a hypothesis of unquestionably greater complexity. Incidentally, this
implies that π0(0J) = ζ0/(1 + ζ0) and, for each j = 0, . . . , J − 1,

P (∥γ∥1 = j) = ζ0

J−j∑

l=1

P (∥γ∥1 = j + 1)

(
j + l

j

)
.

It is easy to see that ({0, 1}J ,≻) is partially ordered set. Hence, it can be visualized through a
Hasse diagram. Figure 2.1 shows this Hasse diagram for J = 3, alongside with the prior probability
of each hypothesis under the Womack distribution with ζ0 = 1. As expected, (1, 1, 0) and (1, 1, 1)
have the same prior probability, because only H(1,1,1) is more complex than H(1,1,0). On the other
hand, the hypotheses H(1,0,1), H(1,1,0), and H(1,1,1) are more complex than H(1,0,0) and therefore
π0((1, 0, 0)) = π0((1, 1, 0)) + π0((1, 0, 1)) + π0((1, 1, 1)).

2.2.2 Random continuous distribution specification

We propose the following flexible model for the group distributions:

Qj | Gj =

∫
ND(· | µj ,Σj)dGj(µj ,Σj),

with

G0, . . . , GJ ∼ πDDP(α,L0),

α ∼ Gamma(a0, b0),

where Gamma(a0, b0) denotes a Gamma distribution with mean a0/b0, and πDDP(α,L0) denotes the
following dependent DP or DDP (MacEachern, 1999):

Gj =
∑

k∈Nwkδ(µjk,Σjk),

wk = vk
∏k−1

h=1(1− vh),
vk

iid∼ Beta(1, α),

(µjk,Σjk)
iid∼ L0,
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Figure 2.1: Hasse diagram for the partially ordered set ({0, 1}3,≻), alongside with the probability
of each node (in our context, hypothesis) under the Womack distribution with ζ0 = 1 (colored in
blue). Given any hypotheses β and γ, it can be proved that β ≻ γ if and only if there is a directed
path from β to γ. As some hypotheses are not connected by directed paths, they are incomparable.

where δ is the Dirac delta function, Beta(·, ·) denotes a Beta distribution, and L0 is a known base
distribution.

This model has three pertinent features. First, it focuses on exploring which groups are similar
to group 0 instead of exploring every partition of the J + 1 groups, which drastically reduces the
number of possibilities from BJ (the Jth Bell number) to 2J . For example, B10 = 21147≫ 1024 =
210. Second, each group distribution is modeled flexibly thanks to the DDP theoretical properties
(Barrientos et al., 2012; Bissiri & Ongaro, 2014). Third, the model learns from all groups since the
weights wk and the base distribution L0 are shared by all of them.

We complete the model by specifying L0 := NIW(u0, r0, ν0,S0), that is a Normal-Inverse-
Wishart prior, where (u0, r0, ν0,S0) is a tuple of hyperparameters. This choice is convenient because
it is conjugate.

2.3 Posterior inference

In theory, computing p(γ | y) in Equation (2.2) is straightforward, but in practice this is not
an easy task, since calculating L(y | γ) involves the marginalization of the random distributions
Q0, . . . , QJ , which in turn requires the marginalization of an infinite number of weights and atoms.
Unsurprisingly, L(y | γ) has no closed-form expression. Therefore, we propose to approximate
p(γ | y) using a Gibbs sampler (Geman & Geman, 1984; Gelfand & Smith, 1990).

Before explaining the particular form of our Gibbs sampler, we note that our model can be
written in simpler terms because each observation is generated from one of the random distributions
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Q0, . . . , QJ . The distribution from which observation yi was generated is determined by the group
indicator variable xi and the binary vector γ. Then, we define the effective group indicator variable
zi as the product of γxi

and xi, i.e.,

zi := γxi
xi =

{
xi if γxi

= 1,
0 if γxi

= 0,

where γ0 := 0. Thus, observations of the reference group xi = 0 are always generated from Q0

because γ0 := 0, while observations from group xi = j can be generated from Qj when γj = 1 or
from Q0 when γj = 0. Also, note that we can always rewrite G :=

∏
j∈J Gj as

G =
∑

k∈Nwkδξk
,

wk = vk
∏k−1

h=1(1− vh),
vk

iid∼ Beta(1, α),

ξk
iid∼ Ḡ,

with Ḡ :=
∏

j∈J L0. This is the stick-breaking representation of a Dirichlet process with concen-

tration parameter α and base distribution Ḡ, denoted by DP(α, Ḡ) (Sethuraman, 1994). Hence,

introducing a convenient sequence of latent variables θi := ((µij ,Σij))j∈J
iid∼ G, we can rewrite

our entire model as

(yi | zi, ((µij ,Σij))j∈J )
ind∼ ND(µizi ,Σizi),

(θi := ((µij ,Σij))j∈J )
iid∼ G,

G ∼ DP(α, Ḡ),

zi = γxixi,

γ ∼ π0(γ),
α ∼ Gamma(a0, b0).

(2.3)

Note that G is almost surely a discrete distribution. So, there may be ties among the θi’s.
Let θ⋆

1 , . . . ,θ
⋆
k be the unique values among the θi’s. Then, we can introduce N latent variables

s1, . . . , sN ∈ K := {1, . . . ,K} such that si =
∑K

k=1 kI(θi = θ⋆
k). These N latent variables are

known as cluster membership indicators.
After rewriting our model as in (2.3) and introducing the cluster membership indicators s1, . . . , sN ,

we are ready to explain our Gibbs sampler. Our algorithm is based on two known results. First, we
note that conditionally on γ, our model reduces to the multivariate counterpart of an ANOVA-DDP
(De Iorio et al., 2004). For this particular model, there are well-known methods for sampling from
the full conditional distributions of the concentration parameter α (Escobar & West, 1995) and
each cluster membership indicator (Neal, 2000). Second, we note that, conditionally on (z, s), our
model reduces to a 2-way MANOVA model with z and s as factors. Indeed, let us rewrite each θ⋆

k

as θ⋆
k = ((µ⋆

jk,Σ
⋆
jk))j∈J . Then,

(yi | zi = j, si = k,θ⋆
k)

ind∼ ND(µ⋆
jk,Σ

⋆
jk),

(µ⋆
jk,Σ

⋆
jk)

iid∼ NIW(u0, r0, ν0,S0).
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Thus, conditioning on the group indicators (z) and the cluster labels (s), the marginal likelihood
L(y | z, s) factorizes in a very convenient way. Indeed, let Ijk := {i : zi = j, si = k} be the set of
all those observations lying simultaneously in group j and cluster k. Then,

L(y | z, s) =
∏

j∈J

∏

k∈K

p({yi : i ∈ Ijk} | Ijk),

where p({yi : i ∈ Ijk} | Ijk), the joint pdf of all those yi such that i ∈ Ijk (conditionally on Ijk),
can be written as follows:

p({yi : i ∈ Ijk} | Ijk)

=

∫
NIW(µ⋆

jk,Σ
⋆
jk | u0, r0, ν0,S0)

∏

i∈Ijk

ND(yi | µ⋆
jk,Σ

⋆
jk)dµ

⋆
jk, dΣ

⋆
jk.

This integral has a well-known solution:

p({yi : i ∈ Ijk} | Ijk)

=
1

πDnjk/2

(
r0
rjk

)D/2 | S0 |ν0/2

| Sjk |νjk/2

∏D
d=1 Γ((νjk + d− 1)/2)
∏D

d=1 Γ((ν0 + d− 1)/2)
,

(2.4)

where njk = #Ijk, ujk = (r0u0 +
∑

i∈Ijk
yi)/rjk, Sjk = S0 +

∑
i∈Ijk

yiy
′
i + r0u0u

′
0 − rjkujku

′
jk,

νjk = ν0 +njk and rjk = r0 +njk (Bernardo, 1994). This implies a closed-form expression (up to a
proportionality constant) for p(γ | y,x, s, α) ∝ p(y | x, s,γ, α)π0(γ). Given these two results, we
propose to sample from (α, s,γ | y) using the following Gibbs sampler:

Algorithm [1]:

Step 1 Draw α from its full conditional distribution using the method of Escobar and West (1995).

Step 2 For each observation index i ∈ N , draw si from its full conditional distribution using Neal’s
algorithm 3 (Neal, 2000).

Step 3 Draw γ ∼ p(γ | α, s,x,y) through a Metropolis-Hastings (MH) algorithm using W (β |
γ) ∝ I(∥β − γ∥1 = 1) as a proposal distribution.

The details to implement Steps 1 to 3 of the Algorithm [1] are presented in Appendix A.2. Once
we get a sample {(α(r), s(r),γ(r))}Rr=1 from this Gibbs sampler (after the warm-up phase), we can
approximate p(γ | y) with the empirical distribution of {γ(r)}Rr=1. We note that, once p(γ | y) is
approximated, we can easily recover the Bayes factor between any hypotheses γ and β from the
following expression:

Bγ,β = L(γ | y)/L(β | y) = p(γ,y)

p(β,y)

π0(β)

π0(γ)
=
p(γ | y)
p(β | y)

π0(β)

π0(γ)
.

Finally, if we need to choose a particular γ, we can choose the mode of {γ(r)}Rr=1 (assuming
a 0/1 loss function). The full procedure is implemented in the Julia package MANOVABNPTest.jl,
available here, and can be called from R using the JuliaConnectoR R package (see Appendix A.4
for an example).

https://github.com/igutierrezm/MANOVABNPTest.jl
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2.4 Properties of the model

This section will discuss the posterior consistency of the proposed model. For simplicity, let us
consider two hypotheses β = e1 and γ = 0J , where e1 is the first column of the identity matrix
IJ . Then,

p(β | −)/p(γ | −) =
π0(β)

π0(γ

∏

k∈N

p({yi : i ∈ Iβ0k} | Iβ0k)p({yi : i ∈ Iβ1k} | Iβ1k)

p({yi : i ∈ Iγ0k} | Iγ0k)
,

(2.5)

where Iγjk := {i ∈ N : γxi
xi = j, si = k} and Iβjk is defined in an analogous way. Assuming

that the concentration parameters and the cluster labels are known, this becomes the Bayes factor
comparing the hypotheses γ and β. In this section, we study the behavior of Equation (2.5) under a
simplified version of model (2.3), i.e., a model where the infinite mixture G ∼ DP(α, Ḡ) is replaced
by the finite mixture:

G =
∑K

k=1
π̄kδξk

,

(π̄1, . . . , π̄k) ∼ Dir(α1k/K),

ξk
iid∼ Ḡ,

for some fixed (finite) K. It is well-known that model (2.3) is the limiting case of this simplified
model as K → ∞ (Rasmussen, 1999). Moreover, under this simpler model, the only change in
Equation (2.5) is that the product is now over k ∈ K and not over k ∈ N. We will prove that,

under this simplified model and some suitable conditions, p(β | −)/p(γ | −) p→ 0 under Hγ and

p(β | −)/p(γ | −) p→∞ under Hβ for two hypotheses such that β ≻ γ.

Theorem 2.1. Let {(yi, xi)}Ni=1 be an i.i.d. sample from the simplified model described above.
Moreover, suppose that #Iγjk/N converges in probability to a positive number ∀(j, k) and let β and

γ be two competing hypotheses such that β ≻ γ. Then, given α and s, (a) p(β | −)/p(γ | −) p→ 0

under Hγ , and (b) p(β | −)/p(γ | −) p→∞ under Hβ.

The proof, available at Appendix A.3, is based on a careful examination of Equation (2.4).
Suppose, for example, that β and γ differ in only their first components. Then, the probability
limits of the normalized statistics n−1

jk Sjk, n
−1
jk νjk and n−1

jk rjk are easy to compute, although the

specific limit of n−1
jk Sjk depends on the true hypothesis. Due to this result, there are some terms in

Equation (2.5) that cancel out under γ. The remaining terms make the whole expression diverges
to ∞ in probability.

2.5 Illustrations

2.5.1 Illustration 1

As a first illustration, we test for group differences in the real dataset used by Allison et al. (1962)
to measure the effects of tuberculosis vaccines on rabbits that were experimentally infected or not.
This dataset contains 21 observations and 2 outcomes: the number of bacilli inhaled per tubercle
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formed, and the tubercle size (in millimeters). The rabbits were separated into four groups. The
first one (with 7 observations) was the unvaccinated control, the second one (with 7 observations)
was infected during metabolic depression, the third one (with 5 observations) was infected during
heightened metabolic activity, and the fourth one (with just 2 observations) was infected during
normal activity.

We fitted model (2.1) to the data using the following procedure. First, we standardized the
responses, because the prior specification of our model is calibrated for data around the origin.
Second, following Gutiérrez et al. (2019), we set the hyperparameters (a0, b0, ζ0) = (1, 1, 1); and
following Bouchard-Côté et al. (2017), we set (r0, ν0,u0,S0) = (1, D+2,0D, ID). Using Algorithm
[1], we approximated the posterior distribution of γ with our proposal. In particular, we ran a
chain of length 5,000 after a burning period of 5,000.

Our approach was able to determine, with a posterior probability close to 0.85, that each
treatment group differs from the control group. This result is in agreement with all the classical
tests (Pillai’s, Hotelling’s, Wilks’, and Roy’s tests). Figure 2.2 displays the posterior predictive
density for each group. There are clear departures from Gaussianity is the last treatment group.
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Figure 2.2: Posterior predictive distributions for dataset reported in Allison et al. (1962), by treat-
ment group. The treatment groups are control (unvaccinated control), treatment-1 (infected during
metabolic depression), treatment-2 (infected during heightened metabolic activity) and treatment-3
(infected during normal activity).

To evaluate the sensibility of our results to the choice of hyperparameters, we also fit the model
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with ζ0 = 3.0 and S0 = 2ID, but we did not find any significant changes in the resulting figure. The
posterior probability of the true hypothesis dropped from 0.85 to 0.66, but is was still the posterior
mode of γ. A moderate change like this one is to be expected, given the small sample size.

2.5.2 Illustration 2

As a second illustration, we test for group differences in the experimental dataset used by Box
(1950) to measure the effects of 2 drugs (thyroxine and thiouracil) on rats. This dataset contains
27 observations and 4 outcomes, where the dth outcome represents the weight gain at the end of
the dth week. The rats were separated into three groups. The first one was the control, the second
one had thyroxin added to their drinking water, and the third one had thiouracil added to their
drinking water.

We fitted model (2.1) using precisely the same procedure and hyperparameters described in
Illustration 1. For these data, our procedure determined that P (γ = (0, 1) | y) ≈ 1, that is to
say, that with a posterior probability close to 1, the distribution of the group administered with
thiouracil differs from the distribution of the control group. However, the distribution of the group
administered with thyroxine is identical to the distribution of the control group. This result is in
agreement with all the classical tests. Figure 2.3 displays all bivariate marginals of the posterior
predictive density, for each group, in conjunction with the sample points. Note how, even visually,
the control and the first treatment group are difficult to distinguish. Hence, the test results are
hardly surprising. Note that, even when our model is based on an infinite mixture, it can self-
regularize and use simple Gaussian distributions without supervision. Such regularization is thanks
to the DP properties and because the DDP weights are shared across the groups.

Just as in the previous illustration, we also fit the model with ζ0 = 3.0 and S0 = 2ID, but we
did not find any significant changes in the resulting figures. The posterior probability of the true
hypothesis was also close to 1 under both variations.

2.6 Monte Carlo simulation study

Experiment 1

In this experiment, we test our model under 72 different scenarios. Specifically, for each h ∈ {1, 2, 3},
l ∈ {1, 2, 3} and γ ∈ {0, 1}3, we sample 100 datasets according to the following data generating
process. First, the group indicator variable xi takes values in the set {0, 1, 2, 3}. In particular, each
xi is defined as xi = (i − 1) mod 4, i ∈ {1, 2, . . . ,mh}, where the sample sizes mh’s were fixed at
200, 600 and 1,200. Second, conditionally on xi the outcome was generated from:

(yi | xi = 0) ∼ N2(0,Σ),

(yi | xi = 1) ∼ N2(γ1cl11,Σ),

(yi | xi = 2) ∼ N2(0, c
γ2

l2Σ),

(yi | xi = 3) ∼ 1
2N2(−γ3cl31,Σ) + 1

2N2(γ3cl31,Σ),
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Figure 2.3: Bivariate marginals of the posterior predictive distributions for the dataset reported in
Box (1950), by treatment group (see Figure 2.2). The treatment groups are the control (normal
drinking water), treatment-1 (thyroxin added to drinking water), and treatment-2 (thiouracil added
to drinking water). Here, variable yd represents the weight of each rat at the end of the jth week,
j = 1, . . . , 4.

where


c11 c12 c13
c21 c22 c23
c31 c32 c33


 =



0.625 1.498 1.162
0.819 1.806 1.359
1.051 1.994 1.652


 ,

Σ =

(
1 0.3
0.3 1

)
.

The values for Σ were selected in order to induce a moderate level of correlation among the
response variables. On the other hand, the choice of (mh) and (clj) aimed to replicate the Monte
Carlo experiments from Gutiérrez et al. (2019). Under this parametrization, a larger value of h
reflects a larger sample size, and a larger value of l leads to a more obvious difference among the
group distributions and the reference group. For futures references, we will encode these 3 levels
of discrepancy among the distributions as small, medium, and large, respectively. Note that each
group has a very specific role in this experiment: group 1 has a possible difference in location, group
2 has a possible difference in scale, and group 3 has a possible difference in distribution that does
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not translate into differences in location.
We fitted model (2.3) to the 100 datasets using the same hyperparameters and MCMC settings of

Section 2.5. For each dataset, we approximated the posterior distribution of γ with our proposal.
Finally, we averaged the results over the 100 datasets. Figure 2.4 displays these 72 averaged
posterior probabilities as a heatmap in greyscale, where probability one is represented by black
pixels while probability zero is represented by white ones. If the hypothesis test were perfect, then
the diagonal of each subplot would be black-colored, while the other positions would be white-
colored. As expected, this is never the case. However, except when the smaller sample size and the
least noticeable group differences, our proposal works quite well.
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Figure 2.4: Posterior probability of each hypothesis for the 1st Monte Carlo experiment (averaged
over 100 simulated samples) for 3 different sample sizes (columns) and 3 different levels of discrep-
ancy between the group distributions (rows). The 3 levels of discrepancy, encoded as low, medium
and large, are explained in detail in the description of the experiment.

To compare the performance of our method with a frequentist test, we also computed the dis-
tribution (over the 100 simulated datasets) of the hypothesis test proposed by Mukhopadhyay and
Wang (2020). We selected the Mukhopadhyay and Wang (2020) test for comparisons purposes
because it shows good performance in relation with other relevant competitors such as Rosenbaum
(2005), Biswas et al. (2014), and Chen and Friedman (2017). The proposal of Mukhopadhyay and
Wang (2020) is distribution-free and follows the idea of reformulating the multivariate comparison
problem as a study of the structure of a specially designed graph, one constructed from the given
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data. Such an idea generalizes the univariate Wald–Wolfowitz runs test (Wald & Wolfowitz, 1940).
As Mukhopadhyay and Wang (2020)’s proposal is a k-sample comparison test, we applied it re-
peatedly, comparing the distribution of each treatment against the control group. To control for
multiple testing, we employed the Bonferroni correction. That is, the significance level was divided
by the number of comparisons. Figure 2.5 displays these relative frequencies as a heatmap. The
test worked nearly as well as our proposal, except for the smallest sample size, where our approach
outperforms it.
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Figure 2.5: Distribution of the hypothesis selected by the Mukhopadhyay and Wang (2020) test
with Bonferroni correction (averaged over 100 simulated samples) for the 1st Monte Carlo experi-
ment for 3 different sample sizes (columns) and 3 different levels of discrepancy between the group
distributions (rows). The 3 levels of discrepancy, encoded as low, medium and large, are explained
in detail in the description of the experiment.

Experiment 2

Here, we explore the relation between the performance of our method and the correlation among
the response variables. Specifically, for each h ∈ {1, 2, 3}, g ∈ {1, 2} and γ ∈ {0, 1}3, we sample 100
datasets according to the following data generating process. First, the group indicator variable xi
and the sample sizes were defined as in Experiment 1. Second, the response vectors conditionally
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on xi were simulated as

(yi | xi = 0) ∼ N2(0,Σg),

(yi | xi = 1) ∼ N2(γ1c111,Σg),

(yi | xi = 2) ∼ N2(0, c
γ2

12Σg),

(yi | xi = 3) ∼ 1
2N2(−γ3c131,Σg) +

1
2N2(γ3c131,Σg),

where each clj was defined in Experiment 1, and

Σ1 =

(
1 −1/2
−1/2 1

)
, Σ2 =

(
1 +1/2

+1/2 1

)
.

We repeat the data generating process of Experiment 1 with l = 1 but considering now different
levels of correlation among the responses variables. We set l = 1 because it is the level that induces
the least apparent group differences, and we choose Σ1 and Σ2 in order to get a rough idea of what
happens as we move from strong negative correlations to strong positive ones.

Figure 2.6 displays these 72 averaged posterior probabilities as a heatmap. The plot suggests
that the performance of our method degrades as we move from negative to positive correlations but
improves rapidly as the sample size increases. The first finding may seem a little surprising, but it
is a well-known issue. Even under the classical MANOVA framework, the power of all the popular
tests is a non-linear and non-monotone function of the correlation among the dependent variables
and the effect sizes (Cole et al., 1994). For instance, if we have two groups and variables, and the
effect sizes are large and consistent, the power increases as we move the correlation from near one
to minus one. However, if the effect sizes are large but inconsistent, the relation is reversed.

As in Experiment 1, we compared our test with the proposal of Mukhopadhyay and Wang
(2020). Figure 2.7 displays these relative frequencies as a heatmap. The test worked nearly as well
as our method for negligible and positive levels of correlation, but it is outperformed by our method
for strong negative correlations.

2.7 Discussion

We proposed a novel Bayesian nonparametric (BNP) hypothesis testing procedure to compare mul-
tiple treatments against a control group that applies to multivariate data. We have proved the
posterior consistency of the Bayes factor associated with the proposed test under simplifying as-
sumptions. Additionally, we have shown empirically that our test can detect group differences in
location, scale, and covariance even for moderate sample sizes. Compared to other frequentist ap-
proaches, our proposal applies a multiplicity correction in a more principled way through Womack’s
prior. On the other hand, in comparison to other BNP approaches, our methodology extends easily
to the case of more than two groups and exploits the fact that we do not need to compare all the
treatment groups among them. In particular, our strategy is more straightforward to tune than the
approach proposed by Gutiérrez et al. (2019) for univariate data since we do not need to specify a
distance threshold between two groups to conclude that they are similar. We remark, however, that
our hypothesis test depends on the choice of the control group, and so it is designed for situations
where the groups are not exchangeable.

Our method opens up directions for future improvements. From the computational point of
view, we could improve our Gibbs sampling in two ways. Firstly, we could update s using split-
merge procedures (Jain & Neal, 2004; Andrieu et al., 2010), which are relatively more efficient for a
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Figure 2.6: Posterior probability of each hypothesis for the 2nd Monte Carlo experiment (averaged
over 100 simulated samples) for 3 different sample sizes (columns) and 3 different levels of correlation
between the 2 outcome variables (rows).

given computational budget, especially when the sample size is large. In particular, Andrieu et al.
(2010)’s proposal is based on a particle Gibbs sampling and can be implemented using processing
parallelization strategies, which would be very useful for applications with large sample sizes. Sec-
ondly, we could update γ using a Metropolis-Hastings step with an informed proposal as in Zanella
(2020). This improvement is especially relevant in situations where the number of groups is large.

From the statistical point of view, we could also improve our model by including the possibility
of more than one factor and interaction effects. However, one of the main questions is how to apply
a multiplicity correction in a principled way. This problem can be addressed, for example, with the
method of Taylor-Rodriguez et al. (2016).
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Figure 2.7: Distribution of the hypothesis selected by the Mukhopadhyay and Wang (2020) test with
Bonferroni correction (averaged over 100 simulated samples) for the 2nd Monte Carlo experiment
for 3 different sample sizes (columns) and 3 different levels of correlation between the 2 outcome
variables (rows).



Chapter 3

A Bayesian hypothesis test for
N-way ANOVA

3.1 Introduction

In classical N -way analysis of variance (ANOVA), the influence of N categorical independent vari-
ables on a continuous variable is examined. The continuous variable is also called the response
variable. The influence of each categorical variable is known as the main effect, while the influence
of combinations of levels in different categorical variables is called the interaction effect. It is worth
noting that influence applies to changes in the location of the continuous variable distribution as-
sociated with the main or interaction effects. Two questions related to ANOVA models arise: how
do we analyze categorical variables that influence not only the location of the response variable but
also other aspects, such as the scale or asymmetry? How do we deal with data where the response
variable is not continuous?

A typical example is when practitioners use N -way ANOVA to analyze factorial designs. A
complete factorial design is an experiment in which some phenomenon is studied under controlled
conditions. Two or more factors define the conditions, each factor has discrete levels, and the
experimental units are randomly assigned to all possible combinations of the levels among the
factors. The experimenter defines a response variable and then performs statistical hypothesis tests
to determine whether the factors or their interactions affect the response. N -way ANOVA can
also be used to analyze data from observational studies, where some factors are registered, and the
researchers define and measure an outcome of interest across the sample units. This paper will
provide a model that answers the two previous questions and helps analyze data in an ANOVA
framework. To introduce the notation, we will use the jargon of factorial experimental designs, but
as we mentioned, the methodology can also be employed for observational data.

Let y ∈ Y ∈ R be the response variable in a factorial experimental design. Such response
can be influenced by N factors, here denoted by qk, k = 1, . . . , N . Each factor qk can take Jk
levels, specifically, qk ∈ Jk := {1, . . . , Jk}. We refer to each factor combination using the N−tuple
notation (q1, . . . , qN ) as a cell or experiment. Hence, the space of all possible cells is given by the

Cartesian product E := J1×· · ·×JN , and there are m =
∏N

k=1 Jk possible cells. For mathematical
convenience, we will label each cell with a unique cell label x ∈ {0, . . . ,m− 1}, with the convention

33
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that the label 0 represents the experiment (1, . . . , 1), i.e., the first level of all factors. In addition,
we will refer to the value of the kth factor in the cell labeled by c as qk(c). Finally, with a slight
abuse of notation, we will use the terms cell and cell label interchangeably.

Figure 3.1 illustrates the possible cells under different factorial designs. On the left side, we
show the nine possible cells in a factorial design with N = 2 factors and Jk = 3 levels per factor;
and on the right side, we show the eight possible cells in a factorial design with N = 3 factors and
Jk = 2 levels per factor.

factor 1

fa
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2

(1, 1)

(1, 2)

(1, 3)

(2, 1)

(2, 2)

(2, 3)

(3, 1)
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(3, 3)

(a) 2 factors with 3 levels each.
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(1, 1, 1)
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(2, 1, 2)

(1, 2, 1)

(2, 2, 1)

(1, 2, 2)

(2, 2, 2)

(b) 3 factors with 2 levels each.

Figure 3.1: Graphical representation of the experiments of two factorial designs.

A fundamental principle in experimental designs is replication, i.e., each experiment is repeated
under the same experimental conditions to capture the variability of the phenomenon under study.
Hence, we assume that the available sample for the analysis has the form {(yi, xi)}ni=1, where n
is the sample size, yi is the response value for the ith measurement, and xi is its associated cell
label. In this data structure, the observations are assumed independent, and the total number of
observations in the cell c is nc :=

∑n
i=1 I(xi = c). Our analysis focuses on determining if factors

qk, for k = 1, . . . , N , or interactions of factors (e.g., qkqk′) affect some aspect of the distribution
of y. When Y := R, the ANOVA model assumes that (yi | xi = c, µc, σ

2) ∼ N(µc, σ
2), i.e., the

replications are independent and identically distributed from a normal distribution with mean µc

and variance σ2. In such a case, the only aspect of the distribution of y that can be affected by the
factors or interactions is the location. When Y := N, a recurring practice (even in ANOVA books)
is to assume the response is continuous and use ANOVA. A more suitable approach for counting
data is a Poisson generalized linear model or a Negative Binomial regression (McCullagh & Nelder,
1989). When Y := {0, 1}, the problem reduces to the multiple comparison of proportions, for which
some standard test can be used after multiplicity correction, such as Fisher’s exact test, Chi-Square
test, or Mantel-Haenszel test (Montgomery & Runger, 2003). More parsimonious options are the
Logistic and probit regression models.

Usually, ANOVA models for response variables with support in sets different from the real
line are scarce. On the other hand, even in the real line, when the distribution of y departures
from the normality assumption, the classical ANOVA model is not valid, and more flexible models
are required. An alternative nonparametric test for N -way ANOVA is the Scheirer-Ray-Hare test
(Scheirer et al., 1976), which is an extension of the Kruskall-Wallis test (Kruskal & Wallis, 1952)
from one-way ANOVA to N -way ANOVA. A flexible ANOVA model can be constructed from
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a Bayesian inference approach resorting to Bayesian nonparametric inference (BNP). Although
the literature on BNP hypothesis testing is growing, practitioners have not adopted the existing
proposals as an alternative to well-established classical ANOVA tests. Most of the efforts have
been concentrated on the two-sample problem (Ma & Wong, 2011; Chen & Hanson, 2014; Huang
& Ghosh, 2014; Holmes et al., 2015; Soriano & Ma, 2017). BNP methods for dependent or paired
samples have been discussed in Filippi et al. (2016), Filippi and Holmes (2017), and Pereira et
al. (2020). In multiple hypothesis testing contexts, some strategies are developed in the works of
Gopalan and Berry (1998), Scott (2009), Kim et al. (2009), Cipolli III et al. (2016), and Gutiérrez
et al. (2019).

A pioneer work that introduced a flexible model for ANOVA-type data was proposed by De Iorio
et al. (2004), where the authors rely on a dependent Dirichlet process. The model is flexible, offering
an easy interpretation and computational simplicity. Unfortunately, the model does not contemplate
hypothesis testing on main effects or interactions, which is the ANOVA’s ultimate purpose. A
similar proposal was developed by Gutiérrez et al., 2019, in which the model allows testing for
similarity of the distribution of a control group versus the distribution of several treatment regimes
based on Dirichlet processes with a spike-and-slab prior. However, testing for similarity instead of
equality makes the model difficult to tune and interpret, and its posterior sampler can suffer from
slow mixing. Furthermore, Gutiérrez et al., 2019’s proposal cannot be directly extended to more
than one factor.

An interesting approach to performing hypothesis testing consists of constructing a prior that
explicitly considers a departure from exchangeability, see for instance, Camerlenghi et al. (2019)
and Beraha et al. (2021). Such works were motivated by the well-known nested Dirichlet process
(Rodriguez et al., 2008). Other recent works, also inspired by Rodriguez et al. (2008), focus on
testing distributional differences across groups. For instance, Balocchi et al., 2021 developed a
nested hierarchical Dirichlet process model for spatial data that clusters areal units across multiple
levels of resolution simultaneously. Denti et al., 2021 presented mixtures of two-parameter Poisson-
Dirichlet processes for large-scale hypothesis testing. Franzolini et al., 2023 proposed symmetric
hierarchical Dirichlet processes for model selection, clustering, and outliers-detection in a multiple-
response framework. Lijoi et al., 2023 specified hidden hierarchical Dirichlet priors, which take
advantage of the cluster-sharing feature of the hierarchical Dirichlet process and the group-clustering
feature of the nested Dirichlet process. As an alternative to the Dirichlet process, Christensen and
Ma, 2020 considered hierarchical Pólya trees with intermediate forms of sharing information among
groups, which are between complete pooling and no sharing at all, by considering a hierarchical
prior among the different trees.

Here, we develop a Bayesian model to analyze data in the context of ANOVA. Our proposal is
appealing for three reasons. First, it is highly flexible, avoiding model misspecification. Second, our
model can recognize exchangeability between some treatment groups and the reference group with-
out wasting energy trying to recognize which treatment groups are exchangeable. Third, our general
construction allows us to analyze data with support in different sets Y (e.g., R, N, and {0, 1}). Our
methodology considers departures from exchangeability between some treatment groups and the
reference group. Such an aspect is appealing for two reasons: (1) it dramatically reduces the num-
ber of possible models, which is appealing in an ANOVA framework due to the reduced replication
sizes in some experiments, and (2) it is sufficient to test the hypotheses described in Section 3.2.
To go beyond such hypotheses, it is necessary to perform multiple comparisons, which, under our
approach, is not straightforward due to the dimension of the associated model space. See Section 3.2
for further details. The rest of the manuscript is organized as follows. Section 3.2 motivates and
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introduces the general model and details each component. Section 3.3 presents a Gibbs sampler
strategy for posterior inference. Section 3.4 shows particular cases of the general model. A Monte
Carlo simulation study is presented in Section 3.5. Applications to different datasets are analyzed
in Section 3.6. Some concluding remarks are provided in Section 3.7. Figures and Tables derived
from the Monte Carlo simulation study and some tables from the applications are included in the
Supplementary Material.

3.2 A BNP modeling for N-way ANOVA data

As in classical ANOVA models, we want to provide evidence in favor or against the following
hypotheses:

(I) HI
0k := Factor qk does not affect the distribution of y vs. HI

1k := Factor qk affects the distribu-
tion of y.

(II) HII
0kk′ := The interaction between qk and qk′ does not affect the distribution of y vs. HII

1kk′ :=
The interaction between qk and qk′ affects the distribution of y.

From now on, we will refer to (I) as main effects and (II) as interaction effects. Note that the
hypotheses in (II) refer to first-order interactions, but interactions between more than two factors
can also be considered. In order to provide a framework for testing such hypotheses, we start from
the following model:

(yi | xi, γxi
, F0, Fxi

) ∼ Lxi
:= γxi

Fxi
+ (1− γxi

)F0, (3.1)

where Lxi , F0 and Fxi are distribution functions and γxi is a binary variable. In model (3.1),
if xi = 0, then (yi | xi = 0, γ0) ∼ F0 for any value of γ0. On the other hand, if xi ̸= 0, then
(yi | xi, γxi

) can be generated from F0 or Fxi
according to the value of γxi

. In particular, if γxi
= 0,

then (yi | xi ̸= 0, γxi
= 0) ∼ F0, and if γxi

= 1, then (yi | xi ̸= 0, γxi
= 1) ∼ Fxi

. Here, F0 is the
distribution of the reference group, i.e., the experiment denoted by the N -tuple (1, . . . , 1). As in
the classical ANOVA model, the user can choose the reference group to facilitate the interpretation
according to the problem. For instance, in a clinical trial where some patients are treated with
different drug doses and some are untreated, the untreated patients are a natural choice for the
reference group. In an observational study, where factors like smoker status (yes or not) and physical
activity (yes or not) are investigated as protective of risk factors for a disease, the natural choice
for the reference group could be non-smoking patients who practice physical activity, which can be
identified as the healthy habits group.

In model (3.1), when xi = c and γc = 0, all the replicates yi of experiment c indexed by
elements in the set Ic := {i : xi = c} are merged to the replicates of the experiment 0 indexed by
I0 := {i : xi = 0}. In such a case, (yi | xi = 0, γ0 = 0) ∼ F0, and (yi | xi = c, γc = 0) ∼ F0,
as a consequence, the replicates of both experiments are exchangeable. In other words, our model
allows us to test for equality in distribution and not only for similarity. In synthesis, under model
(3.1), the distribution from which replication yi was generated is determined by the cell predictor
xi and the binary variable γxi . With this in mind, we define the group variable zi as the product
between xi and γxi

under the restriction that γ0 := 0,

zi = xiγxi =

{
xi if γxi

= 1,

0 if γxi
= 0.
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Using the group variable zi, model (3.1) can be rewritten as

(yi | zi, Fzi) ∼ Fzi . (3.2)

The key elements to decide how many distributions Fzi are needed to describe the data are
the binary variables γxi

, hereinafter denoted as γ = (γ1, . . . , γm−1)
⊤. In particular, the number of

different distributions is given by p = 1 +
∑m−1

c=1 γc. When γ = 0, the replicates of experiments
1 to m − 1 are merged to the replicates of experiment 0, and the model is able to reproduce
exchangeability in the data. In such a case, just the distribution F0 is needed to describe the data.
In summary, under model (3.1), some treatment groups may be exchangeable with the reference
group. However, if two treatment groups are not exchangeable with the reference, they will never
be exchangeable with each other, reducing the number of possible models. Such an attribute is a
sufficient condition for testing the general hypotheses in the context of ANOVA.

In model (3.1), the size of the model space is given by 2m−1. To answer more specific questions,
such as those related to multiple comparisons (in the spirit of the Tukey or Scheffe test), a model
space with size given by the Bell number ofm−1 is necessary. For instance, considering two factors,
each one with three levels, the number of cells is equal to m = 9, then the size of model space in
our setting is 28 = 256, while in a multiple comparison context, the model space is B8 = 4140.
Moreover, when Fzi is a parametric distribution, for instance, a normal distribution N(µzi , σ

2),
model (3.1) is just a Bayesian version of the classical ANOVA model, where γ = 0 is equivalent to
the hypothesis H0 : µ0 = µ1 = · · · = µm−1.

A first example of a model following the structure of (3.1) was proposed by Do et al. (2005) to
perform inference in differential gene expression. Here, the observations are modeled considering a
spike-and-slab distribution, i.e., a combination of the null and alternative hypotheses with binary
weights. In Do et al. (2005), the experiment distributions are modeled with independent Dirichlet
process mixtures, while here we consider a single-weights dependent Dirichlet process (DDP), which
borrows strength information across different experiments, being more appropriate for ANOVA
experiments with small replication sizes and especially for unbalanced designs. The single-weights
DDP is computationally convenient, mainly when p = m or close to m. In such situations, it is
necessary to learn from a considerable number of different distributions Fzi . As a final remark
of model (3.1), it is worth noting that regardless of the prior specification for Fc, if Fc and Fc′

differ only by a level of a single factor, then the borrowing of information is higher than if Fc

and Fc′ differ, for instance, in all the levels of a single factor. In the first case, more cells have a
common parameter, which is F0, and the model borrows information from such cells to learn from
the common parameter F0. In the second case, it is necessary to learn from more distributions.
Then, less information is shared.

The BNP literature presents other related works. For instance, Müller et al. (2004) proposed a
hierarchical mixture of DP motivated by the need to borrow strength across related studies (e.g.,
meta-analysis). This proposal allows dependence across experiments through weighted mixtures
of independent Dirichlet processes. MacLehose et al. (2007) introduced a nonparametric prior
specification for the logistic regression coefficients with large numbers of predictors. Lijoi et al.
(2008) tested the compatibility of clustering structures featured by samples taken from different
populations (problems of species sampling) using a two-parameter Poisson-Dirichlet process. Lijoi
et al. (2014b, 2014a) specified priors for the population distributions with a common component
using completely random measures.
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3.2.1 A mapping between γ and the hypotheses (I) and (II)

To provide evidence in favor or against the hypotheses (I) and (II), first, we have to define a
mapping between the elements of γ and the hypotheses. To find such mappings, observe that, for
any fixed k and k′, HI

1k and HII
1kk′ can be rewritten as

HI
1k : (∃c0 : Lc0 ̸= L0 ∧ qk(c0) ̸= 1),

HII
1kk′ : (∃c0 : Lc0 ̸= L0 ∧ qk(c0) ̸= 1 ∧ qk′(c0) ̸= 1),

respectively. But we already stated that, for any cell c0 ̸= 0, Lc0 ̸= L0 ⇔ γc0 = 1. Hence, we can
rewrite HI

1k and HII
1kk′ as

HI
1k : (∃c0 : γc0 = 1 ∧ qk(c0) ̸= 1),

HII
1kk′ : (∃c0 : γc0 = 1 ∧ qk(c0) ̸= 1 ∧ qk′(c0) ̸= 1),

respectively. As an illustration, consider a factorial experiment with 3 factors, 2 levels per factor,
and eight cell labels, as described in Table 3.1:

Cell label (c) q1(c) q2(c) q3(c)

0 1 1 1
1 1 1 2
2 1 2 1
3 1 2 2
4 2 1 1
5 2 1 2
6 2 2 1
7 2 2 2

Table 3.1: Factor levels for each cell label in a design with 3 factors and 2 levels per factor.

Then, the alternative hypothesis HI
11, that is, factor q1 affects the distribution of y is equivalent

to

HI
11 : (γ4 = 1 ∨ γ5 = 1 ∨ γ6 = 1 ∨ γ7 = 1),

while, the alternative hypothesis HII
1123, that is, the interaction among factors q1, q2 and q3 affects

the distribution of y is given by

HII
1123 : (γ7 = 1).

Once the mapping is defined, the testing of the hypotheses (I) and (II) is straightforward. In
particular, under a Bayesian approach, we reject HI

0k in favor of HI
1k if and only if

P (HI
1k | y1, . . . , yn) = P (∃c0 : γc0 = 1 ∧ qk(c0) ̸= 1 | y1, . . . , yn) > 1/2,

and we reject HII
0kk′ in favor of HII

1kk′ if and only if P (HII
1kk′ | y1:n) > 1/2, where

P (HII
1kk′ | y1:n) = P (∃c0 : γc0 = 1 ∧ qk(c0) ̸= 1 ∧ qk′(c0) ̸= 1 | y1:n)

Interaction effects among more than two factors can be tested using similar expressions. Model
(3.1) is quite general, and its ability to detect the effects of the factors or their interactions will
depend on the prior distribution on γ and F0, . . . , Fm−1.
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3.2.2 Prior specification for the binary vector γ

The definition of a prior distribution over the binary vector γ ∈ {0, 1}m∗
with m∗ := m−1 requires

a careful choice as the components of γ are key elements to test the hypotheses of interest. A
widely accepted philosophy is to favor more parsimonious models over those with a more significant

number of parameters. Specifically, let q =
∑m∗

c=1 γc be a measure of the size of model (3.1), i.e.,
the number of distributions Fc that are different from the distribution of the reference group F0.
A general form for the prior distribution over γ is given by

πm∗(γ) = πm∗(q)

(
m∗

q

)−1

. (3.3)

The prior distribution in (3.3) assigns the same probability to models of the same size (q). Such
a principle was proposed by George and McCulloch, 1993 and used later by Womack et al., 2015 to
define a prior distribution on a model space. Womack et al., 2015 proposed the following recursion
to define a prior distribution over γ as a function of q,

πm∗(q) = ρ




m∗−q∑

l=1

πm∗(q + l)

(
q + l

l

)

(
m∗

q

)−1

, (3.4)

where q ∈ {0, . . . ,m∗ − 1} and ρ > 0 is a known hyperparameter. The prior distribution in (3.4)
states that the probability of a model of size q must be a factor ρ of the probability of extracting
a model of undoubtedly higher size q + l. Then, more parsimonious models are more probably in
such prior. In particular, one has that πm∗(0) = ρ/(1 + ρ), which is the most probably model in
the model space. Womack et al., 2015 proved the Bayes factor consistency for a Bayesian sparse
regression model using the prior distribution in (3.4). Gutiérrez et al. (2019) used (3.4) to compare
the response of different levels of a treatment against a control group under a flexible BNP model.

3.2.3 Prior specification for the distribution F0, . . . , Fm−1

We propose the following BNP model for the distribution functions:

(Fc | Gc) =

∫
K(· | θc)dGc(θc),

(G0, . . . , Gm−1 | α) ∼ πDDP(α, P0), (3.5)

α ∼ Gamma(a, b),

where K(· | ·) is a kernel with support in the set Y, Gamma(a, b) denotes a Gamma distribution
with mean a/b, and G0, . . . , Gm−1 are discrete random probability measures, which are generated
from a dependent Dirichlet process (DDP). We propose the following structure for the DDP:

Gc =

∞∑

h=1

whδθch , wh = vh

h−1∏

ℓ=1

(1− vℓ), vh
iid∼ Beta(1, α), θch

iid∼ P0,

where wh are weights such that
∑∞

h=1 wh = 1 almost surely, δ is the Dirac measure, Beta(1, α)
denotes a Beta distribution, and P0 is the base measure of the Dirichlet process. Here, the weights
are computed with the stick-breaking construction (Sethuraman, 1994). In specification (3.5), the
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weights are common for all random distributions F0, . . . , Fm−1, while the atoms are different but
share the same base measure. The common weights allow us to borrow information and, at the
same time, to propose a general model, where just the kernel choice can change for data in different
supports. Another option is, for instance, to borrow information through some common atoms in
the kernel. Still, as we will see in Section 3.4.3, for binary response experiments, we will use the
Bernoulli kernel, which has only one parameter. In such a case, having some common and some
idiosyncratic atoms is impossible. The common weights borrow strength information across different
experiments, providing more robust estimations, which is especially useful in highly unbalanced
designs. In Section 3.6, we will discuss more about unbalanced designs. Such specification enjoys
full flexibility and is known in the literature as the single weights DDP model (Barrientos et al.,
2012; Bissiri & Ongaro, 2014).

Note also that in model (3.5), the number of different Gc depends on the group variable zi,
for instance, if zi = 0 for all i ∈ {1, . . . , n}, then all replicates of experiments 1 to experiment
m − 1 are merged to the replicates of experiment 0, as a consequence, G0 = G1 = · · · = Gm−1

and F0 = F1 = · · · = Fm−1. This last equality is also a consequence of the shared weights. When
F0 = F1 = · · · = Fm−1, our model is able to reproduce exchangeability in the data; if Fc ̸= F0 for
some values of c ∈ {1, . . . ,m− 1}, then the model reproduces partial exchangeability.

3.3 Posterior inference

Posterior inference for model (3.1) comes down to learning from the latent vector γ, which, using
the Bayes theorem, can be computed with

p(γ | y) = L(y | γ)π(γ)∑
γ∗∈{0,1}m∗ L(y | γ∗)π(γ∗)

,

where π(·) is the prior defined in (3.4) and L(y | γ) is the marginal likelihood function. Unfortu-
nately, it is not possible to marginalize the random distributions Fc, c = 0, . . . ,m − 1, from the
likelihood function, but we can consider a hierarchical representation of (3.5) to integrate out the
random measures Gc, c = 0, . . . ,m− 1, based on the marginal distribution of the Dirichlet process
via Polya urn schemes (Blackwell & MacQueen, 1973). To define the hierarchical representation,
first, consider that model (3.5) can be rewritten as an infinite mixture Fc =

∑∞
h=1 whK( · | θch).

Second, introducing allocations variables s1, . . . , sn and using the following equivalence:

yi ∼ K(yi | θch) ⇐⇒ zi = c and si = h, (3.6)

we are able to define the hierarchical representation. Equivalence (3.6) informs from which mixture
component and group was generated observation yi. The hierarchical representation is given by

(yi | zi = c, si = h)
ind∼ K(yi | θch), i ∈ {1, . . . , n}

θch | Gc
iid∼ Gc, (3.7)

Gc ∼ DDP(α, P0)

α ∼ Gamma(a, b).

Some important remarks about the representation (3.7) are (i) zi is a function of the known
discrete predictor xi and the latent binary variables γc, and (ii) the allocation variables si are a
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priori independent on the group variables zi. (iii) Under our dependent Dirichlet process prior
specification,

F0(·) =
∞∑

h=1

whK(· | θ0h) and Fxi
(·) =

∞∑

h=1

whK(· | θxih).

(iv) As the weights are common to all distributions, then to learn from w1, w2, . . ., the model uses
all the observations y1, . . . , yn borrowing information. (v) To learn from the atoms θ01, θ02, . . ., the
model uses the observations of the reference group and the observations indexed by the elements
of the set {i : xi ̸= 0 and γxi = 0}. To learn from the atoms θxi1, θxi2, . . ., the model uses the
observations indexed by the elements of the set {i : xi ̸= 0 and γxi = 1}. Considering remarks (i)
to (v), it is possible that observations yi and yi′ generated from F0 and Fxi′ could have associated
indicators si and si′ such that si = si′ or si ̸= si′ . Consequently, two observations can be generated
from different distributions but from the same cluster associated with different atoms or from
different clusters. Using (3.7) and conditioning on the allocations latent variables s, we have that
the conditional marginal likelihood is given by

L(y | γ, s) =
m−1∏

c=0

H∏

h=1

∫

Θ

∏

i∈Ich

K(yi | θ∗ch)dP0(θch), (3.8)

where Ich := {i : zi = c, si = h}, and θ∗c1, . . . , θ∗cH are the unique values among the θch’s.
In (3.8), the integral has an analytical solution for conjugate models, which will be the case

for the following sections. Considering the conditional marginal likelihood in (3.8), the posterior
inference simplifies to construct a Gibbs sampling for updating the parameters γ, α and the latent
variables s. We propose to use Algorithm 3.1.

Algorithm 3.1 Gibbs sampler

Initialize γ(0), α(0) and s(0).

Sample γ(r) from p(γ | y, α(r−1), s(r−1)) using a Metropolis-Hasting step with acceptance proba-
bility

min

[
p(γnew | y, α(r−1), s(r−1))

p(γold | y, α(r−1), s(r−1))
, 1

]
.

Draw α(r) from p(α | y,γ(r), s(r−1)) using the method in Escobar and West, 1995.

Sample s
(r)
i , i = 1, . . . , n from p(si | y,γ(r), α(r)) using Algorithm 3 in Neal, 2000.

Repeat steps 2-4 until reaching stationarity.

Step 2 in Algorithm 3.1 was proposed in the context of model selection for discrete graphical
models by Madigan et al. (1995) and described in detail on page 7 of Tadesse and Vannucci (2022).
Such an algorithm consists of movements that allow the exploration of the model space. In par-
ticular, the new model differs from the previously visited one by the inclusion and/or exclusion of
one or two variables at each step. The algorithm variations are (i) add-delete, which consists of
randomly picking one coordinate of γold change its value to produce the proposal γnew, and (ii)



CHAPTER 3. A BAYESIAN HYPOTHESIS TEST FOR N -WAY ANOVA 42

swap, which consists of drawing independently and at random a 0 and a 1 in γold and switch their
values to produce γnew. Specific expressions to compute the full conditional needed in Step 2 are
provided in Section 3.4 for each particular model.

Using the posterior samples {(γ(r), α(r), s(r))}Rr=1 from Algorithm 3.1 after a burn-in period,
we can approximate the posterior quantities of interests. In particular, the empirical distribution
of {γ(r)}Rr=1 can be used to compute the posterior probabilities of the hypothesis for main and

interaction effects. The marginal likelihood can be approximated with ̂L(y | γ) ≈ (1/R)
∑R

r=1 L(y |
γ, s(r)) and the Bayes factor between the hypotheses γ and γ∗ as BFγ,γ∗ ≈ ̂L(y | γ)/ ̂L(y | γ∗).

In addition to testing hypotheses of interest, our model allows us to estimate the predictive
distribution and visualize in which aspects of its distributions the experiments differ. Often, the
possible differences go beyond location, and the distributions may differ in scale or skewness. The
predictive density of a new observation yn+1 can be estimated with the posterior samples using

f(y)c ∝
H∑

h=1

nch

∫
K(y | θ∗ch)π(θ∗ch | y)dθ + α

∫
K(y | θ)dP0(θ), (3.9)

where nch =
∑n

l=1 I(zi = c, si = h).
Algorithm 3.1 was implemented in the R-package ANOVABNPTestR available here. The pack-

age provides the hypothesis tests of interest in factorial designs and the predictive densities or
probability mass function for the models described in the following section.

3.4 BNP N-way ANOVA modeling for responses in different
supports

This section presents our BNP model to analyze factorial experimental designs for response variables
in different supports.

3.4.1 Continuous responses

The classic and most common scenario is when Y := R. In this case, the natural choice for the
kernel K(y | θc) in model (3.5) is a Normal distribution N(y | µc, σ

2
c ). Letting λc = σ−2

c , the
conjugate choice for the base measure is the Normal-Gamma distribution, i.e.,

P0 = NG(µc, λc | µ0, λ0, a0, b0)

≡ N(µg | µ0, (λ0λc)
−1)Gamma(λc | a0, rate = b0),

for µ0 ∈ R, λ0 > 0, a0 > 0, and b0 > 0. Then, denoting the marginal likelihood of the observations
in the cluster h and group c as

p(yi : i ∈ Ich | s, z) =
∫

Θ

∏

i∈Ich

K(yi | θch)dP0(θch),

we have that

p(yi : i ∈ Ich | s, z) = (2π)−nch/2

(
λ0
λnch

)1/2(
ba0
0

b
anch
nch

)
Γ(anch

)

Γ(a0)
, (3.10)

https://igutierrezm.github.io/ANOVABNPTestR/
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where

λnch
= λ0 + nch,

anch
= a0 + nch/2,

bnch
= b0 +

1

2

∑

i∈Ich

(yi − ȳ)2 +
λ0nch(ȳ − µ0)

2

2(λ0 + nch)
.

Using (3.10) and the prior π(γ) described in Section 3.2.2, it is possible to compute the full
conditional distribution for Step 2 of the Algorithm 3.1. In this case, we have

p(γ | y, α, s) ∝ π(γ)
m−1∏

c=0

H∏

h=1

(
λ0

(2π)nchλnch

)1/2(
ba0
0

b
anch
nch

)
Γ(anch

)

Γ(a0)
. (3.11)

3.4.2 Counting responses

When Y := N, we are in the context of counting data. Sometimes, counting data is assumed to be
continuous, and then an ANOVA model is used. Such a strategy of analysis could induce wrong
conclusions. Here, we propose to use our general model after selecting an appropriate kernel. The
most natural choice for the kernel is a Poisson distribution. However, a Poisson mixture cannot
approximate and consistently estimate an under-dispersed distribution because the kernel has a
single parameter corresponding to both location and scale. Canale and Dunson (2011) proposed to
use nonparametric mixtures of rounded continuous kernels to build a flexible model. In particular,
they used an infinite mixture of Gaussian distributions to compute a flexible probability mass
function after defining a sequence of thresholds. Although the approach in Canale and Dunson
(2011) is flexible, it is not natural because the Gaussian kernel will localize a considerable proportion
of the mass in the negative real line, especially for highly under-dispersed data with many counts
concentrated at zero. A Gamma or a Weibull density is a more appropriate option in such cases.
However, such densities are not computationally convenient. Here, we use a Bernoulli-Poisson
distribution for the kernel, i.e., K(y | θg) := BerPoi(y | θg), such a choice probably, it is not more
flexible than the Canale and Dunson (2011) proposal, but it is an alternative kernel for count data
that keeps computational simplicity.

The Bernoulli-Poisson distribution, recently proposed in Bourguignon et al. (2022), is a distribu-
tion for counting data that can accommodate under-dispersion. Even though the Bernoulli-Poisson
distribution was created for under-dispersed data, when such distribution is used in the mixture
model (3.5), the resulting model can also accommodate over-dispersed data. A Bernoulli-Poisson
distribution corresponds to the distribution of the random variable Y = U +X, where U follows a
Bernoulli distribution with success probability ϕ and X is an independent variable that follows a
Poisson distribution with rate λ. The distribution of y, denoted as Y ∼ BerPoi(ϕ, λ) for 0 < ϕ < 1
and λ > 0, has probability mass function

P (Y = y) =

(
1− ϕ+

ϕy

λ

)
e−λλy

y!
, y = 0, 1, 2, . . . (3.12)

Under model (3.12), we have that E(Y ) = ϕ+λ, V (Y ) = ϕ(1−ϕ)+λ, and V (Y ) < E(Y ). The
Bernoulli-Poisson distribution has the following mixture representation

Y ∼ ϕSPo(1)(λ) + (1− ϕ)Po(λ), (3.13)
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where Po(·) denotes a Poisson distribution and SPo(1)(·) denotes a shifted Poisson distribution in
one unit. Assuming a base measure given by the product of a Beta and a Gamma distribution,
i.e., P0 := Beta(ϕg | α0, β0)Gamma(λg | a1, b1), and after defining the binary latent variables w =

(w1, . . . , wn), where wi
iid∼ Bernoulli(ϕ), the posterior inference is straightforward. In particular, a

three-step Gibbs algorithm to perform the inference of model (3.12) is given by:

(1) Draws α from a Beta distribution

(α | · · · ) ∼ Beta

(
α0 +

n∑

i=1

I(wi = 1), β0 +

n∑

i=1

I(wi = 0)

)
.

(2) Draws λ from a Gamma distribution

(λ | · · · ) ∼ Gamma

(
a1 +

n∑

i=1

(yi − wi), b1 + n

)
.

(3) Draws wi from

P (wi = 1 | · · · ) = αe−λλyi−1

αe−λλyi−1 + (1− α)e−λλyi/yi
.

Thus, the marginal likelihood for cluster h and group c conditional on w is given by

p(yi : i ∈ Ich | s, z,w) =
ba1
1 Γ (a1ch)

Γ(a1) (uch) (nch + b1)(a1ch)
, (3.14)

where

a1ch = a1 +
∑

i∈Ich
(yi − wi),

uch =
∏

i∈Ich
(yi − wi)!.

Combining the prior π(γ) with Equation (3.14), we have the full conditional for Step 2 of Algo-
rithm 3.1 given by

p(γ | y, α, s) ∝ π(γ)
m−1∏

c=0

H∏

h=1

ba1
1 Γ (a1ch)

Γ(a1) (uch) (nch + b1)(a1ch)
.

3.4.3 Binary responses

When Y := {0, 1}, the obvious choice for the kernel is a Bernoulli distribution, i.e., K(y | θc) :=
Bernoulli(y | θc). The conjugate prior for the Bernoulli kernel is the Beta distribution; thus, we
set the base measure as P0 := Beta(θc | a2, b2) for a2 > 0 and b2 > 0. In this case, the marginal
likelihood for cluster h and group c is given by

p(yi : i ∈ Ich | s, z) =
Γ (a2 + b2) Γ (a2ch) Γ (b2ch)

Γ(a2)Γ(b2)Γ(a2ch + b2ch)
, (3.15)
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where

a2ch = a2 +
∑

i∈Ich

yi,

b2ch = b2 +
∑

i∈Ich

(1− yi).

Here, the full conditional distribution for Step 2 of Algorithm 3.1 is given by

p(γ | y, α, s) ∝ π(γ)
m−1∏

c=0

H∏

h=1

Γ(a2 + b2)Γ (a2ch) Γ (b2ch)

Γ(a2)Γ(b2)Γ(a2ch + b2ch)
. (3.16)

3.5 Monte Carlo simulation study

This section presents extensive simulation studies to assess the behavior of our model to test the
hypotheses (I) and (II) (see Section 3.2). The section contemplates scenarios for the models
described in Sections 3.4.1, 3.4.2, and 3.4.3.

3.5.1 Simulations for continuous responses

For the model from Section 3.4.1 (i.e., Y := R), we explore six scenarios, where the first three
are detailed here, and the others are included in the Supplementary Material. In Scenario 1, the
assumptions of the classical N -way ANOVA model are accomplished. The responses are generated
from a Normal distribution, where the mean depends on the factors or interactions, and the variance
is constant. In Scenario 2, the responses are also generated from a Normal distribution, where the
mean depends on the factors or interactions. However, the variance is not constant, which is
known as the heteroscedasticity problem in ANOVA models. Finally, in Scenario 3, the factors and
interactions do not affect the location of the distribution of y, but such distributions are different.
For instance, they have a different scale or a different number of modes. Table 3.2 summarizes the
data generation scheme for the three scenarios.

Cell Scenario 1 Scenario 2 Scenario 3
(1, 1) N(0, 1) N(0, 1) N(0, 1)
(2, 1) N(1, 1) N(1, 4) N(0, 2)
(1, 2) N(−1, 1) N(−1, 9) 0.5N(−2, 0.52) + 0.5N(2, 0.52)
(2, 2) N(1.5, 1) N(1.5, 1.5) 0.5N(−1.5, 0.32) + 0.5N(1.5, 0.72)

Table 3.2: Data generating process for Scenarios 1-3.

We considered four replication sizes for each experiment described in Table 3.2, n1 = 6, n2 = 12,
n3 = 24, and n4 = 48. For each scenario and replication size, 100 datasets were generated, totaling
1200 datasets. For each dataset, we fitted the BNP N -way ANOVA model considering a burn-in
period of 2000 iterations and collecting 10,000 posterior samples of the quantities of interest. As
competitor models, we consider the classical ANOVA and the Scheirer-Ray-Hare test. For the
BNP model, the hyperparameters of the base measure were fixed at µ0 = 0, λ0 = 0.1, a0 = 2,
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and b0 = 0.5. These values lead to E(µc) = 0, V (µc) = σ2
c/0.1, E(λc) = 4, and V (λc) = 8,

such quantities are relatively uninformative, and they work well for standardized data, i.e., after
removing the overall mean and dividing by the overall standard deviation. The hyperparameters
of the concentration parameter of the Dirichlet process were fixed at a = 0.1 and b = 0.1, which
implies that E(α) = 1 and V (α) = 100. Finally, the hyperparameter ρ of the prior over γ was fixed
at 1, which implies that the most parsimonious model –a model in which neither main effects nor
interaction are relevant– has a prior probability equal to 1/2. We also tested ρ = 0.5 and ρ = 1.5,
but the conclusions were the same. We fixed the significance level for the classical tests at 0.05
and declared significant effects if the corresponding p-value was less than 0.05. For our model, we
reported a relevant main effect or interaction when the alternative hypothesis’s posterior probability
was greater than 0.5.

In all the scenarios of Table 3.2, factor q1, q2, and the interaction q1q2 are relevant, i.e., they
induce different distributions for the response variable y. Mathematically speaking, we have that

P (γ1 = 1) = P (γ2 = 1) = P (γ3 = 1) = 1.

So, if a test works well, the detection frequency in the 100 datasets has to be approaching the
value of 100 as the replication size increases. Table 3.3 summarizes the results of this study.

# reps Factor
Scenario 1 Scenario 2 Scenario 3

BNP AOV Scheirer BNP AOV Scheirer BNP AOV Scheirer
q1 65 27 0 58 17 4 39 5 6

6 q2 31 45 98 19 9 61 25 6 12
q1q2 62 42 17 35 18 9 20 7 6
q1 67 62 0 85 21 9 82 6 9

12 q2 52 68 100 54 21 84 63 4 5
q1q2 71 61 37 61 25 14 65 4 6
q1 88 95 3 99 39 3 100 4 10

24 q2 69 91 100 90 34 100 90 3 2
q1q2 89 95 84 92 50 29 99 7 8
q1 97 100 11 97 71 3 100 3 7

48 q2 98 100 100 95 72 100 92 2 5
q1q2 100 100 99 95 75 44 100 7 5

Table 3.3: Number of times in 100 datasets that each test detected the main effects or the effects of
the interactions for Scenarios 1-3. The abbreviations of the headers are BNP: BNP N -way ANOVA
test. AOV: Classical ANOVA. Scheirer: Scheirer-Ray-Hare test.

For Scenario 1 and all replication sizes, the BNP N -way ANOVA test detected the main and
interaction effects with high frequency. The ability to detect the effects increased as the number
of replications grew. As expected, the ANOVA consistently detected the main and interaction
effects. The Scheirer-Ray-Hare test detected the impact of factor q2 and the interaction with high
frequency, but it did frequently identify the effect of factor q1. For Scenario 2, the BNP model
shows similar performance compared to Scenario 1. As expected, the two classical tests show worse
performance than Scenario 1, which is more accentuated for smaller replication sizes. In Scenario
3, the BNP N -way ANOVA test outperforms the classical tests for all replication sizes. Figure 1
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of Supplementary Material shows the Monte Carlo mean of the predictive densities for Scenario 3.
As the replication size increases, the predictive density captures the true density quite well.

Based on the previous results, a natural question arises: how does the BNP N -way ANOVA test
behave when just some of the factors are relevant? In other words, how is the performance of the
test in detecting the null hypothesis and controlling the false discovery rate? We performed a similar
study to answer the question. All the details and results are in the Supplementary Material (Tables
1 and 2). In particular, we simulated Scenarios 4-6, where factors q1 and q2 affect the distribution
of y, but the interaction q1q2 does not. We follow a similar data-generating process: a scenario
where the ANOVA assumptions are accomplished (Scenario 4), a scenario with heteroscedasticity
(Scenario 5), and a scenario where the differences are not in location (Scenario 6). In Scenario
4, the BNP N -way ANOVA test is outperformed by the classical tests for the smaller replication
sizes, but it got a similar performance for the bigger replication sizes. Our model outperformed
the classical tests in Scenarios 5 and 6. Additionally, the BNP N -way ANOVA test showed good
control of the false discovery rate for all the scenarios. For instance, for the replication size 48,
the false discovery rate of the BNP N -way ANOVA test was 4%, 7%, and 5% for Scenarios 4 to 6,
respectively, while the ANOVA test obtained false discovery rates of 3%, 6%, and 9% for the same
scenarios.

Finally, to evaluate the performance of our model in scenarios where the data are simulated
from a misspecified setting, for instance, an asymmetric model, we generated Scenarios 7 to 12. In
particular, we follow the same logic of Scenarios 1 to 6, but instead of using a normal kernel, we
use a skew-normal kernel with location ξ, scale ν, and slant η. For all scenarios, we selected η = 2.
The data generated process for Scenarios 7 to 12 are in Supplementary Material Tables 3 and 4.
The results are presented in Tables 5 and 6 of the Supplementary Material. Our model outperforms
the classical tests in all scenarios, especially for the bigger replication sizes. Figures 7 to 12 of the
Supplementary Material show the Monte Carlo mean of the predictive densities for Scenarios 7 to
12.

3.5.2 Simulations for counting responses

For the model from Section 3.4.2 (i.e., Y := N), we considered two simulation scenarios. In both
scenarios, the main effects and interactions affect the distribution of y. In Scenario 1, we considered
under-dispersed counts, while in Scenario 2, we contemplated over-dispersed counts. Table 3.4
presents the precise data-generating process.

Cell Scenario 1 Scenario 2
(1, 1) BerPoi(0.5, 1) Po(6)
(2, 1) BerPoi(0.5, 3) 0.4Po(2) + 0.6Po(8.67)
(1, 2) BerPoi(0.5, 5) 0.75Po(3) + 0.25Po(15)
(2, 2) BerPoi(0.5, 7) 0.5Po(1) + 0.5Po(11)

Table 3.4: Data generating process for Scenarios 1 and 2.

We ran 100 Monte Carlo replications for each scenario described in Table 3.4. The hyperparam-
eters of the BNP model were fixed in this case at a = 2 and b = 0.1, which implies that E(α) = 20
and V (α) = 200. Thus, compared to the values used in Section 3.5.1, α has a bigger mean and a
bigger variance, translating into a more uninformative prior. We found that these hyperparameters
performed better for count and binary responses than those used in the examples for continuous
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responses. The hyperparameters of the base measure were fixed at α0 = β0 = 1.0, corresponding
to the Uniform prior for ϕ. The hyperparameter a1 was fixed at ȳ and b1 = 1, which implies that
λ was centered at the sample mean of the counts. Finally, ρ was fixed at 1. As competitors of our
model, we considered the Poisson and the Negative binomial regression. The results are displayed
in Table 3.5.

# reps Factor
Scenario 1 Scenario 2

BNP Po Reg NB Reg BNP Po Reg NB Reg

6
q1 29 97 97 2 24 7
q2 6 66 65 1 19 1
q1q2 58 19 18 5 31 12

12
q1 99 100 100 12 28 8
q2 69 91 90 2 19 3
q1q2 100 28 28 12 32 8

24
q1 100 100 100 93 26 3
q2 98 99 99 80 12 0
q1q2 100 65 64 92 31 3

48
q1 100 100 100 100 30 3
q2 100 100 100 99 13 0
q1q2 100 94 94 100 37 2

Table 3.5: Number of times in 100 datasets that each test detected the main effects or the effects
of the interactions for Scenarios 1 and 2. The abbreviations of the headers are: BNP: BNP N -way
ANOVA test. Po Reg: Poisson regression. NB Reg: Negative Binomial regression.

For Scenario 1, as the mean is different for each cell, the Poisson and Negative Binomial regres-
sion models could detect the main and interaction effects with reasonable accuracy, especially for
the small replication sizes. However, the BNP test outperforms the classical models for the bigger
sample sizes. For Scenario 2, the BNP test consistently detects the main and interaction effects as
the replication size increases. The classical models for counting data show a low performance for
any replication size.

3.5.3 Simulations for binary responses

For the model from Section 3.4.3, we study two simulation scenarios. In Scenario 1, the main effects
and interactions affect the distribution of y, while in Scenario 2, just the main effects affect the
response distribution. The data-generating process is described in Table 3.6.

Cell Scenario 1 Scenario 2
(1, 1) Bernoulli(0.05) Bernoulli(0.05)
(2, 1) Bernoulli(0.3) Bernoulli(0.3)
(1, 2) Bernoulli(0.65) Bernoulli(0.65)
(2, 2) Bernoulli(0.95) Bernoulli(0.05)

Table 3.6: Data generating process for Scenarios 1 and 2.

The hyperparameters for our BNP model were fixed at a = 2 and b = 0.1, which implies that
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E(α) = 20 and V (α) = 200, a2 = b2 = 1, such values leads to an uniform distribution for θ, and
ρ was fixed at 1. As competitor models, we considered the Logistic and Probit regression models.
We ran 100 Monte Carlo replications, which are summarized in Table 3.7.

# reps Factor
Scenario 1 Scenario 2

BNP Logit Probit BNP Logit Probit

6
q1 2 8 8 15 3 3
q2 0 0 0 0 2 2
q1q2 11 0 0 0 1 1

12
q1 73 44 44 81 42 42
q2 18 11 11 19 9 9
q1q2 97 0 0 0 17 17

24
q1 100 77 77 99 71 71
q2 76 48 57 72 45 51
q1q2 100 0 0 0 50 50

48
q1 100 90 90 100 94 94
q2 96 89 89 97 90 90
q1q2 100 0 1 0 82 82

Table 3.7: Number of times in 100 datasets that each test detected the main effects or the effects
of the interactions for Scenarios 1 and 2. The abbreviations of the headers are: BNP: BNP N -way
ANOVA test. Logit: Logistic regression. Probit: Probit regression.

Table 3.7 shows that as the replication size increases, the BNP N -way ANOVA test could
detect the correct model with high frequency in Scenario 1. The Logistic and Probit regressions
could identify the main effects but not the interaction. The BNP model also shows consistency
for Scenario 2. It detects the correct model with high frequency as the replication size increases.
On the other hand, the classical competing models noticed the main effects but also detected a
non-existent effect of the interaction.

3.6 Applications

We applied the model from Section 3.4.1 to a sample of individuals from the National Health
Survey of Chile in 2011. The survey has national representativeness and is applied every six years
to characterize the population’s health condition. In particular, we focused on a subsample of
n = 346 individuals with total cholesterol measurements. The factors of interest are the age, the
smoker status, and the physical activity. The age is denoted as: young (less than 30 years), adult
(30 to 60 years), and elderly (more than 60 years). Web Table 7 in the Supplementary Material
shows the sample sizes for each cell in this 3-way analysis. The design is highly unbalanced; thus,
we have to pay special attention to the choice of the sum of squares (SS) for the ANOVA model
(see Langsrud, 2003, for a discussion).

The total cholesterol values range from 93.7 mg/dL to 311.7 mg/dL, with a mean value of
193.3 mg/dL. The reference cell was fixed at (young, nonsmoker, no physical activity). Table 3.8
shows the results of the BNP 3-way analysis together with the ANOVA p-values for each factor and
interaction using different sum of squares.
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Factor Type I SS Type II SS Type III SS Posterior probability
Age < 0.001 < 0.001 < 0.001 0.967
Smoker 0.005 0.006 0.174 0.018
Physical activity 0.227 0.233 0.653 0.101
Age * Smoker 0.975 0.972 0.836 0.982
Age * Physical activity 0.234 0.203 0.674 0.732
Smoker * Physical activity 0.577 0.578 0.764 0.022
Age * Smoker * Physical activity 0.241 0.241 0.241 0.935

Table 3.8: Posterior probabilities for the main and interaction effects together with the p-values of
the ANOVA model using different sums of squares.

The ANOVA model detected just the main effects of the Age and Smoke. The BNP model as-
signed a high posterior probability –bigger than 0.5– to the main effect of Age, the interaction effect
of Age and Smoker status, the interaction between Age and Physical activity, and the interaction
among Age, Smoker status, and Physical activity.

Figure 3.2 shows the posterior predictive density for the relevant effects detected by the BNP
model. Each graph includes the predictive density of the reference cell, i.e., Cell 1 (young, non-
smoker, no physical activity). Figure 3.2 also shows that the differences go beyond location. For
instance, the interaction effect of Age and Smoke points out differences in the number of modes
and the asymmetry of the respective distributions. In particular, the distribution of the (elderly,
smoker, no physical activity) group shows a strong negative skew distribution, while the (adult,
smoker, no physical activity) group indicates two modes.

To illustrate the use of the counting model from Section 3.4.2, we selected the dataset reported
by Quine (1975). Such data contains the number of days absent from school during the school
year of Australian children. The factors of interest are Origin (aboriginal, non-aboriginal), Gender
(female, male), Grade (primary, first form, second form, third form), and Learning Group (slow
learner, average learner). The study design is a factorial with 2× 2× 4× 2 levels, totaling 32 cells.
Web Table 8 in the Supplementary Material shows the sample sizes for each cell. Again, the design
is highly unbalanced; thus, we must choose an appropriate sum of squares for the likelihood ratio
test associated with the classical methods (see Langsrud, 2003, for a discussion).

Table 3.9 shows the results of our BNP model, an ANOVA model, and the likelihood ratio test
derived from a Poisson regression with over-dispersion. For the ANOVA model, we used the R-
package car, which provides the function Anova. First, we fitted a linear model, including the main
effects and interactions. Then, we used the function Anova to compute likelihood ratio tests for the
main effects and interactions. Such tests were computed using a type III sum of squares, which is
more appropriate for unbalanced factorial designs. Although the ANOVA model is inappropriate
for counting data, we included it for comparison purposes and because it is a common practice. The
Poisson regression model was fitted with the function glm using the family quasipoisson. Then,
the likelihood ratio tests were performed using the function Anova with type III sum of squares.
The reference cell was fixed at (aboriginal, female, primary, slow learner) for all models. The three
methods reach the same conclusion: the interaction between the Grade and Learning Group is
relevant.

Figure 3.3 shows that the second form average learning group combination has a different pre-
dictive mass function compared to the other combinations of the same factors and the reference cell.
Specifically, the cell (aboriginal, female, second form, average learning) shows a bimodal probability
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Figure 3.2: Posterior predictive densities for the relevant effects. Cell 1: reference group. Cell 5:
adult, nonsmoker, no physical activity. Cell 9: elderly, nonsmoker, no physical activity. Cell 7:
adult, smoker, no physical activity. Cell 11: elderly, smoker, no physical activity. Cell 6: adult,
nonsmoker, physical activity; Cell 10: elderly, nonsmoker, physical activity. Cell 8: adult, smoker,
physical activity. Cell 12: elderly, smoker, physical activity.

mass function with a mean considerably greater than the other cells of the same factors.
Finally, in order to illustrate the use of the binary model from Section 3.4.3, we selected the

dataset seeds provided and analyzed in the SAS/STAT software, Version 9.4 of the SAS system for
Windows. Copyright ©2019, SAS Institute Inc. The seeds dataset contains the number of seeds
planted and the number of seeds germinated in a germination experiment. The experiment considers
a 2-way layout, where the factors are the cultivar of seeds and the soil conditions. In particular, the
study design is a 2×2 factorial, totaling 4 cells. The sample sizes for each cell (cultivar, soil) are
187 (0,0), 189 (0,1), 240 (1,0), and 290 (1,1). Table 3.10 summarizes the results of the 2-way BNP
model together with the results of a logistic regression considering an overdispersion parameter,
which is appealing for the dataset as suggested by the SAS help documentation example (SAS
Institute, 2019).

Our BNP ANOVA model assigned a high probability to the main effect of the soil and the
interaction between the cultivar and soil. The logistic model was unable to detect such interaction
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Factor ANOVA p-value Poisson Reg p-value Posterior probability
Origin 0.780 0.774 0.0582
Gender 0.377 0.323 0.004
Grade 0.573 0.330 0.009
Learning Group 0.242 0.127 0.001
Origin * Gender 0.704 0.349 0.000
Origin * Grade 0.998 0.997 0.002
Gender * Grade 0.158 0.092 0.057
Origin * Learning Group 0.262 0.142 0.050
Gender * Learning Group 0.444 0.325 0.001
Grade * Learning Group 0.037 0.012 1.000
Origin * Gender * Grade 0.868 0.726 0.000
Origin * Gender * Learning Group 0.881 0.938 0.000
Origin * Grade * Learning Group 0.247 0.170 0.019
Gender * Grade * Learning Group 0.474 0.242 0.121
Origin * Gender * Grade * Learning Group 0.611 0.714 0.112

Table 3.9: Posterior probabilities for the main and interaction effects together with the p-values of
an ANOVA and a Poisson regression.
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Figure 3.3: Posterior predictive density for the Grade and Learning Group interaction. Cell 1:
reference group. Cell 4: aboriginal, female, first form, average learning. Cell 6: aboriginal, female,
second form, average learning. Cell 8: aboriginal, female, third form, average learning.

as significant.
Figure 3.4 shows the posterior predictive mass function for the main and interaction effects.

The cell (0, 0) is the reference group. The main effect soil and the interaction between cultivar 1
and soil 1 show different proportions of germination compared to the reference cell. In particular,
the soil coded as 1 had a better germination proportion, followed by the interaction of cultivar 1
and soil level 1.
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Factor Logistic Reg p-value Posterior probability
Cultivar 0.529 0.344
Soil 0.049 1.000
Cultivar * Soil 0.927 0.987

Table 3.10: Posterior probabilities for the main and interaction effects together with the p-values
of the logistic regression.
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Figure 3.4: Posterior predictive pmf for the seeds germination example.

3.7 Discussion

We proposed a novel, general, and flexible model to investigate data in the analysis of variance
(ANOVA) framework. The proposed model is general enough to deal with data in different sup-
ports and is highly flexible, avoiding untenable assumptions. The model is able to accommodate
from partial exchangeability to exchangeability of the data. The proposal offers a straightforward
interpretation because the output corresponds to the probability that a main factor or interactions
between factors influence the distribution of the response. The posterior inference algorithm, which
enjoys computational simplicity, approximates the posterior predictive density. Such density allows
us to identify in which aspects the distributions differ.

In the BNP test, the mixture weights are common for all the cells; this attribute allows us
to borrow strength information across different experiments, providing more robust estimations,
mainly when the model is applied to unbalanced data. In this regard, the application of our model to
the cholesterol and the school attendance data illustrated that our approach deals with unbalanced
designs more naturally than the classical models, where the user must choose an appropriate sum
of squares to perform the tests.

We visualize an extension of the BNP test in the context of analysis of covariance (ANCOVA).
The ANCOVA models are the natural extension of the ANOVA models. In such models, the user is
interested in testing the effect of treatments after controlling the effect of other continuous variables
that are not of primary interest; such variables are sometimes referred to as confounders. Our model
could be extended to the ANCOVA context, including confounders in the common weights following,
such as the strategy proposed in Rigon and Durante (2021). Of course, such an extension has an
extra computational cost.

Other potential future work is to explore the behavior of our model for count data but using
more general priors than the Dirichlet process. For instance, analyze the use of the Pitman-Yor
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prior (Pitman & Yor, 1997) or the normalized generalized gamma process (Lijoi et al., 2014b) to
gain flexibility in the posterior distribution of the number of clusters as visualized by Canale and
De Blasi (2017). Such an extension is straightforward because our single-weight model can easily
adapt to data in different supports. A particular case of the Pitman-Yor as the stable process has
shown to be adequate for modeling heavy tail data (Ramirez et al., 2022). Comparisons between
the performance of the Bernoulli-Poisson and rounded continuous kernels could also be of interest.



Chapter 4

A Bayesian Granger causality test

4.1 Introduction

The vector autoregressive (VAR) process is a ubiquitous model in Macroeconomics (Sims, 1980).
Formally, a N -dimensional time series yt follows a VAR(p) process (VAR of order p) if yt =
c +

∑p
m=1 Amyt−m + ut, where c is an intercept vector, each Am is a coefficient matrix, and

ut represents a white noise vector with variance-covariance matrix Σ. In addition, if det(IN −∑p
m=1 Amz

m) ̸= 0 ∀ |z| ≤ 1, then this process is said to be stable. It can also be shown that a
stable VAR(p) is a weakly stationary process (Lütkepohl, 2005).

From a frequentist point of view, all model parameters can be estimated by ordinary least
squares, and such estimators are both consistent and asymptotically normally distributed (Lütke-
pohl, 2005). However, if the process is unstable, as the sample size T increases, the variance of√
T times α̂ ≡ vec(Â1, . . . , Âp), where each Âm is the least squares estimator of Am, converges

to a singular matrix. As a consequence, standard testing procedures (e.g., Wald test) for null hy-
potheses involving several elements of α̂ could be invalid (Toda & Phillips, 1993). Fortunately,
Toda and Yamamoto (1995) and Dolado and Lütkepohl (1996) showed that this problem can be
solved by augmenting the VAR order by 1. Saikkonen and Lütkepohl (1996) extended this last
result to infinite VAR models, and Bauer and Maynard (2012) extended it even further by allowing
local-to-unity parameters and long memory. However, no power guarantee comes from any of these
hypothesis testing procedures.

In a VAR framework, some of the most important hypotheses are those related to Granger
causality (Granger, 1969). Intuitively, a variable yt,1 Granger-cause another variable yt,2 if the
former variable helps to improve the predictions of the latter variable, where the quality of a
prediction is typically (but not necessarily) measured by its mean square error. Mathematically,
suppose that

yt =

[
yt,1
yt,2

]
=

p∑

m=1

[
am,11 am,12

am,21 am,22

] [
yt−m,1

yt−m,2

]
+

[
ut,1
ut,2

]
.

Then, yt,1 does not Granger-cause yt,2 if and only if am,21 = 0 for each m. Under standard
assumptions (in particular, Gaussian and conditionally homoskedastic errors), we can test this
hypothesis using a Wald test or a bootstrap procedure (Lütkepohl, 2005). However, the Gaussian
assumption is often inadequate.

55
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Given the occasional inadequacy of the parametric VAR assumptions, many frequentist Granger
causality tests have been proposed in recent decades. For instance, Hiemstra and Jones (1994), Bell
et al. (1996), and Su and White (2008) developed frequentist nonparametric Granger causality
tests for continuous bivariate time series. However, Diks and Panchenko (2005) observed that the
Hiemstra and Jones (1994) test can lead to severe over-rejecting under the true hypothesis of no
Granger causality. To mitigate this problem, Diks and Panchenko (2006) proposed modifying the
latter test. Still, their test only has asymptotic validity, and their flexibility comes at the cost of
their power. Pan et al. (2016) and Chen and Wang (2019) developed two tests focused on the
direction of change of the predicted variable. However, such methods are restricted to bivariate
time series and cannot generate predictions that internalize the uncertainty about the Granger
causality hypothesis. Hence, even the most flexible (frequentist) Granger causality tests available
in the literature are proposals for the bivariate case and rely on asymptotic theory.

From a Bayesian perspective, some recent papers have worked with VAR models. For instance,
George et al. (2008) introduced a Bayesian VAR model whose coefficients are modeled using contin-
uous spike-and-slab priors (George & McCulloch, 1993). However, their model cannot be directly
applied for testing Granger causality because a continuous spike-and-slab prior never truly removes
a variable from the model, and introduces hyperparameters that are hard to tune. There are also
Bayesian nonparametric (BNP) VAR models in the literature. For instance, Billio et al. (2016) and
Billio et al. (2019) modeled the conditional density of yt given Yt−1 := (y′

t−1, . . . ,y
′
t−p)

′ ∈ RNp, as
an infinite mixture based on a dependent Dirichlet process, while Kalli and Griffin (2018) used a
similar strategy but considering the joint density of yt and Yt−1. The models of Billio et al. (2016)
and Billio et al. (2019) also allow for sparse Am, but their focus is on shrinkage and predictive
performance, not Granger causality testing. In particular, these models shrinkage each cell of each
Am separately. In summary, Billio et al. (2016), Kalli and Griffin (2018), and Billio et al. (2019)
relax the parametric assumptions of the standard VAR model, but, to the best of our knowledge, no
work in the current BNP literature has developed a Granger causality hypothesis testing procedure.

This paper presents a new Bayesian hypothesis testing procedure for Granger causality that
circumvents all the problems mentioned in the last paragraphs. Firstly, our test explores the
Granger-causal relationships between N ≥ 2 time series flexibly by using a dependent Geometric
process (Fuentes-Garćıa et al., 2009). Secondly, our procedure does not waste effort testing the
relevance of each covariate. Instead, we assume that for any 1 ≤ i ̸= j ≤ N , all the channels over
which the j-th time series Granger-causes the i-th one can be turned off by setting a latent random
variable γij ∈ {0, 1} to zero. In this way, we can encode all Granger causal relationships in a single
binary matrix Γ := [γij ] ∈ {0, 1}N×N . In addition, our proposal takes advantage of the model
conjugacy properties, allowing us to marginalize several parameters and use more efficient samplers
in terms of speed and memory allocation. In particular, we provide a simple formula for updating
Γ in the context of a Gibbs sampler (Geman & Geman, 1984).

Our approach is closely related to the one used in Billio et al. (2019), in the sense that they
also propose a regularized BNP VAR model. However, Billio et al. (2019) regularize their model
using a Bayesian Lasso-type prior for the mixture atoms, sacrificing signal detection capability in
exchange for scalability and forecasting capacity. In contrast, we employ a discrete spike-and-slab
prior that is specifically designed for switching on/off the Granger causality relationships between
time series and endow these submodels with a prior that has the role of multiplicity correction. In
this way, we purposely sacrifice scalability and forecasting capacity in exchange for better signal
detection and multiplicity correction. In particular, our method is only intended for small VAR
systems (N ≪ T ).
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The rest of the paper is organized as follows. Section 4.2 introduces the BNP model for testing
Granger causality. In Section 4.3, we describe a posterior simulation algorithm for the key param-
eters of this model. In Section 4.4, we present the impulse response function and forecasting using
our model. In Sections 4.5 and 4.6, we compare the performance of our procedure with classic al-
ternatives using simulated and real data. Finally, we conclude with a discussion and some direction
for future work in Section 4.7.

4.2 Model specification

Consider a N -variate time series (TS) {yt}Tt=1, where yt = (yt,1, . . . , yt,N )′ with yt,i being the
observed value at time t for the i-th TS. We are interested in identifying the (Granger) cause-effect
relationship between these N TS. In other words, we want to know which hypotheses are best
supported by data from the set

H :=
{
HΓ : Γ := [γij ] ∈ {0, 1}N×N

}
,

where HΓ represents a model where the j-th TS (Granger) causes the i-th TS if and only if γij = 1.
For instance, if N = 2 and Γ = I2, then no TS Granger-causes the others (only themselves).
However, if

Γ =

[
1 0
1 1

]
,

then yt,1 Granger-causes yt,2 but not vice-versa. Therefore, our problem reduces to learn Γ. From
now on, we will call each Γ a hypothesis.

Under the Bayesian paradigm, we can make inferences about Γ by computing its posterior
distribution given by

P (Γ = Γ0 | y) =
L(y | Γ0)π0(Γ0)∑
Γ1
L(y | Γ1)π0(Γ1)

=

(∑
Γ1

B(Γ1,Γ0)
π0(Γ1)

π0(Γ0)

)−1

,

where L(y | Γ) denotes the marginal likelihood of the data y given the hypothesis Γ, π0(Γ) repre-
sents the prior probability of the hypothesis Γ, and B(Γ1,Γ0) is the so-called Bayes factor between
the hypotheses Γ1 and Γ0 (Jeffreys, 1935). Hence, the posterior probability of each hypothesis is
completely determined by the prior hypothesis distribution and the Bayes factors. Conceptually,
this approach offers many advantages over the frequentist approach, such as model complexity con-
trol from Bayes factors (Jefferys & Berger, 1992) and multiplicity correction (Scott & Berger, 2010;
Womack et al., 2015). However, from a practical point of view, this paradigm poses a big challenge.
Indeed, in order to compute P (Γ = Γ0 | y) reliably, we must model p(y | Γ) in a flexible way.
However, for all but the simplest models, p(Γ | y) cannot be analytically computed.

This section presents a simple model that overcomes the aforementioned challenge. The model
is flexible enough to allow deviations from the normality assumption, but we still can compute the
Bayes factors efficiently.

First, we specify a model for the responses. We employ a semi-parametric generalization of the
well-known VAR(p) model. Specifically, we use the following infinite mixture:

(yt | Yt−1,w,A,Σ) ∼
∞∑

k=1

wkN

(
ck +

p∑

m=1

Akmyt−m,Σk

)
, (4.1)



CHAPTER 4. A BAYESIAN GRANGER CAUSALITY TEST 58

where N represents a normal distribution, wk is the k-th mixture weight, and (Ak1, . . . ,Akp, ck,Σk)
is the k-th mixture atom. Note that this distribution does not depend on Γ. This is because our
strategy is to link the responses to the hypotheses through the prior distribution of A, but for now,
let us specify each model component separately.

4.2.1 Modeling the mixture weights

Using an infinite mixture can improve the flexibility of a given distribution (in our case, the normal
distribution used in the parametric VAR model). However, the mixture weights must be modeled
in a sensible way. Broadly speaking, the prior distribution for the weights should ensure a certain
degree of regularization and adaptability to complex patterns. Some processes with this property
are, for instance, the Dirichlet process (Ferguson, 1973) and the Pitman-Yor process (Pitman & Yor,
1997). We use the so-called Geometric process (Fuentes-Garćıa et al., 2009). Under this process,

wk =

∞∑

ℓ=k

q(ℓ)/ℓ,

where q(·) is a probability mass function over N0. This process is called geometric because, under
q(ℓ) = NegBin(2, p0), the k-th weight reduces to wk = p0(1 − p0)

k−1. Following De Blasi et
al. (2020), we set q(ℓ) as a Negative Binomial distribution (shifted one unit to the left) with
hyperparameters s0 and p0, i.e.,

q(ℓ) = NegBin(ℓ− 1 | s0, p0) =
(
ℓ+ s0 − 2

ℓ− 1

)
ps00 (1− p0)ℓ−1.

Given this choice, De Blasi et al. (2020) show that wk becomes

wk =
Γ(k + s0 − 1)

k!Γ(s0)
2F1(k + s0 − 1, 1, k + 1, 1− p0)

p−s0
0 (1− p0)1−k

,

where 2F1(·) is the Gaussian hypergeometric function.
The geometric process is an appealing alternative to other well-established priors for mixture

weights, such as the weights implied by the Pitman-Yor or Dirichlet processes, because its weights
are always decreasing. In contrast, the weights generated by the other processes are only decreasing
in mean (proof for Pitman-Yor’s case can be found in C.1). Because of this property, the Geomet-
ric process is less susceptible to the well-known label-switching problem (Mena & Walker, 2015).
Despite these foregoing appealing features, we mostly chose the Geometric process for its compu-
tational simplicity, and our testing procedure would have had similar properties if we had used a
Dirichlet process or a Pitman-Yor prior.

4.2.2 Modeling the mixture atoms

We model the mixture atoms in such a way that the j-th TS Granger-causes the i-th TS if and
only γij = 1. To do so, we endow the elements of each matrix Akm = [akm,ij ] with a (discrete)
spike-and-slab prior (Mitchell & Beauchamp, 1988), i.e.,

(akm,ij | γij) ∼ (1− γij)δ0 + γijN(0, σ2
0),
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where σ2
0 is a fixed hyperparameter. Note that each γij is shared across all atoms k and all lags

m. Hence, if γij = 0, then all the channels of association between yt,i and {yτ,j}τ<t are effectively
removed, i.e., the j-th TS will not Granger-cause the i-th TS. Alternatively, we could also use a
spike-and-slab Lasso prior (Billio et al., 2019) or a spike-and-slab group Lasso prior (Liquet et al.,
2017).

Finally, the other atom parameters, ck := (ck,i) and Σk, are modeled using the following
standard priors:

ck,i ∼ N(0, σ2
0),

Σk ∼ IW(S0, v0),

where S0 and v0 are hyperparameters of the inverse-Wishart distribution.

4.2.3 Modeling the hypotheses

A naive proposal that penalizes complex hypotheses is to assume that all γij ’s are i.i.d. with
common distribution Bernoulli(q). However, this prior specification does not impose the desired
penalty. Indeed, under this prior distribution, π0(0N×N ) converges to 0 as N →∞. We could allow
q to decline with N , as in Wilson et al. (2010) and Castillo et al. (2015), but it is not obvious how
to justify such dependence. Nevertheless, this prior has a desirable property: if two hypotheses Γ
and Γ′ induce the same number of different groups, then π0(Γ) = π0(Γ

′). Based on this property,
George et al. (2008) proposed to restrict the search to distributions satisfying such property, i.e.,

∥Γ∥1 = ∥Γ′∥1 ⇒ π0(Γ) = π0(Γ
′).

There are several distributions satisfying this condition. However, Womack et al. (2015) pro-
posed a fairly reasonable restriction that determines it:

π0(Γ) = ζ0
∑

Γ′:Γ≻Γ′

π0(Γ), ∀Γ ̸= 12×2, (4.2)

where Γ′ ≻ Γ if and only if Γ′ ̸= Γ and γ′ij ≥ γij for all 1 ≤ i, j ≤ N , and ζ0 ∈ (0,∞) is known.
In simple terms, this condition claims that the probability of a hypothesis Γ should be a factor ζ0
of the probability of drawing a hypothesis of unquestionably greater complexity. Incidentally, this
implies that π0(0N×N ) = ζ0/(1 + ζ0) and, for each k = 0, . . . , N2,

P (∥Γ∥1,1 = k) = ζ0

N2−k∑

l=1

P (∥Γ∥1,1 = k + 1)

(
k + l

k

)
.

Note that ({0, 1}N2

,≻) is a partially ordered set. To visualize this result, Figure 4.1 shows a
Hasse diagram for N = 2, alongside the prior probability of each hypothesis under the Womack
distribution with ζ0 = 1. As expected, after defining 12 = (1, 1)′, e1 = (1, 0)′ and e2 = (0, 1)′, we
observe that π0([12, e2]) = π0([12, 12]), because [12, 12] is the only hypothesis more complex than
[12, e2]. On the other hand, there are three hypotheses more complex than [e1, e2]: [12, e2], [e1, 12]
and [12, 12]. Therefore, π0([e1, e2]) = π0([12, e2]) + π0([e1, 12]) + π0([12, 12]). In addition, given any
hypotheses Γ′ and Γ, it can be proved that Γ′ ≻ Γ if and only if there is a directed path from Γ′

to Γ. As some hypotheses are not connected by directed paths, they are incomparable.
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Figure 4.1: Hasse diagram for the partially ordered set ({0, 1}2×2,≻), alongside the probability of
each node (in our context, hypothesis) under the Womack distribution with ζ0 = 1 (blue color).

4.2.4 An equivalent hierarchical representation

The infinite mixture (4.1) is useful for pedagogical purposes. However, it is not very useful for
computations. Fortunately, De Blasi et al. (2020) showed that any mixture model with weights
generated by a Geometric process has a simple hierarchical representation that, for our model, is
given by

(yt | Yt−1,A,Σ,Γ,d) ∼ N(cdt
+
∑p

m=1Adtmyt−m,Σdt
),

(dt | rt) ∼ U(1, rt),

(rt − 1) ∼ NegBin(s0, p0),

(4.3)

where U(1, rt) represents a discrete uniform distribution from 1 to rt, and dt plays the role of a
cluster label for the t-th observation, whereas rt can be interpreted as an upper bound the cluster
IDs to which the t-th observation is allowed to belong. The usefulness of this representation will be
self-evident in the next section; for now, observe that conditionally on d and r, the model becomes
finite-dimensional, making the posterior inference computationally feasible.

One drawback of the hierarchical representation (4.3) is that its first equation does not have
the usual regression form. Hence, we cannot compute the posterior distribution of the slopes
using standard formulas, not even conditionally on d and r. Fortunately, there is a well-known
re-parametrization that solves this problem. To explain this trick, observe first that the expression



CHAPTER 4. A BAYESIAN GRANGER CAUSALITY TEST 61

ck +
∑p

m=1 Akmyt−m can always be rewritten as

ck +

p∑

m=1

Akmyt−m = B′
kx

′
t,

where

xt := (1,y′
t−1, . . . ,y

′
t−p),

Bk := [ck,Ak1, . . . ,Akp]
′.

For any conformable matrices A, B, C, and vector d:

vec(ABC) = (C ′ ⊗A)vec(B),

vec(d) = vec(d′) = d,

where vec(·) is the vec operator and ⊗ represents the Kronecker product (Lütkepohl, 2005). Hence,
if we apply these identities to B′

kx
′
t, we obtain the following regression-like expression:

B′
kx

′
t = vec(B′

kx
′
t) = vec(xtBk) = vec(xtBkIN ) = Xtβk,

where

Xt = IN ⊗ xt,

βk = vec(Bk).

However, as discussed in Section 4.2.2, some elements of βk will be exactly zero, depending on
the value of Γ. Hence, we can simplify our Xtβk to XtΓβkΓ, where XtΓ and βkΓ are sub-blocks
of Xt and βk, respectively, related to ck or those akm,ij with γij = 1. In summary, our model can
be written as:

(yt | Yt−1,β,Σ,Γ,d) ∼ N(XtΓβdtΓ,Σdt
),

(dt | rt) ∼ U(1, rt),

(rt − 1) ∼ NegBin(s0, p0),

Σk ∼ IW(S0, v0),

(βkΓ | Γ) ∼ N(0, σ2
0I),

Γ ∼ π0(·),

where t = 1, . . . , T , k ∈ N, and π0(·) is defined as in (4.2).

4.3 Posterior inference

To draw from p(Γ | y), we propose a Gibbs sampler with three blocks:

� Update (d, r) using known formulas described in De Blasi et al. (2020):

p(dt | ·) ∝ I(1 ≤ dt ≤ rt)N(yt |XtΓβdtΓ,Σdt),

p(rt | ·) ∝ NegBin(rt | s0 − 1, p0)I(rt ≥ dt).
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� Update {(βkΓ,Σk) : k ≤ maximum(r)} using known formulas for VAR:

(βkΓ | y,Σ,Γ) ∼ N(m1k(Γ),Ω1k(Γ)),

(Σk | y,β,Γ) ∼ IW(S1k(Γ), v1k(Γ)),

where

v1k(Γ) = v0 +#{t : dt = k},
S1k(Γ) = S0 +

∑
t:dt=k(yt −Xt,ΓβkΓ)(yt −Xt,ΓβkΓ)

′,

Ω1k(Γ) = (I/σ2
0 +

∑
t:dt=kX

′
tΓΣ

−1
k XtΓ)

−1,

m1k(Γ) = Ω1k(Γ)
∑

t:dt=kX
′
tΓΣ

−1
k yt.

� Update one randomly chosen element of Γ using a Metropolis-Hastings algorithm:

1. Select a random tuple (i, j).

2. Propose a new value for γij , γnew,ij := 1− γold,ij .
3. Accept the proposal with probability min{1, α(Γold,Γnew)}, where

α(Γold,Γnew) =
P (Γ = Γnew | ·)
P (Γ = Γold | ·)

.

This updating scheme for Γ is known as stochastic search MCMC (Tadesse & Vannucci, 2022).
It is feasible only if (i) we can draw samples from the truncated Negative-Binomial distribution
p(ri | ·) and (ii) compute P (Γ = Γnew | ·) efficiently. Both (i) and (ii) are satisfied here. De Blasi
et al. (2020) developed an efficient algorithm for drawing samples from p(ri | ·), and we show in
C.2 that

α(·) = π0(Γnew)

π0(Γold)

∏

k∈A

σ
∥Γold∥1,1

0

σ
∥Γnew∥1,1

0

|Λ1k(Γold)|
|Λ1k(Γnew)|

exp{∥η1k(Γnew)∥22/2}
exp{∥η1k(Γold)∥22/2}

,

where A := {d1, . . . , dT }, η1k(Γ) := Λ1k(Γnew)m1k(Γnew), and Λ1k(Γ) is the upper Cholesky
factor of Ω1k(Γ)

−1.

4.4 Impulse response function

In the parametric VAR(p) model, yt = c +
∑p

m=1 Amyt−m + ϵt, the (h-steps ahead) impulse
response function (IRF) is defined as Ch = ∂yt+h/∂ϵ

′
t (Lütkepohl, 2005), where

C =




A1 . . . Ap−1 Ap

IN . . . 0N 0N

...
. . .

...
...

0N . . . IN 0N


 .

A similar (but more general) expression exists for our model. First, rewrite the first equation
in (4.3) as

yt = cdt +
∑p

m=1Adtmyt−m + ϵt, ϵt
ind∼ N(0,Σdt).
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Then, we can rewrite this as

zt = Cdt
zt−1 + J ′cdt

+ J ′ϵt,

where

zt = [y′
t, . . . ,y

′
t−p+1]

′,

J = [IN ,ON×N , . . . ,ON×N ],

Cdt
=




Adt1 . . . Adtp−1 Adtp

IN . . . 0N 0N

...
. . .

...
...

0N . . . IN 0N


 .

Applying this equation recursively, starting for t+ h, we find that

zt+h = Dhzt−1 + J ′(cdt+h
+ ϵt+h) +

∑h
τ=1Dτ−1J

′(cdt+h−τ
+ ϵt+h−τ ), (4.4)

where

Dτ = Cdt+h
· · · Cdt+h−τ

.

Then,

∂zt+h/∂ϵ
′
t = Dh−1J

′.

Extracting the first N rows from this matrix for each fixed h, we obtain Φh := ∂yt+h/∂ϵ
′
t =

JDh−1J
′, which is the h-steps ahead IRF, as defined above. Note that, during our Gibbs sampler,

we can easily simulate (dt+1, . . . , dt+h) (even for t = T ) and as many atoms as we want. Hence, we
can also simulate Dh alongside Γ using our Gibbs sampler.

4.4.1 Forecasting

In this section, we show how to compute the posterior predictive distribution of a h-periods ahead
observation. First, (4.4) can be rewritten as

zt+h = Dh−1zt + J ′(cdt+h
+ ϵt+h) +

∑h−1
τ=1Dτ−1J

′(cdt+h−τ
+ ϵt+h−τ ),

with zt and Dτ defined as before. Premultiplying both sides of this equation by J (which amounts
to extract the first N rows of this system), we obtain

yt+h = JDh−1zt + cdt+h
+ ϵt+h +

∑h−1
τ=1Φτ (cdt+h−τ

+ ϵt+h−τ ).

Hence,

(yt+h | yt, . . .) ∼ N(mt+h|t,Vt+h|t), (4.5)

where

mt+h|t := E[yt+h | yt, . . .] = JDh−1zt + cdt+h
+
∑h−1

τ=1Φτcdt+h−τ
,

Vt+h|t := V [yt+h | yt, . . .] = Ωdt+h
+
∑h−1

τ=1ΦτΩdt+h−τ
Φ′

τ .
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Note that (4.5) is the posterior distribution of the h-periods ahead observation yt+h given
the data and the model parameters. However, if we simulate yt+h at the end of each Gibbs
sampler iteration with appropriate warm-up and thinning parameters, we will obtain a sample
from (approximately) p(yt+h | yt). Using this sample, we can approximate the posterior mean and
any desired credible interval for yt+h.

4.5 Simulations

To illustrate the effectiveness of our Bayesian hypothesis testing procedure, we run a Monte Carlo
experiment. First, consider the following mixture:

(yt | yt−1) ∼
3

10
N(c+A1yt−1,Σ) +

7

10
N(c+A2yt−1,Σ), t = 3, . . . , 100,

where c = 13/2, Σ = I3/2, and

A1 =
1

10




7 −5 0
0 7 0
−5 0 7


 , A2 = − 1

10




7 −5 0
0 7 0
−5 0 7


 ,

Note that (a) the underlying data-generating process (DGP) is stationary, and (b) the only
Granger-causal relationships (between different variables) are yt,2 → yt,1 and yt,1 → yt,3. However,
only a part of these strong cause-effect relationships is visible through E[yt | yt−1]. Hence, we
should expect that our test would generally outperform the standard F -test.

In order to verify the superiority of our test under this setting, we proceed as follows. First,
we simulate 100 datasets (Monte Carlo samples) from the aforementioned DGP. Next, for each
p ∈ {1, 2}, we perform each possible (bivariate) Granger causality test using our method and
a classical F -test, considering p lags in each testing procedure (we considered two values for p
because, in practice, we never know the right number of lags). Finally, we count how many times
each test gave the right answer. Figures 4.2 and 4.3 show the results.

As expected, both testing procedures perform better when the employed number of lags matches
the true number of relevant lags in DGP. However, for each fixed p, our procedure is consistently
better than the classical F -test. When p = 1, our test almost always gave the right answers.

In addition to its ability to uncover the true Granger cause-effect relationships, our procedure
also does a good job recovering the true IRF of the process. Indeed, Figure 4.4 shows the fitted
IRF for the first simulated dataset of our previous example, along with its 90% credible band and
the true IRF function. As you can see, the fitted IRF is always close to its true value, and the true
value is almost always inside the credible band, as to be expected.

Finally, we also note that our model does a good job recovering the true predictive pdf for the
horizons. Indeed, Figure 4.5 shows the fitted and the true h-steps ahead response distribution for
the first simulated dataset of our previous example, for several values of h. As you can see, the fitted
predictive density is always close to its true value, and both densities become less concentrated as
the time horizon increases, as to be expected.

4.6 Application

We investigated the potential Granger cause-effect relationships between each pair of TS in a classic
three-dimensional economic system already studied by Lütkepohl (2005). The system consists of
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Figure 4.2: Rejection frequency of each bivariate Granger-causality test, computed using the 100
simulated datasets described in Section 4.5, using a classical F -test. Two numbers of lags are
considered: p = 1, 2.

Figure 4.3: Rejection frequency of each bivariate Granger-causality test, computed using the 100
simulated datasets described in Section 4.5, using our BNP test. Two numbers of lags are considered:
p = 1, 2.

the log differences of the quarterly (seasonally adjusted) West German fixed investment (yt,1),
disposable income (yt,2), and consumption expenditures (yt,3) from the 1st quarter of 1960 to the
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Figure 4.4: Fitted vs true IRF for the first simulated dataset in the Monte Carlo experiment, along
with its 90% credible band.

Figure 4.5: Fitted vs true h-steps ahead (univariate) distribution for the first simulated dataset in
the Monte Carlo experiment, by variable (rows) and horizon (columns).

4th quarter of 1982. We consider two approaches: the classic Wald test and our method. In
each case, we considered p = 2, 4. Figure 4.6 shows the p-value associated with the Wald test for
non-Granger causality between each pair of TS.

In Figure 4.6, some Granger cause-effect relationships are significant (at a significance level of
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Figure 4.6: P -value associated with the Wald test for non-Granger causality between each pair of
TS, for p = 2 and p = 4 lags. For simplicity, it was assumed that all TS Granger-caused themselves.

10%) for p = 2 but not for p = 4. One possible explanation is that the latter model involves a
much larger number of parameters, which makes each cause-effect relationship noisier. Figure 4.7
shows the posterior probability associated with the existence of a cause-effect relationship between
each pair of TS using our method. In sharp contrast with the standard method, the posterior
probabilities are very stable across different values of p. This is due to multiplicity correction
applied by our prior distribution over the hypotheses. In fact, after analyzing this data, Lütkepohl,
2005 concluded that very few interactions were significant precisely; there were a high number of
free parameters.

Note that our procedure not only allows us to test which Granger cause-effect relationships are
individually probable but also to test which exact combination of Granger cause-effect relationships
are jointly the most probable. To illustrate this point, suppose we want to know which combination
of TS is Granger causing the investment. We can answer that question by computing the posterior
joint probability of income causing investment and consumption causing investment, which is also
encoded in the posterior distribution of γ. Figure 4.8 shows the results for p = 2, 4, in which there
is a very high probability that both TS are Granger causing investment, no matter the value of p.

To conclude this section, we show the impulse response functions, computed as discussed in
Section 4.4, for up to 16-periods ahead of our last observation. Figure 4.9 summarizes the results.
As you can see, the IRFs are virtually zero for each subpanel where the Granger-causality hypothesis
is strongly rejected. For the other panels, the shocks slowly vanish, as to be expected. Note that,
due to the very nature of our model, the IRFs are less smooth than the typical IRFs computed
under normality, but they are still smooth enough for any practical purpose.
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Figure 4.7: Posterior probability of each possible Granger causal relationship among the three TS
of our example, for p = 2 and p = 4 lags. For simplicity, it was assumed that all TS Granger-caused
themselves.

Figure 4.8: Joint posterior distribution of income causing investment and consumption causing
investment, for p = 2 and p = 4. For simplicity, it was assumed that all TS Granger-caused
themselves.
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Figure 4.9: Impulse response function for each pair of variables in the applied example described
in Section 4.6. To preserve space, we only plot the case p = 4, but we find similar results for p = 2.

4.7 Discussion

We proposed a new Bayesian nonparametric hypothesis testing procedure for Granger causality in
a multivariate time series framework. We have shown that our test can detect Granger causality in
settings where the standard Granger causality F -test cannot. Compared to frequentist approaches,
our proposal applies a multiplicity correction in a more principled way through Womack’s prior,
and in comparison to other Bayesian time series models, our approach is explicitly designed to test
Granger causality, reducing the number of plausible hypotheses compared to other sparse VAR
models. Indeed, the hypotheses space of our model is smaller than the underlying hypotheses
spaces in the models of George et al. (2008) or Billio et al. (2019) since we only introduce one
binary variable per pair of time series. We remark, however, that our procedure only explores the
existence (or absence) of Granger-causal relationships, not the specific channels over which these
relationships manifest themselves.

Our methodology also opens up directions for future improvements. From the computational
point of view, we could improve our Gibbs sampling in two ways. Firstly, we could update Γ using
a Metropolis-Hastings step with an informed proposal, as in Zanella (2020) and Zhou et al. (2022).
This improvement could be especially relevant when the number of groups is large. Secondly, we
could improve the Gibbs sampler step associated with each βkΓ using the method described in
Carriero et al. (2016), which can reduce the computational cost from O(N6) to O(N4). Moreover,
from a theoretical point of view, we could enrich our model by introducing covariates and (possibly)
a feature selection mechanism. Such modification would not modify the main structure of our Gibbs
sampler, but it would require a new (more general) prior for the hypothesis vector.



Chapter 5

A model selection procedure for
Bayesian nonparametric regression

5.1 Introduction

There is a growing interest in Bayesian nonparametric regression models due to their flexibility.
Recent applications include different areas such as medicine (Antoniano-Villalobos et al., 2014),
finance (Virbickaitė et al., 2016), macroeconomics (Kalli & Griffin, 2018), and ecology (Diana et
al., 2020). Most of these models assume that

(yi|xi, Fxi)
ind∼ Fxi , i = 1, . . . , N, (5.1)

where yi ∈ Y ⊆ RD and xi := (xi1, . . . , xiK) ∈ X ⊆ RK are, respectively, the outcome and
the design vector associated with the ith observation, and Fxi

is an unknown distribution with
probability density function (pdf) f(·|xi). For the sake of the exposition, we will focus on the case
where Y = R, so we can replace yi by yi and assume that f(·|xi) is a univariate pdf on R. However,
the methods discussed below are equally applicable to more general settings.

To implement formal Bayesian inference, we must assign a prior distribution to f(·|·). Bayesian
nonparametric (BNP) density regression models – also called fully nonparametric regression models
– endow f(·|·) with a flexible prior, without committing to any specific parametric density family.
For this purpose, the most popular approach is to represent f(·|·) as an infinite mixture of gaussian
densities. In particular,

f(yi|xi) =

∞∑

j=1

wj(xi)N(yi|x′
ibj , 1/τj), (5.2)

where N(yi|x′
ibj , 1/τj) is the pdf at yi of a normal distribution with mean x′

ibj and precision τj ,
(bj , τj)j∈N is a latent iid sequence of atoms, and each (wj(xi))j∈N is a latent sequence of weights.
This mixture can be extremely flexible, provided that the atoms and the weights are modeled in
a sensible way. At the very least, the weights should be constructed in such a way that, for each
x ∈ X , the prior of the distribution induced by F (·|x) has full (weak) support. A sufficient condition

70
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for this (pointwise) full support property is that P (maxj wj(x) < ϵ) > 0 for each x ∈ X and ϵ > 0
(see Bissiri & Ongaro, 2014, Corollary 3).

Of course, the weights must have a relatively simple structure for the model to be tractable. To
this end, the very popular stick-breaking representation can be used, namely

wj(xi) = vj(xi)

j−1∏

l=1

(1− vl(xi)),

where (vj(xi))j∈N is a latent sequence on [0, 1]. Popular models following this approach include
the probit stick breaking process (PSBP) (Rodŕıguez & Dunson, 2011), the logit stick-breaking pro-
cess (Rigon & Durante, 2021), and the models introduced by Griffin and Steel (2006), Dunson
and Park (2008), Ren et al. (2011), and Antoniano-Villalobos et al. (2014). The PSBP and LSBP
models are particularly appealing as they can perform model selection in a simple way. How-
ever, they suffer from the so-called label-switching problem, which means that the latent sequence
((wj(xi), bj , τj))j∈N can be permuted without affecting the model, leading to a posterior with mul-
tiple modes. This problem degrades the mixing of most Markov chain Monte Carlo (MCMC)
samplers because they have to explore different and possibly distant regions of the parameter space
(Papaspiliopoulos & Roberts, 2008).

The label switching problem associated with the stick-breaking process has motivated alterna-
tive models for the weights. One such alternative is the one proposed by Fuentes-Garćıa et al.,
2009, sometimes referred to as the (dependent) geometric stick-breaking process (DGSBP) (see, for
example, De Blasi et al., 2020). This model assumes that, after the introduction of a convenient
latent vector r := (r1, . . . , rN ) ∈ NN , the regression model can be written as

yi | ri, b, τ ind∼
ri∑

j=1

N(x′
ibj , 1/τj)/ri,

ri | xi, Q(· | xi)
ind∼ Qxi ,

(5.3)

where Qxi
is a distribution with support on N := {1, 2, . . .} and probability mass function (pmf)

q(· | xi). Marginalizing ri from (5.3), we recover the infinite mixture (5.2) with weights

wj(xi) =

∞∑

l=j

q(l | xi)/l,

which are always decreasing in j. Therefore, the sequence ((wj(xi), bj , τj))j∈N cannot be permuted
and the label switching problem is alleviated, which improves the identifiability of the model (Mena
& Walker, 2015). Note also that, under model (5.3), maxj wj(xi) = w1(xi) for any xi ∈ X . Hence,
the DGSBP model will always satisfy Bissiri and Ongaro’s conditions for any fixed xi ∈ X , as long
as each Qxi

is almost surely supported on N.
In their proposal, Fuentes-Garćıa et al. (2009) assumed that q(· | xi) is given by a shifted

negative binomial distribution with support in N. Specifically,

q(j|xi) := NegBin(j − 1|s0, ψ(xi)), ∀j ∈ N.

where NegBin(k|s, p) is the pmf of a Negative binomial distribution with mean s(1−p)/p at k. The
parameter s0 is fixed at 2 and represents the number of failures until the experiment is stopped.
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The success probability in each experiment ψ(xi) is dependent of the predictors assuming that
logit(ψ(·)) is a latent function following a Gaussian process. With this choice, the large (pointwise)
support property is ensured, and ri becomes easy to update in the context of a Gibbs sampler.
However, the decay rate of the weights can be too fast for applications with a large number of
relevant components. In addition, the posterior inference can be difficult and time-consuming due
to the latent Gaussian process, making Bayesian model selection intractable.

This chapter demonstrates that if ψ(·) is modeled more simply, then the DGSBP model can
efficiently handle variable selection without losing its appealing decreasing weight property. In
particular, we show that if simplify ψ(xi) to ψ(xi) = φ(x⊤

i β) = logit−1(−x⊤
i β), then we can update

ψ(xi) in a much more efficient way exploiting the Polya-Gamma data augmentation introduced by
Polson et al. (2013), and can accommodate Bayesian model selection in a relatively straightforward
way using a Dirac spike-and-slab prior (Mitchell & Beauchamp, 1988). In addition, we show how
to update s0 (s from now on), in the context of a Gibbs sampler, exploiting the Chinese restaurant
table data augmentation introduced by Zhou and Carin (2015).

The rest of the manuscript is organized as follows. Section 5.2 introduces our modified DGSBP
model. Section 5.3 describes how to implement posterior inference using a Gibbs sampler. Sec-
tion 5.4 how our model can accomodate censored observation and thus be used for survival re-
gression. Section 5.5 compares our method with common parametric model selection alternatives
through a simulation experiment. Finally, Section 5.6 concludes with a discussion and directions
for future work.

5.2 Model specification

Consider a sample {(yi,xi)}Ni=1, where yi ∈ R is the outcome for the ith observation and xi :=
(xi1, . . . , xiK) ∈ X ⊆ RK is the associated design vector. We propose the following DGSBP model:

(yi|b, τ , ri,xi)
ind∼ ∑ri

j=1N(x′
ibj , 1/τj)/ri,

(ri − 1|β, s,xi)
ind∼ NegBin(s, φ(x⊤

i β)),

(βk|γk) ind∼ γkN(0, 1/κβ0) + (1− γk)δ0(·),
(bjk|γk) ind∼ γkN(0, 1/κb0) + (1− γk)δ0(·),

τj
iid∼ Gamma(aτ0, bτ0),

s ∼ Gamma(as0, bs0),

γ ∼ H0(·),

(5.4)

whereβ := (β1, . . . , βK), γ := (γ1, . . . , γK) ∈ {0, 1}K , δ0(·) is the Dirac delta function centered at
0, N(µ, σ2) is the Normal distribution with mean µ and variance σ2, NegBin(s, p) is the negative
binomial distribution with mean s(1 − p)/p, Gamma(a, b) is the Gamma distribution with mean
a/b, H0(·) is a known distribution on {0, 1}K , described below, and φ(x⊤

i β) is defined as

φ(x⊤
i β) := expit(−x⊤

i β) := logit−1(−x⊤
i β) :=

1

1 + exp (x⊤
i β)

The choice φ(−x⊤
i β)) = expit(−x⊤

i β) can be seen as more restrictive than the one used in
the model of Fuentes-Garćıa et al. (2009). However, in practice, we can always replace xi with
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some flexible basis functions such as B-splines (see, e.g., de Boor, 1978) and use one-hot encoding
to handle with categorical predictors. Note that, if γk = 0, the kth predictor is deleted from the
model. Hence, γ encodes the truly relevant covariates in the model. In this way, for each fixed
γ ∈ {0, 1}, we obtain a submodelMγ .

To complete our specification, we must specify the prior distribution of γ, H0(·). This distri-
bution must be carefully chosen because, even if the Bayesian approach ensures an Occam’s razor
effect (Jefferys & Berger, 1992), only some choices ensure a multiplicity correction (Scott & Berger,
2006). In this case, we will use the prior introduced by Womack et al. (2015), whose pmf is referred
to as Wo(·|ζ). This prior is determined by the following conditions:

Wo(γ | ζ) = ζ
∑

{γ′:γ′≻γ}Wo(γ′|ζ), ∀γ ∈ {0, 1}K , (5.5a)

∥γ∥1 = ∥γ′∥1 ⇒Wo(γ | ζ) = Wo(γ′|ζ), ∀γ,γ′ ∈ {0, 1}K , (5.5b)

where ∥γ∥1 :=
∑

k |γk| = #{k : γk = 1} is the 1-norm of γ, γ′ ≻ γ means that γ′ ̸= γ and
γ′k ≥ γk for all k = 1, . . . ,K, and ζ > 0 is a known hyperparameter. Equation (5.5b) states that
all submodels with the same number of relevant predictors have the same prior probability. In
addition, Equation (5.5a) states that the prior probability of drawing any submodelMγ is a fixed
fraction ζ of the prior probability of drawing a submodel strictly more complex thanMγ , in terms
of relevant predictors. Hence, under Womack’s prior, complex submodels are penalized in a way
that is easy to interpret, with the hyperparameter ζ controlling the strength of the penalty.

5.2.1 Computing Wo(· | ζ)
Although conditions (5.5a) and (5.5b) are somewhat abstract, they completely determine Wo(·|ζ).
Indeed, Equation (5.5b) implies that, for each γ′ ∈ {0, 1}K ,

ϕ∥γ′∥1
:= P (∥γ∥1 = ∥γ′∥1) =

(
K

∥γ′∥1

)
Wo(γ′|ζ).

Combining this equation with (5.5a), we get

ϕk = ζ

K−k∑

k′=1

ϕk+k′

(
k + k′

k

)
, k = K − 1, . . . , 0.

Hence, we can compute ϕk/ϕK , k = K − 1, . . . , 0, using a relatively simple recursion, and then re-

cover ϕ := (ϕ0, . . . , ϕK) exploiting the normalization condition
∑K

k=0 ϕk = 1. Once ϕ is computed,
the cost of computing Wo(γ | ζ) is negligible.

The following theorem summarizes the moments of this distribution.

Theorem 5.1. Let γ := (γ1, . . . , γK) ∼Wo(ζ0), then

E[γj ] =

K∑

k=0

k

K
P (∥γ∥1 = k), (5.6)

E[γjγℓ] =

K∑

k=0

k(k − 1)

K(K − 1)
P (∥γ∥1 = k), (5.7)
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Proof. By the Iterated expectations theorem, we have

E[γj ] = E[E[γj | ∥γ∥1]] = E[P (γj = 1 | ∥γ∥1)]

=

K∑

k=0

P (γj = 1 | ∥γ∥1 = k)P (∥γ∥1 = k). (5.8)

On the other hand, we also known P (γj = 1 | ∥γ∥1 = k) =
∑

γj=1 P (γ | ∥γ∥1 = k). But, by

definition, all γ’s are equally probable given ∥γ∥1 = k, and there are
(
K
k

)
such γ’s,

(
K−1
k−1

)
satisfy

the condition γj = 1. Hence,

P (γj = 1 | ∥γ∥1 = k) =

(
K − 1

k − 1

)(
K

k

)−1

(5.9)

=
(K − 1)!

(k − 1)!(K − k)!
k!(K − k)!

K!
=

k

K
(5.10)

Combining (5.8) and (5.10), we obtain (5.6). The proof of (5.7) follows from a similar argument.

5.2.2 Recovering the mixture weights

As in Fuentes-Garćıa et al. (2009), we can marginalize ri from model (5.4) to obtain

yi|xi, b, τ
ind∼

∞∑

j=1

wj(xi)N(yi|x′
ibj , 1/τj),

where the jth weight is given by

wj(xi) =
Γ(j + s− 1)

j!Γ(s)
2F1(j + s− 1, 1, j + 1, 1− φ(−x⊤

i β))

φ(x⊤
i β)

−s(1− φ(x⊤
i β))

1−j
,

and 2F1(·) is the Gaussian hypergeometric function (De Blasi et al., 2020). Figure 5.1 displays
wj(xi) as a function of j, s and φ(x⊤

i β). Intuitively, for any fixed value of φ(x⊤
i β), larger values

of s induce a slower weight decay rate. Hence, learning s is relevant to develop a flexible model.

5.2.3 Marginalizing β and b

As Malsiner-Walli and Wagner (2016) point out, using the Dirac spike-and-slab (SS) prior described
in (5.4) poses a serious challenge for MCMC sampling, as the chain will be reducible unless we can
marginalize β and b from the full conditional distribution (fcd) of each γk. Fortunately, this is
indeed possible after applying two augmentation steps. The first augmentation introduces a vector
of cluster labels, d := (d1, . . . , dN ) ∈ NN , such that

yi | di, b, τ ∼ N(yi | x′
ibdi , 1/τdi),

di | ri ∼ U({1, . . . , ri}),
(5.11)

where (b, τ , r) is defined as in (5.4), and the second augmentation introduces a latent vector,
ω := (ω1, . . . , ωN ) ∈ RN

+ , such that

ωi|ri, s iid∼ PG(ri − 1− s, 0)/2, (5.12)
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Figure 5.1: wj(xi) vs j, by s (line styles) and φ(x⊤
i β) (panels).

where PG(·) represents the Polya-Gamma distribution (Polson et al., 2013). The following theorem
shows that, after these augmentations, p(γk|y,x,d, r,ω, τ , s,γ−k) has a closed-form expression.

Theorem 5.2. Consider the model described in (5.4)−(5.5), augmented with the vectors d and ω
described in (5.11)−(5.12), and define γ−k := (γk′ : k′ ̸= k). Then, for each k = 1, . . . ,K:

p(γk|y,x,d, r,ω, τ , s,γ−k)

=

(
1 +

R(γ)

R(γ′)

|Σ̃(γ′)/κβ0|1/2
|Σ̃(γ)/κβ0|1/2

exp{µ̃(γ′)⊤Σ̃(γ′)−1µ̃(γ′)/2}
exp{µ̃(γ)⊤Σ̃(γ)−1µ̃(γ)/2}

Wo(γ′|ζ)
Wo(γ | ζ)

)−1

where γ′ := γ + (1− 2γk)ek, ek is the kth column of IK ,

Σ̃(γ) :=
(∑N

i=1ωixiγx
⊤
iγ + κβ0I∥γ∥1

)−1

,

µ̃(γ) := Σ̃(γ)
∑

ixiγzi,

xiγ := (xik : γk = 1), and

R(γ) =
∏

j∈{d1,...,dN}

( τj
2π

)nj/2 κ
∥γ∥1

b0

c̃(γ)|C̃(γ)|
,

where

c̃(γ) =
τj
2

∑

i:di=j

(yi − x⊤
iγm̃(γ))2 +

κb0
2
∥m̃(γ)∥22,

C̃(γ) = κb0I∥γ∥1
+
∑

i:di=j

xiγx
⊤
iγ ,

m̃(γ) = C̃(γ)−1
∑

i:di=j

xiγyi,

nj = #{i : di = j}.
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Proof. See Appendix D.6.

5.3 Posterior inference

The posterior distribution of the parameters in our augmented model does not match any known
distribution. Hence, following Fuentes-Garćıa et al. (2009), we approximate it using Gibbs sampling
(Geman & Geman, 1984). Specifically, we construct a Gibbs sampler for updating θ, d, r, β, s and
γ, one block at a time. Algorithm 5.1 summarizes our sampler.

Algorithm 5.1 Gibbs update for a dependent DGSBP

Input y,x,θ,d,ω, r, s,γ, aτ0, bτ0, as0, bs0, κβ0, κb0, ζ

1: For each j,

1. Set bj ← 0.

2. Draw (bjk : γk = 1) ∼ N(m̃bj , S̃bj), where

m̃bj = S̃bj

∑

i:di=j

xiγyi, S̃bj =


κb0I∥γ∥1

+
∑

i:di=j

xiγx
⊤
iγ




−1

.

3. Draw τj ∼ Gamma(aτ1, bτ1), where

aτ1 = aτ0 + nj/2,

bτ1 = bτ0 +
∑

i:di=j

∥yi − x⊤
i bj∥2/2,

nj = #{i : di = j}.

2: For each i, draw di ∼ p(di|−) ∝ I(di ≤ ri)N(yi|x⊤
i bdi

, 1/τdi
)

3: Update r using Algorithm 5.2
4: Update β using Algorithm 5.3
5: Update s using Algorithm 5.4
6: Update γ using Algorithm 5.5

Steps 1 and 2 in Algorithm 5.1, adapted from Fuentes-Garćıa et al. (2009), describes how to
update the atoms. Clearly, we cannot update the entire sequence, but we do not need to do it
either. Indeed, after reading the full algorithm, the reader shall realize that we only need to update
((bj , τj) : j = 1, . . . ,max{ri}).

Step 3 in Algorithm 5.1, taken from Fuentes-Garćıa et al. (2009), describes how to update d.
Note that this step can be done in parallel with little programming effort. This attribute is an
important detail because updating d is one of the most expensive steps in our sampler. Note also
that, for any fixed (y,x), the cluster labels cannot be permuted due to the decreasing nature of the
weights, solving the label switching effect that is present in many other popular mixture models,
such as the Dirichlet process mixture model, see the discussion in Mena and Walker (2015).

Algorithm 5.2, taken from De Blasi et al. (2020), describes how to update each ri. Once again,
this step can be done in parallel.
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Algorithm 5.2 Gibbs update for r in a dependent DGSBP

Input x,d, r, s,β

for i = 1, . . . , N do
Draw zi ∼ Beta(ri − di + 1, di) ▷ Beta distribution
Draw vi ∼ Gamma(ri + s− 1, 1) ▷ Gamma distribution
Draw mi ∼ Poisson(expit(−x⊤

i β)zivi) ▷ Poisson distribution
ri ← mi + di

end for

Algorithm 5.3, adapted from Polson et al. (2013) and Neelon (2019) to our context, describes
how to update β. The main ingredient of this step is the introduction of N random variables, each
one having a Polya-Gamma distribution (Polson et al., 2013), denoted by PG(·). Formally, we say
that X ∼ PG(b, 0) for some b ∈ R+ if

EX [exp(−t2X/2)] = cosh−b(t/2), ∀t ∈ R,

and X ∼ PG(b, c) for some (b, c) ∈ R+ × R if its pdf is given by

PG(x|b, c) := exp(−c2x/2)PG(x|b, 0),

where PG(x|b, 0) is the pdf of a PG(b, 0) distribution. Windle et al. (2014) explain how to sample
from this distribution, and implemented their method in the R package BayesLogit (Polson et al.,
2019). In Julia, we can also draw samples from the Polya-Gamma distribution using PolyaGam-
maSamplers.jl (available at Julia’s General Registry).

Algorithm 5.3 Gibbs update for β in a dependent DGSBP

Input r,β,γ, s,x, κβ0

for i = 1, . . . , N do
zi ← (ri − 1− s)/2
Draw ωi ∼ PG(ri − 1 + s,x⊤

i β) ▷ Polya-Gamma distribution
end for
Σ̃(γ)←

(∑
iωixiγx

⊤
iγ + κβ0I

)−1

µ̃(γ)← Σ̃(γ)
∑

ixiγzi
β ← 0D
Draw (βk : γk = 1) ∼ N(µ̃(γ), Σ̃(γ)) ▷ Normal distribution

Algorithm 5.4, adapted from Zhou and Carin (2015) to our context, describes how to update
s. The main ingredient of this step is the introduction of N random variables, each one having a
Chinese restaurant table distribution (Zhou & Carin, 2015), denoted by CRT(·, ·). Formally, we
say that X ∼ CRT(b, c) for some (b, c) ∈ N0 × R+ if

X = u1 + . . .+ ub, uj
ind∼ Bernoulli(c/(c+ j − 1)),

i.e. the distribution of the number of occupied tables in a Chinese restaurant process (Antoniak,
1974) after the arrival of b customers, assuming that the jth customer chooses a new table with
probability c/(c+ j−1) from a Bernoulli distribution, here denoted as Bernoulli(·). Note, however,
that understanding the Chinese restaurant process is not relevant for implementing our sampling
algorithm.
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Algorithm 5.4 Gibbs update for s in a dependent DGSBP

Input r,x,β,γ, s, aτ0, bτ0

for i = 1, . . . , N do
Draw li ∼ CRT(ri − 1, s) ▷ Chinese restaurant table distribution

end for
Draw s ∼ Gamma(aτ0 +

∑
i li, bτ0 −

∑
i log expit(−x⊤

i β)) ▷ Gamma distribution

Finally, Algorithm 5.5 describes how to update each γk. The key idea is that, once the model is
augmented with d and ω, we can directly compute p(γk|γ−k,x,d,ω, τ , r, s) (up to a proportionality
constant). This is an important point because otherwise the chain would be reducible (Malsiner-
Walli & Wagner, 2016), jeopardizing the validity of the entire Gibbs sampler. Note that this
algorithm updates each γk one at a time, which can be too costly when the number of covariates is
large. In such cases, the approach of Zanella (2020) can be a much better option.

Algorithm 5.5 Gibbs update for γ in a dependent DGSBP

Input r,γ, τ , s,x, κb0, κβ0, ζ

for k = 1, . . . ,K do
γ′ ← γ + (1− 2γk)ek, where ek is the kth column of IK
Update γ to γ′ with probability (1 + odds−1

k )−1, where

oddsk =
R(γ′)

R(γ)

|Σ̃(γ′)/κβ0|1/2
|Σ̃(γ)/κβ0|1/2

exp{µ̃(γ′)⊤Σ̃(γ′)−1µ̃(γ′)/2}
exp{µ̃(γ)⊤Σ̃(γ)−1µ̃(γ)/2}

Wo(γ′|ζ)
Wo(γ | ζ)

and (R(γ), µ̃(γ), Σ̃(γ)) is defined as in Theorem 5.2
end for

5.4 Accommodating right-censored observations

Now, suppose we do not observe yi but ỹi = min{ci, yi}, where ci is an observed (exogenous)
censoring time. Even in this case, we can still apply our modeling strategy as long as we augment
the model with the missing responses. Algorithm 5.6 describes how to augment (y1, . . . , yN ).

Algorithm 5.6 Gibbs augmentation for y in a right-censored dependent DGSBP

Input y, ỹ, c, b, τ ,d

for i = 1, . . . , N do
if ỹi = ci then

Draw yi from N(·|x⊤
i bdi , 1/τdi), left-truncated at ci

else
Draw yi = ỹi

end if
end for

The only non-trivial part of the algorithm is the simulation of random realizations from a left-
truncated univariate distribution. In theory, sampling from a left-truncated distribution is simple:



CHAPTER 5. A BAYESIAN HYPOTHESIS TEST FOR REGRESSION 79

we draw from the un-truncated distribution until we get a value greater than the truncation point.
However, in practice, this naive strategy can be very inefficient. Fortunately, specialized algorithms
work well in a Gibbs sampling context. In particular, Damien et al. (1995)’s proposal, summarized
in Algorithm 5.7, works well when F0(·|·) is selected to be a Gamma distribution, which can be
useful for right-censored observations.

Algorithm 5.7 Gibbs sampler to update u when p(u) ∝ Gamma(x|a1, a2)I(u > a3)

Input u (current state of the chain), a1, a1, a2 (hyperparameters)

Draw v ∼ U([0, exp{−a2u}]) ▷ Uniform distribution
Draw q ∼ U([0, 1]) ▷ Uniform distribution
K̃ ← | log(v)/a2|a1 − aa1

3

u← (K̃q + aa1
3 )1/a1

This is an important point, because it implies that our algorithm can be applied for survival
regression, just as the algorithm proposed by De Iorio et al. (2009), without minimal changes to the
core algorithm, using the logarithm of each (right-censored) survival time as the response variable.

5.5 Simulation study

This section shows how our model selection procedure can be applied to different regression set-
tings. We compared the procedure performance with some popular parametric and semi-parametric
frequentist alternatives. As we shall see, our method performs almost as well as theirs when their
critical assumptions are met and outperforms them otherwise.

We study the performance of our model in a standard regression setting. To evaluate this
model, we ran two small simulation studies. In the first study, we simulated 100 samples from a
data generating process satisfying the standard assumptions. Specifically,

(yi|xi)
ind∼ N(xi1 + xi2, 1), i = 1, . . . , N

xij
iid∼ U({0, 1}), j = 2, . . . , 5

xi1 = −2 + 4 ∗ ⌊i/5⌋/N,
(5.13)

where ⌊·⌋ denotes the floor function.
As we can see, there are 5 observed covariates, but only one (xi1) is truly relevant so the true γ is

(1, 0, 0, 0, 0). Next, we fitted our DGSBP model to each simulated sample, using 4000 iterations the
Gibbs sampler described in the previous section and discarding the first 2000 as warm-up iterations.
To do so, we set

(κb0, κβ0, aτ0, bτ0, as0, bs0, ζ) = (0.1, 0.1, 0.1, 0.1, 1, 0.1, 0.1/4).

Once each model was fitted, we computed the posterior mode of γ (i.e., its MAP estimate). Finally,
we created a ranking with the 5 most frequent MAP estimates found in the 100 simulations. As for
the the samples sizes, we considered 3 values: N = 50, N = 100 and N = 200.

As a comparison, we also performed, for each simulated sample, a best subset selection, using
standard linear regression as the estimation method and the Bayesian information criteria (BIC) as
the loss function. The results of this experiment are summarized in the top panel of Figure 5.2. As
the panel shows, our method works worse than the competitor when N = 50, but is similar or better
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when N = 100 and N = 200. Considering that this is the best possible scenario for the competitor,
this is a very auspicious result. Note also that, while the best subset selection procedure tends to
overestimate the number of relevant variables, our method tends to be more cautious due to the
employed prior over the γ.

The second simulation study is identical to the first one, but now we used a data generating
process that does not satisfy the normality assumption. Specifically,

(yi|xi)
ind∼ SN(xi1 + xi2, 3/2, 4), i = 1, . . . , N

xij
iid∼ U({0, 1}), j = 2, . . . , 5

xi1 = −2 + 4 ∗ ⌊i/5⌋/N,
(5.14)

where SN(a, b, c) is the Skew Normal distribution (Azzalini, 2013) with location parameter a, scale
parameter b, and shape parameter c. The results are summarized in the bottom panel of Figure
5.2. As the panel shows, best subset selection is now heavily outperformed by our method.

5.6 Discussion

We proposed a new Bayesian nonparametric model selection procedure based on a (dependent)
geometric stick-breaking process, and we have shown through several simulation studies that our
procedure is able to outperform several popular parametric and semi-parametric alternatives when
some of their assumptions are not satisfied. Compared with the original formulation of Fuentes-
Garćıa et al. (2009), ours is relatively simpler (because it declines to use a latent Gaussian process)
and more tractable (because it can exploit several recent advancements in Negative-Binomial re-
gression). In addition, we showed that some key hyperparameters of the geometric stick-breaking
process is updated exploiting a simple trick that can be also applied to the geometric stick-breaking
processes, as presented in Fuentes-Garćıa et al. (2009), Fuentes-Garćıa et al. (2010) and De Blasi
et al. (2020). We remark however that our method is designed for a small to moderate number of
covariates. This is because, the larger the number of covariates, the more difficult is to explore the
posterior distribution of γ (the vector encoding the true submodel) using a Gibbs sampler.

Our procedure opens several venues for future improvements. From a computational point
of view, we could update γ using the Metropolis-Hastings procedure with an informed proposal
introduced by Zanella (2020), and we could explore the benefits of parallelization, as many key
steps of our Gibbs sampler can be executed in parallel (e.g., the updating step for d and r). On
the other hand, from a statistical point of view, we could extend our model to situations where the
observations are correlated over time or space.
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Figure 5.2: Frequency of the γ’s selected by our BNP method (top) and a parametric frequentist
alternative (bottom) over 100 datasets simulated from the data generating process described in
Equation (5.13). For our method, we estimated γ using the posterior mode. As for the alternative,
we used best subset selection with Gaussian linear regression as estimation procedure and the BIC
as loss function.



Chapter 6

Concluding remarks and future
directions

In this thesis, we have presented three novel Bayesian nonparametric tests for complex data. In
Chapter 2, we presented a new test for comparing several treatments against a control in multivari-
ate settings. The proposal generalized a parametric MANOVA test using a fixed-weight Dependent
Dirichlet process (DDP). It could be considered a multivariate generalization of the test proposed
by Gutiérrez et al. (2019), including algorithmic improvements and an efficient (publicly available)
R/Julia implementation. The new testing procedure showed promising results in all simulated sce-
narios and was competitive with its parametric alternatives even in situations where the restrictive
assumptions of the latter were met.

In Chapter 3, we studied an interesting variation of the test presented in Chapter 2. We
restricted ourselves to univariate responses, but we allowed for discrete responses and factorial
designs. Once again, the proposal generalized parametric MANOVA tests using a fixed-weight
Dependent Dirichlet process. Our procedure outperformed its parametric counterparts and was
competitive even in unfavorable situations. Using this new testing procedure, we could identify
relevant factors not only due to their simple effects but also due to their interactions. We also
provided an efficient R/Julia package implementing the Gibbs sampler proposed to fit the model,
as well as the posterior summaries presented in the chapter, such as simple effects and interaction-
effects plots.

In Chapter 4, we studied how the ideas described in Chapters 2-4 could be applied to testing
Granger causality in the familiar vector autoregressive (VAR) model. We generalized the parametric
VAR model using a (fixed-weight) GSBPM model for this case. We showed that if we focus on
testing Granger causality only (instead of doubting the relevancy of each covariate), we could
significantly reduce the space of competing hypotheses. We later presented an efficient Gibbs
sampler, showed its good performance on simulated and real data, and provided an efficient R/Julia
package implementing the proposed Gibbs sampler, as well as the posterior summaries displayed in
the chapter, such as (h-steps ahead) Impulse Response Function and posterior predictive density
plots.

Finally, In Chapter 5, we studied how the ideas described in previous chapters could be extended
to general regression models. However, instead of using a DDP, we now considered a Geometric
stick-breaking process mixture (GSBPM) model with dependent atoms and weights. We explained
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how this model could be efficiently estimated using a Gibbs sampler that exploited new advance-
ments relating to the Pólya-Gamma and Chinese Restaurant Table distributions in such a way that
the full model could be estimated without difficult-to-tune MH steps within our Gibbs sampler.
The new procedure outperform classical alternatives for moderate sample and large sample size,
although we recognize it does not well for very small sample sizes (n ≤ 50).

Our methods open up directions for several future improvements. From a statistical point of
view, we could explore alternative processes with dependent weights (see, e.g., Rodŕıguez & Dunson,
2011; Rigon & Durante, 2021), allow for missing data, consider outcomes lying in more complex
spaces (see, e.g., Kim et al., 2014), and propose and study alternative priors over the space of
hypotheses (see, e.g., Taylor-Rodriguez et al., 2016). On the other hand, from a computation point
of view, we could consider alternative Gibbs steps for updating the cluster labels of our models
(Neal, 2000; Bouchard-Côté et al., 2017) or the hypothesis vector (see, e.g. Zanella, 2020; Zhou
et al., 2022). These computational improvements were irrelevant to our applications but can be
critical in large-scale problems.



Appendix A

Appendix for Chapter 2

A.1 Some useful properties of the Bayesian Gaussian model

For future reference, we review here some useful properties of the conjugate Gaussian model. Let

y1:m := (y1, . . . ,ym), where yi | η,Ω iid∼ ND(µ,Σ) and (µ,Σ) ∼ NIWD(u0, r0, ν0,S0). Then,
(µ,Σ) | y1:m ∼ NIWD(um, rm, νm,Sm), where (um, rm, νm,Sm) can be computed recursively as

νm = νm−1 + 1,

rm = rm−1 + 1,

um = (rm−1um−1 + ym)/rm,

Sm = Sm−1 + (ym − um)(ym − um)′
rm
rm−1

.

(A.1)

Moreover, the marginal predictive density and the predictive density can be written as

p(y1:m) =
1

πmD/2

r
D/2
0

r
D/2
m

| S0 |ν0/2

| Sm |νm/2

ΓD(νm/2)

ΓD(ν0/2)
(A.2)

and

p(ym+1 | y1:m) =
1

πD/2

r
D/2
m

r
D/2
m+1

| Sm |νm/2

| Sm+1 |νm+1/2

ΓD(νm+1/2)

ΓD(νm/2)
, (A.3)

respectively, where ΓD(·) is theD-variate Gamma function (Bernardo, 1994). In practice, we almost
never compute Sm but its Cholesky decomposition, Sm = P ′

mPm. Specifically, we compute P0 from
scratch and then compute P1, . . . ,Pm using a series of rank-1 updates (Golub & Van Loan, 2013,
Section 6.5.4).

A.2 Posterior simulation algorithm

A.2.1 Updating the DP mass parameter (Step 1, Algorithm [1])

We update α using the algorithm of Escobar and West (1995), which proceeds as follows:
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1. Draw ϕ | α ∼ Beta(α+ 1, N).

2. Compute nk = #{si : i ∈ N}.

3. Compute

ψ/(1− ψ) = (a0 + nk − 1)/{N(b0 − log ϕ)}.

4. Draw χ ∼ Bernoulli(ψ).

5. Draw

α ∼
{
Gamma(a0 + nk, b0 − log ϕ) if χ = 1,

Gamma(a0 + nk − 1, b0 − log ϕ) otherwise.

where Beta(·, ·) and Gamma(·, ·) denote the Beta and Gamma distributions, respectively.

A.2.2 Updating the cluster labels (Step 2, Algorithm [1])

It is not hard to see that, conditionally on (α,γ), model (2.3) reduces to a Dirichlet process mixture
or DPM model (Lo, 1984). Let I−i := N\{i} and s−i := (sℓ : ℓ ∈ I−i). Then, there is a well
known, closed-form expression for p(si | s−i, z,y, α) = p(si | s−i,x,y, α,γ), namely

P (si = k | s−i, z,y, α)

∝
{
αp(yi | z,y−i, s−i, si = k), if k = k⋆,

n−ikp(yi | z,y−i, s−i, si = k), otherwise,

where k⋆ := 1 + max(s−i), y−i := (yℓ : ℓ ∈ I−i) and n−ik = #{ℓ ∈ I−i : sℓ = k} (Neal, 2000).
Now, let I−ik = {ℓ ∈ I−i : zℓ = zi, sℓ = k} and y−ik = (yℓ : ℓ ∈ I−ik). Then, we can rewrite
p(yi | z,y−i, s−i, si = k) as p(yi | zi,y−ik, si = k), which coincides with the predictive likelihood
of an out-of sample observation yi, given a sample y−ik, under the conjugate Gaussian model
described in the previous appendix. Hence, p(yi | z,y−i, s−i, si = k) can be computed efficiently
using Equations (A.2) and (A.3).

In practice, we rarely need to compute the quantity p(yi | y−ik, si = k, zi = j) from scratch. In-
stead, the statistics used in the computation of p(yi | y−ik, si = k, zi = j), denoted by (um, rm, νm,Sm)
in (A.1), are cached as Tjk; and each time si change its value, say from k1 to k2, only Tjk1

and
Tjk2

are updated using recursion (A.1).

A.2.3 Updating the hypothesis vector (Step 3, Algorithm [1])

Let gj := P (∥γ∥1 = j), j ∈ J . Then, under Womack’s prior,

gj = ζ0

J−j∑

l=1

gj+l

(
j + l

j

)
, j = {0, . . . , J − 1},

g0 = ζ0/(1 + ζ0),
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where ζ0 is a hyperparameter (Womack et al., 2015). This is a non-singular linear system with
J + 1 equations. Hence, g = (gj : j ∈ J ) is always well defined. Once g is computed, the cost of

computing π0(γ) is negligible, because Womack’s prior implies that π0(γ) = g∥γ∥1

(
J

∥γ∥1

)
.

Now, let Iγjk := {i ∈ N : γxi
xi = j, si = k} and yγjk := (yi : i ∈ Iγjk). Then,

π1(γ) ≡ p(γ | α, s,x,y)
∝ p(γ | s)p(y | α,x, s,γ) = π0(γ)p(y | s, z)
= π0(γ)

∏

j∈J

∏

k∈N
p(yγjk | Iγjk),

under the convention that p(yγjk | Iγjk) = 1 if Iγjk = ∅. However, p(yγjk | Iγjk) is numerically
equal to the marginal likelihood of a sample yγjk under the model described in Appendix A.
Hence, π1(γ) can be computed efficiently (up to some proportionality constant) using Equation
(A.2) and thus we can draw γ ∼ π1 using any variant of the MH algorithm. In particular, if we use
W (β | γ) ∝ I(∥β − γ∥1 = 1) as proposal distribution, the acceptance ratio becomes

a = min

(
1,
π1(β)

π1(γ)

)
.

A.3 Proof of Theorem 2.1

Let β and γ two hypotheses such that β ≻ γ. Without loss of generality, assume that β = e1 and
γ = 0J , where e1 is the first column of IJ .
(a) In order to prove this claim, let’s start by noting that ν̄γjk/nγjk → 1, r̄γjk/nγjk → 1, and

S̄γ0k/nγ0k
p→ Σ0k for all active groups. In addition, if the true hypothesis is γ, then S̄βjk/nβjk

p→
Σ0k, j = 0, 1. Hence,

p({yi : i ∈ Iγjk} | Iγjk)
�∼ π−Dnγjk/2n

−D/2−Dν̄γjk/2
γjk |Σ0k|−ν̄γjk/2

∏D
d=1Γ(κγjkd),

where κγjkd := (ν̄γjk + 1 − d)/2 and an
�∼ bn ⇔ an = Op(bn), i.e. that an/bn is stochastically

bounded. This, in turn, implies that

A1 ≡ p({yi : i ∈ Iβ0k} | Iβ0k)
p({yi : i ∈ Iβ1k} | Iβ1k)

p({yi : i ∈ Iγ0k} | Iγ0k)

�∼
n
D/2+Dν̄γ0k/2
γ0k

n
D/2+Dν̄β0k/2
β0k n

D/2+Dν̄β1k/2
β1k︸ ︷︷ ︸

A2

×
D∏

d=1

Γ(κβ0kd)Γ(κβ1kd)

Γ(κγ0kd)︸ ︷︷ ︸
A3d

,

where the terms involving π and Σ0k disappear because the exponents in the numerator and the
denominator cancel out, except for a term that does not depends on the sample size, and thus it
becomes irrelevant in the subsequent computations.
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Now, let us assume that nβjk/nγ0k
p→ χj > 0, j = 0, 1. This must be the case, since the sample

is assumed independent and identically distributed. Then,

A2
�∼

n
D/2+Dν̄γ0k/2
γ0k

(χ0nγ0k)D/2+Dν̄β0k/2(χ1nγ0k)D/2+Dν̄β1k/2

�∼
n
D(ν̄γ0k−ν̄β0k−ν̄β1k−1)/2
γ0k

χ
D/2+Dν̄β0k/2
0 χ

D/2+Dν̄β1k/2
1

�∼
n
−D(ν0+1)/2
γ0k

χ
D/2+Dν̄β0k/2
0 χ

D/2+Dν̄β1k/2
1

�∼
n
−D(ν0+1)/2
γ0k

χ
Dnβ0k/2
0 χ

Dnβ1k/2
1

,

where most of the terms involving the sample size disappears because ν̄γ0k − ν̄β0k − ν̄β1k = −ν0.
On the other hand, we can rewrite A3d as a Beta function times a compensating term

A3d = B(κβ0kd, κβ1kd)

κβ0kd+κβ1kd−1∏

u=κγ0kd

u

�∼ B(κβ0kd, κβ1kd)κ
(ν0+1−d)/2
γ0kd

�∼ B(κβ0kd, κβ1kd)n
(ν0+1−d)/2
γ0k ,

where the last step is due κγ0kd/nγ0k converges to 1/2. Hence, using Stirling approximation, we
have

A3d
�∼
κ
κβ0kd−1/2
β0kd κ

κβ1kd−1/2
β1kd n

(ν0+1−d)/2
γ0k

(κβ0kd + κβ1kd)κβ0kd+κβ1kd−1/2
,

but we know that

κγjkd = 1
2 (ν̄γjk + 1− d) = 1

2 (nγjk + ν0 + 1− d).
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Therefore,

A3d
�∼ (nβ0k/2 + ν0/2)

(nβ0k+ν0+d−2)/2

(nβ1k/2 + ν0/2)
(nβ1k+ν0+d−2)/2

(nγ0k/2 + ν0)
−(nγ0k+2ν0+2d−3)/2

n
(ν0+1−d)/2
γ0k

�∼ n(nβ0k+ν0+d−2)/2
β0k n

(nβ1k+ν0+d−2)/2
β1k

n
−(ν0+3d−4)/2−nγ0k/2
γ0k

�∼ (χ0nγ0k)
(nβ0k+ν0+d−2)/2

(χ1nγ0k)
(nβ1k+ν0+d−2)/2

n
−(ν0+3d−4)/2−nγ0k/2
γ0k

�∼ χnβ0k/2
0 χ

nβ1k/2
1 n

(ν0−d)/2
γ0k .

Hence,

A1
�∼ A2

D∏

d=1

A3d

�∼
n
−D(ν0+1)/2
γ0k

χ
Dnβ0k/2
0 χ

Dnβ1k/2
1

D∏

d=1

χ
nβ0k/2
0 χ

nβ1k/2
1 n

(ν0−d)/2
γ0k

�∼ n−D(ν0+1)/2+Dν0/2−D(D+1)/4
γ0k

�∼ n−4(2D+1)
γ0k ,

which converges to zero.
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(b) First, note that

bk ≡ p({yi : i ∈ Iβ0k} | Iβ0k)

p({yi : i ∈ Iβ1k} | Iβ1k) /

p({yi : i ∈ Iγ0k} | Iγ0k)

=

(
r̄γ0k

r̄β0kr̄β1k

)D/2
ΓD(ν̄β0k/2)ΓD(ν̄β1k/2)

ΓD(ν̄γ0k/2)

Op(1)|S̄γ0k|ν̄γ0k/2

|S̄β0k|ν̄β0k/2|S̄β1k|ν̄β1k/2

= Op(1)

(
r̄γ0k

r̄β0kr̄β1k

)D/2

︸ ︷︷ ︸
bk1

ΓD(ν̄β0k/2)ΓD(ν̄β1k/2)

ΓD(ν̄γ0k/2)︸ ︷︷ ︸
bk2

( |S̄γ0k|
|S̄β0k||S̄β1k|

)D/2

︸ ︷︷ ︸
bk3

1∏

j=0

|S̄γjk|nβjk/2

|S̄βjk|nβjk/2

︸ ︷︷ ︸
bk4

.

From the first part of the theorem, we already know that bk1 = Op(n
q1
γ0k) and bk2 = Op(n

q2
γ0k)

for some q1, q2 <∞. In addition,

( |S̄γ0k|
|S̄β0k||S̄β1k|

)D/2

=

(
Op(1)n

D
γ0k|S̄γ0k/nγ0k|

nDβ0k|S̄β0k/nβ0k|nDβ1k|S̄β1k/nβ1k|

)D/2

=

(
Op(1)n

D
γ0k|Σ0k|

nDβ0k|Σ0k|nDβ1k|Σ1k|

)D/2

= Op(1)n
−D2/2
γ0k ,

where the second equality is due to the fact that S̄γ0k/nγ0k, S̄β0k/nβ0k, and S̄β1k/nβ1k converge
in probability to (positive definite) finite matrices. Hence, bk1bk2bk3 = Op(n

q
γ0k) for some q < ∞.

In the next paragraphs, we will prove that bk4 = Op((1 + u)nγ0k) for some u > 0, ensuring that bk
diverges to ∞ in probability, no matter the value of the aforementioned q.

First, recall a basic property of the conjugate Gaussian model: if ai | µ,Σ iid∼ ND(µ,Σ),
with (µ,Σ) ∼ NIW(ū0, r̄0, ν̄0, S̄0). Then, (µ,Σ) | a1, . . . ,am ∼ NIW(ūm, r̄m, ν̄m, S̄m), where the
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posterior hyperparameters can be computed recursively as (Bouchard-Côté et al., 2017):

r̄m = r̄m−1 + 1,

ν̄m = ν̄m−1 + 1,

ūm =
r̄m−1ūm−1 + am

r̄m
,

S̄m = S̄m−1 + (am − ūm)(am − ūm)′r̄m/r̄m−1,

Now, for any fixed j ∈ {0, 1}, replace m with nγ0k, and replace the ais with the elements of
{yi : i ∈ Iβjk} followed by the elements of {yi : i ∈ Iβ(1−j)k}. Then, it is not hard to note that
S̄nβjk

= S̄βjk and S̄nγ0k
= S̄γ0k. Hence, S̄γ0k can be obtained from any S̄βjk after a finite sequence

of rank-1 updates.
Next, recall the well known matrix determinant lemma (Harville, 2008, Theorem 18.1.1). Given

an invertible matrixA and two vectors u and v, this lemma states that |A+uv′| = |A|(1+u′A−1v).
Applying this lemma nγ0k−nβjk consecutive times to S̄βjk (once per rank-1 update), we have that

|S̄γ0k|
|S̄βjk|

=

nγ0k∏

q=nβjk+1

(1 + (ai − ūq)
′S̄−1

q−1(ai − ūq))

> 1 +
∑q⋆

q=1
(ai − ūq)

′S̄−1
q−1(ai − ūq),

since the matrices S̄q are all positive definite. Now, each term in the sum is O(n−1
γ0k), but there are

nγ0k − nβjk = Op(nγ0k) terms. So, the whole sum is Op(1) and greater that zero as well. This is
an important point, because it means that |S̄γ0k| > |S̄βjk|(1 +Op(1)). Hence,

|S̄γ0k|nβjk/2

|S̄βjk|nβjk/2

> (1 +Op(1))
nβ0k/2(1 +Op(1))

nβ1k/2

= (1 +Op(1))
nγ0k ,

where Op(1) is greater that zero. Then, bk4 diverges faster than the terms that converge to zero
and thus bk also diverges, as desired.

A.4 Software

We developed a Julia package, available here, that is relatively easy to call from R (thanks to
the R package JuliaConnectoR). Details about its installation, as well as a minimal reproducible
example, are available at the repository’s README. A more elaborate example (specifically, an R
script reproducing Figure 2.2) is available here.

A.5 Replication code

The code necessary to replicate each figure and simulation result is available at https://github.
com/igutierrezm/MANOVABNPSupp.

https://github.com/igutierrezm/MANOVABNPTest.jl
https://raw.githubusercontent.com/igutierrezm/MANOVABNPTest.jl/master/extras/elaborate-example.R
https://github.com/igutierrezm/MANOVABNPSupp
https://github.com/igutierrezm/MANOVABNPSupp
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Appendix for Chapter 3

B.1 Simulation results for alternative scenarios

B.1.1 Continuous responses

B.1.1.1 Results for scenarios 1-3
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Figure B.1: Predictive pdf for Scenario 1 specified in Table 3.4.
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Figure B.2: Predictive pdf for Scenario 2 specified in Table 3.4.
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Figure B.3: Predictive pdf for Scenario 3 specified in Table 3.4.
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B.1.1.2 Data generating process for Scenarios 4-6

Cell Scenario 4 Scenario 5 Scenario 6

(1, 1) N(0, 1) N(0, 1) N(0, 1)
(2, 1) N(1, 1) N(1, 4) N(0, 2)
(1, 2) N(−1, 1) N(−1, 9) 0.5N(−2, 0.52) + 0.5N(2, 0.52)
(2, 2) N(0, 1) N(0, 1) N(0, 1)

Table B.1: Data generating process for Scenarios 4-6.

Scenario 4 Scenario 5 Scenario 6

Replications Cell BNP AOV SCH BNP AOV SCH BNP AOV SCH

6 (1, 2) 48 45 62 37 9 20 30 5 9
6 (2, 1) 44 27 44 61 18 17 69 11 9
6 (2, 2) 4 7 2 10 7 5 10 9 8

12 (1, 2) 59 68 83 70 22 36 63 11 8
12 (2, 1) 48 62 78 90 21 32 96 6 7
12 (2, 2) 7 4 1 8 4 2 15 9 10

24 (1, 2) 77 91 100 95 34 58 84 4 4
24 (2, 1) 86 95 98 100 40 64 100 4 8
24 (2, 2) 10 9 2 9 7 7 14 7 8

48 (1, 2) 99 100 100 98 75 89 97 8 3
48 (2, 1) 99 100 100 98 72 91 100 8 6
48 (2, 2) 4 3 1 7 3 6 5 9 10

Table B.2: Number of times in 100 datasets that each test detected the simple effects or the effects
of the interactions, Scenarios 4-6. The abbreviations of the headers are: BNP: BNP N -way ANOVA
test. AOV: Classical ANOVA. Scheirer: Scheirer-Ray-Hare test.
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B.1.1.3 Results for scenarios 4-6
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Figure B.4: Predictive pdf for Scenario 4 specified in Table B.1.
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Figure B.5: Predictive pdf for Scenario 5 specified in Table B.1.
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Figure B.6: Predictive pdf for Scenario 6 specified in Table B.1.
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B.1.1.4 Results for Scenarios 7-12
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Figure B.7: Predictive pdf for Scenario 7 specified in Table B.3.
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Figure B.8: Predictive pdf for Scenario 8 specified in Table B.3.
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Figure B.9: Predictive pdf for Scenario 9 specified in Table B.3.
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Figure B.10: Predictive pdf for Scenario 10 specified in Table B.4.
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Figure B.11: Predictive pdf for Scenario 11 specified in Table B.4.
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Figure B.12: Predictive pdf for Scenario 12 specified in Table B.4.
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B.1.1.5 Data generating process for Scenarios 7-12

Cell Scenario 7 Scenario 8 Scenario 9
(1, 1) SN(0, 1, 2) SN(0, 1, 2) SN(0, 1, 2)
(2, 1) SN(1, 1, 2) SN(1, 4, 2) SN(0, 2, 2)
(1, 2) SN(−1, 1, 2) SN(−1, 9, 2) 1

2SN(−2, 0.52, 2) + 1
2SN(2, 0.52, 2)

(2, 2) SN(1.5, 1, 2) SN(1.5, 1.5, 2) 1
2SN(−1.5, 0.32, 2) + 1

2SN(1.5, 0.72, 2)

Table B.3: Data generating process for Scenarios 7-9. SN(ξ, γ, α) denotes a Skew-Normal distribu-
tion with location ξ, scale ν and slant η.

Cell Scenario 10 Scenario 11 Scenario 12

(1, 1) SN(0, 1, 2) SN(0, 1, 2) SN(0, 1, 2)
(2, 1) SN(1, 1, 2) SN(1, 4, 2) SN(0, 2, 2)
(1, 2) SN(−1, 1, 2) SN(−1, 9, 2) 0.5SN(−2, 0.52, 2) + 0.5SN(2, 0.52, 2)
(2, 2) SN(0, 1, 2) SN(0, 1, 2) SN(0, 1, 2)

Table B.4: Data generating process for Scenarios 10-12. SN(ξ, γ, α) denotes a Skew-Normal distri-
bution with location ξ, scale ν and slant η.

Scenario 7 Scenario 8 Scenario 9

Replications Cell BNP AOV SCH BNP AOV SCH BNP AOV SCH

6 (1, 2) 60 71 100 23 55 77 25 6 8
6 (2, 1) 78 58 0 28 17 9 68 6 12
6 (2, 2) 79 58 13 29 9 7 56 9 10

12 (1, 2) 87 93 100 72 90 100 68 11 9
12 (2, 1) 94 93 1 64 14 5 99 7 20
12 (2, 2) 94 97 59 86 11 5 98 11 11

24 (1, 2) 99 99 100 100 100 100 79 23 12
24 (2, 1) 100 100 0 95 26 19 100 7 22
24 (2, 2) 100 100 95 100 13 9 100 22 23

48 (1, 2) 100 100 100 100 100 100 98 67 33
48 (2, 1) 100 100 5 100 35 41 100 21 48
48 (2, 2) 100 100 100 100 23 15 100 40 47

Table B.5: Number of times in 100 datasets that each test detected the simple effects or the effects
of the interactions, Scenarios 7-9. The abbreviations of the headers are: BNP: BNP N -way ANOVA
test. AOV: Classical ANOVA. Scheirer: Scheirer-Ray-Hare test.
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Scenario 10 Scenario 11 Scenario 12

Replications Cell BNP AOV SCH BNP AOV SCH BNP AOV SCH

6 (1, 2) 74 71 74 59 59 13 33 13 9
6 (2, 1) 65 58 76 42 18 13 98 11 7
6 (2, 2) 8 6 2 11 55 54 4 10 12

12 (1, 2) 84 93 99 87 91 32 64 16 11
12 (2, 1) 92 93 100 76 14 32 100 13 10
12 (2, 2) 11 6 0 10 73 67 3 11 21

24 (1, 2) 98 99 100 100 100 59 85 43 28
24 (2, 1) 100 100 100 97 26 62 100 25 31
24 (2, 2) 4 3 0 5 99 99 7 13 27

48 (1, 2) 100 100 100 100 100 94 100 82 48
48 (2, 1) 100 100 100 100 35 92 100 28 37
48 (2, 2) 4 1 0 5 100 100 2 15 41

Table B.6: Number of times in 100 datasets that each test detected the simple effects or the effects
of the interactions, Scenarios 10-12. The abbreviations of the headers are: BNP: BNP N -way
ANOVA test. AOV: Classical ANOVA. Scheirer: Scheirer-Ray-Hare test.
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B.1.2 Counting responses

B.1.2.1 Simulations for scenarios 1-2
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Figure B.13: Predictive pmf for Scenario 1 specified in Table 3.4.
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Figure B.14: Predictive pmf for Scenario 2 specified in Table 3.4.
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B.1.3 Binary responses

B.1.3.1 Simulations for Scenarios 1-2
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Figure B.15: Predictive pmf for Scenario 1 (6 reps.) specified in Table 3.6.
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Figure B.16: Predictive pmf for Scenario 1 (12 reps.) specified in Table 3.6.
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Figure B.17: Predictive pmf for Scenario 1 (24 reps.) specified in Table 3.6.
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Figure B.18: Predictive pmf for Scenario 1 (48 reps.) specified in Table 3.6.
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Figure B.19: Predictive pmf for Scenario 2 (6 reps.) specified in Table 3.6.
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Figure B.20: Predictive pmf for Scenario 2 (12 reps.) specified in Table 3.6.
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Figure B.21: Predictive pmf for Scenario 2 (24 reps.) specified in Table 3.6.
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Figure B.22: Predictive pmf for Scenario 2 (48 reps.) specified in Table 3.6.
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B.2 Supporting tables for the applications

Physical Activity
Yes No

Smoker Yes No Yes No

Age
Young 18 16 23 30
Adult 12 12 47 86
Elderly 1 7 18 76

Table B.7: Sample sizes nc for each cell cholesterol data.

Gender
Female Male

Learning Group Slow learner Average learner Slow learner Average learner
Origin AB NAB AB NAB AB NAB AB NAB

Grade

Primary 1 1 4 4 3 3 5 6
First form 10 11 5 6 3 7 2 2
Second form 8 9 1 1 4 3 7 7
Third form 3 1 9 10 2 2 7 7

Notes: AB: Aboriginal, NAB: Non-aboriginal.

Table B.8: Sample sizes nc for each cell of the school absence data.



Appendix C

Appeendix for Chapter 4

C.1 Monotonicity (in mean) of the PYP weights

It is well known that the PY process has a stick-breaking representation (Pitman & Yor, 1997).
Under this construction, the k-th weight is

wk = vℓ
∏

ℓ:ℓ<k

(1− vℓ), vk ∼ B(αk := 1− d, βk := α+ kd),

where B represents a beta distribution, and α and d are fixed quantities such that 0 < d < 1 and
α > −d. Then,

E[wk]

E[wk−1]
=
E[vk](1− E[vk−1])

∏k−2
ℓ=1 (1− E[vℓ])

E[vk−1]
∏k−2

ℓ=1 (1− E[vℓ])

=
E[vk](1− E[vk−1])

E[vk−1]

=
αk

αk + βk

βk−1

αk−1 + βk−1

αk−1 + βk−1

αk−1

=
αk

αk + βk

βk−1

αk−1

=
βk−1

αk + βk

=
α+ (k − 1)d

1− d+ α+ kd

=
α+ (k − 1)d

1 + α+ (k − 1)d

≤ 1.

Therefore, E[wk] ≤ E[wk−1], as claimed.
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C.2 Stochastic search MCMC scheme

First, note that

p(Γ | ·) = p(y | Σ,Γ,d)p(Γ)

where, for any fixed β,

p(y | Σ,Γ,d) = p(y | β,Σ,Γ,d)p(β | Γ)
p(β | y,Σ,Γ,d)

= p(y | β,Σ,Γ,d)
∏

k∈A

p(βk | Γ)
p(βk | y,Σ,Γ,d)

,

where A := {d1, . . . , dT }. Choosing βk = 0 for each k, we have

p(y | Σ,Γ,d) =
(∏

t

N(yt | 0,Σdt)

) ∏

k∈A

N(0 | 0,Ω0(Γ))

N(0 |m1k(Γ),Ω1k(Γ))
,

where we have added a Γ argument to m1k, Ω0 and Ω1k to stress that they all depend on Γ. So,
we can rewrite α(·) as

α(Γold,Γnew)

=
π0(Γnew)

π0(Γold)

∏

k∈A

N(0 | 0,Ω0(Γnew))

N(0 | 0,Ω0(Γold))

N(0 |m1k(Γold),Ω1k(Γold))

N(0 |m1k(Γnew),Ω1k(Γnew))

=
π0(Γnew)

π0(Γold)

∏

k∈A

σ
∥Γold∥1,1

0

σ
∥Γnew∥1,1

0

|Λ1k(Γold)|
|Λ1k(Γnew)|

exp{∥η1k(Γnew)∥22/2}
exp{∥η1k(Γold)∥22/2}

,

where η1k = Λ1km1k, and Λ1k is the upper Cholesky factor of Ω−1
1k .

BNPGrangerTestR R-package

All the algorithms described in this chapter are implemented in the R package BNPGrangerTestR.
Its main functionality is to compute the Granger causality test, the impulse response function, and
predictive densities. Both the package and its documentation can be found at here.

https://github.com/igutierrezm/BNPGrangerTestR


Appendix D

Appendix for Chapter 5

Before delving into the proofs, let us introduce the following definitions:

Definition D.1. Given any random variable x with distribution F (ψ), we will define F (x|ψ) as
its associated pdf/pmf, evaluated at x.

Hence, for example, N(βk|0, σ2) represents the pdf of a N(0, σ2) distribution at βk, Gamma(s|a, b)
represents the pdf of a Gamma(a, b) distribution at s, and so on.

Definition D.2. Given any random variable x in our model, we define p(x|−) as its full conditional
pmf/pmf, evaluated at x.

Hence, for example, p(βk|−) denotes the full conditional pdf of βk at βk, p(di|−) denotes the
full conditional pmf of di at di, and so on.

D.1 Proof of Algorithm 5.1

Fix j0 ∈ N and define θ−j0 := (θj : j ̸= j0). Then, by Bayes rule,

p(θj0 |θ−j0 ,d, r,β,γ, s,x,y)

∝ p(y|θ,d, r,β,γ, s,x)p(θ,d, r,β,γ, s|x).

In our particular model, the likelihood function factorizes as

p(y|θ,d, r,β,γ, s,x) =∏N
i=1p(yi|xi,θdi

, di), (D.1)

whereas the prior density factorizes as

p(θ,d, r,β,γ, s|x)
=
{∏

j∈Np(θj)
}{∏N

i=1p(di|ri)p(ri|β, s,xi)
}
p(β|γ)p(γ)p(s). (D.2)

Collecting the non-constant factors (in terms of θj0), we obtain

p(θj0 |−) ∝ p(θj0)
∏

{i:di=j0}p(yi|θj0 , di = j0)

= g0(θj0)
∏

{i:di=j0}f0(yi|xi,θj0),

109
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which explains step 1 in Algorithm 5.1. Now fix i0 ∈ {1, . . . , N} and define d−i0 := (di : i ̸= i0).
Then, applying the same reasoning, we have

p(di0 |d−i0 ,θ, r,β,γ, s,x,y)

∝ p(y|θ,d, r,β,γ, s,x)p(θ,d, r,β,γ, s|x).

Collecting the non-constant factors (in terms of di0), we obtain

p(di0 |−) ∝ p(yi0 |xi0 ,θdi0
, di0)p(di0|ri0) ∝ f0(yi0 |xi0 ,θdi0

)I(di0 ≤ ri0).

which explains step 2 in Algorithm 5.1.

D.2 Proof of Algorithm 5.2

Fix i0 ∈ {1, . . . , N} and define r−i0 := (ri : i ̸= i0). Then, by Bayes theorem,

p(ri0 |θ,d, r−i0 ,β,γ, s,x,y) ∝ p(y|θ,d, r,β,γ, s,x)p(θ,d, r,β,γ, s|x),

where the last two factors are described respectively in Equations (D.1) and (D.2). Collecting the
non-constant factors (now in terms of ri0), we obtain

p(ri0 |−)
∝ p(di|ri)p(ri|β, s,xi)

∝ r−1
i I(ri ≥ di)φs

i (1− φi)
ri−1Γ(ri + s− 1)/(ri − 1)!/Γ(s)

∝ I(ri ≥ di)φs−1
i (1− φi)

riΓ(ri + s− 1)/ri!/Γ(s− 1)

∝ I(ri ≥ di)NegBin(ri|s− 1, φi),

where Γ(·) is the gamma function and φi := expit(x⊤
i β); i.e., a left-truncated Negative-Binomial

distribution. To the best of our knowledge, there is no direct algorithm to draw samples from
this distribution. However, we can still update ri in the context of a Gibbs sampler using a trick
introduced by De Blasi et al. (2020). To implement this trick, we must rewrite p(ri|−) as

p(ri|−) ∝ I(ri ≥ di)φs−1
i (1− φi)

ri
Γ(ri + s− 1)

ri!Γ(s− 1)

∝ I(ri ≥ di)(1− φi)
ri
(ri − di)!Γ(di)

ri!

Γ(ri + s− 1)

(ri − di)!

∝ I(ri ≥ di)(1− φi)
riB(ri − di + 1, di)

Γ(ri + s− 1)

(ri − di)!
,

where B(·, ·) is the beta function. Both B(·, ·) and Γ(·) are one-dimensional integrals. Hence, we
can interpret p(ri|−) as a margin of the joint density

p(ri, vi, zi|−) ∝ Beta(z|ri − di + 1, di)Gamma(v|ri + s− 1, 1)

∝ zri−di
i (1− zi)di−1vri+s−2

i e−viI(ri ≥ di)(1− φi)
ri/(ri − di)!,
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which gives the following full conditional densities:

p(vi|ri, zi,−) ∝ vri+s−2
i e−vi ∝ Gamma(vi|ri + s− 1, 1),

p(zi|vi, ri,−) ∝ zri−di
i (1− zi)di−1 ∝ Beta(zi|ri − di + 1, di),

p(ri|zi, vi,−) ∝ zrii vrii I(ri ≥ di)(1− φi)
ri/(ri − di)!

∝ I(ri ≥ di){(1− φi)zv}ri/(ri − di)!
∝ Poisson(ri − di|(1− φi)zivi),

which explains all the steps in Algorithm 5.2.

D.3 Proof of Algorithm 5.3

By construction β1K−γ = 0K−∥γ∥1
. Hence, we only need to compute the full conditional density of

βγ . Now, by Bayes theorem, we have

p(βγ |β1K−γ ,θ,d, r,γ, s,x,y)

∝ p(y|θ,d, r,β,γ, s,x)p(θ,d, r,β,γ, s|x),

where the last two factors are described respectively in Equations (D.1) and (D.2). Collecting the
non-constant factors (now in terms of βγ), we obtain

p(βγ |−) ∝ p(β|γ)p(r|x,β, s,γ),

where

p(β|γ) ∝ N(βγ |0∥γ∥1
, σ2I∥γ∥1

);

p(r|β,γ, s,x) ∝
∏

i
p(ri|xi,β,γ, s,xi)

∝
∏

i
expit(βγ · xiγ)

ri−1expit(−βγ · xiγ)
s

∝
∏

i

(ex
⊤
iγβγ )ri−1

(1 + ex
⊤
iγβγ )ri−1+s

∝
∏

i

exp{zix⊤
iγβγ}

coshri−1+s(x⊤
iγβγ/2)

,

and zi := (ri − 1 − s)/2. To the best of our knowledge, there is no direct sampling algorithm for
p(βγ |−), but we can still update β in the context of a Gibbs sampler using the Polya-Gamma trick
(Polson et al., 2013). To implement this trick, we must introduce a latent vector ω such that

ωi|ri, s ∼ PG(ri − 1 + s, 0), i = 1, . . . , N

By construction, each of these random variables satisfies the condition

E[e−ωit
2/2|ri, s] = cosh−(ri−1+s)(t/2), ∀t ∈ R.
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Exploiting this condition, we can rewrite p(r|x,β, s,γ) as

p(r|x,β, s,γ) ∝∏ie
zix

⊤
iγβγE[e−ωi(x

⊤
iγβγ)

2/2|ri, s].

Hence, we can interpret p(βγ |−) as a margin of the joint density

p(βγ ,ω|−) ∝ N(βγ |0∥γ∥1
, σ2I∥γ∥1

)
∏

ie
zix

⊤
iγβγ−ωi(x

⊤
iγβγ)

2/2,

which implies that each ωi has full conditional density

p(ωi|β,−) ∝ e−(zi/ωi−x⊤
iγβγ)

2ωi/2PG(ωi|ri − 1 + s, 0)

∝ e−(x⊤
iγβγ)

2ωi/2PG(ωi|ri − 1 + s, 0)

∝ PG(ωi|ri − 1 + s,x⊤
iγβγ),

where the last step is because of the definition of a PG(ri − 1 + s,x⊤
iγβγ) distribution (see Sect.

5.2 in the main document). Finally, completing the square and rearranging terms in the usual way,
we get the following full-conditional density for βγ :

p(βγ |ω,−) ∝ N(βγ |µ̃(γ), Σ̃(γ)),

where µ̃(γ) and Σ̃(γ) were defined in Theorem 5.2, and the result follows.

D.4 Proof of Algorithm 5.4

By Bayes theorem, we have

p(s|θ,d, r,β,γ,x,y)
∝ p(y|θ,d, r,β,γ, s,x)p(θ,d, r,β,γ, s|x),

where the last two factors are described respectively in Equations (D.1) and (D.2). Collecting the
non-constant factors (now in terms of s), we obtain

p(s|−) ∝ p(s)∏ip(ri|β, s,xi) = Gamma(s|a, b)∏iNegBin(ri − 1|s, φi),

where φi := expit(−x⊤
i β). To the best of our knowledge, there is no direct algorithm to draw

samples from this distribution, but we can still update s in the context of a Gibbs sampler us-
ing a trick introduced by Zhou and Carin (2015). This trick is based on the compound Pois-
son representation of the Negative-Binomial distribution (Quenouille, 1949), which states that
p(ri|β, s,xi) = NegBin(ri − 1|s, φi) can be seen as a margin of the joint pmf

p(ri, li |β, s,xi) := SumLog(ri − 1 | li, φi)Poisson(li | − s log(1− φi)),

where SumLog(· | li, φi) is the density of the sum of li independent random variables, each one
having a logarithmic distribution Log(φi), with pdf

Log(k |φi) = −φk
i /{k log(1− φi)}, ∀k ∈ N.
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This implies the following full-conditional pmf for s:

p(s | l1:N ,−)
∝ Gamma(s | a, b)∏iSumLog(ri − 1 | li, φi)Poisson(li | − s log(1− φi))

∝ sa−1e−bs∏
i[−s log(1− φi)]

lies log(1−φi)

∝ sa+
∑

i li−1e−{b−
∑

i log(1−φi)}s

∝ Gamma(s | a+∑i li, b−
∑

i log(1− φi))

On the other hand, Zhou and Carin (2015) proved that

p(ri, li | s, φi) = CRT(li|ri − 1, s)NegBin(ri − 1|s, φi).

Hence, the full conditional pmf of each li reduces to

p(li | s,−) ∝ p(li, ri | s, φi) ∝ CRT(li | ri − 1, s),

and the result follows.

D.5 Proof of Algorithm 5.5

This is a direct consequence of Theorem 5.2.

D.6 Proof of Theorem 5.2

Fix k0 ∈ {1, . . . ,K}. Then, by Bayes theorem, we have

p(γk0 |d, r, τ ,ω,γ−k0 , s,x,y) ∝ p(y|d, τ ,γ, s,x)p(r,ω|γ, s,x)p(γ).
This formula differs from the expression used for the previous algorithms because we augmented our
model with ω and marginalized (b,β). Hence, we cannot use Equations (D.1) and (D.2). Instead,
we now have:

p(y|d, τ , r,ω,γ, s,x) =
∏

j∈{d1,...,dN}

∫ ∏

i:di=j

p(yi|di = j, bj , τj ,γ,xi)p(bj)dbj ,

p(d, r,ω,γ, s|x) = p(r,ω|γ, s,x)p(γ)p(s)
N∏

i=1

p(di|ri).

It is well known that each of these integrals can be reduced to

∫ ∏

i:di=j

p(yi|di = j, bj , τj ,γ,xi)p(bj)dbj =
( τj
2π

)nj/2 κ
∥γ∥1

b0

c̃(γ)C̃(γ)
=: R(γ),

where c̃ and C̃ were defined in the statement of the theorem (see, e.g., Bishop, 2006). On the other
hand, for any βγ := (βk : γk = 1), we have:

p(r,ω|γ, s,x) = p(r,ω|βγ , s,x,γ)p(βγ |s,x,γ)/p(βγ |r,ω, s,x,γ)

=
p(ω|r,βγ , s,x,γ)

p(βγ |r,ω, s,x,γ)
p(r|βγ , s,x,γ)p(βγ |s,x,γ).
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In particular, when βγ = 0∥γ∥1
:

p(r|βγ , s,x,γ) =
∏

iNegBin(ri − 1 | s, expit(0)),
p(ω|r,βγ , s,x,γ) =

∏
iPG(ωi | ri − 1 + s, 0),

p(βγ |r,ω, s,x,γ) = N(0∥γ∥1
| µ̃(γ), Σ̃(γ)),

p(βγ |s,x,γ) = N(0∥γ∥1
| 0∥γ∥1

, σ2I∥γ∥1
),

Now, consider 2 concrete values for γ: γ‡ and γ†. These vectors are compatible with the previously
fixed γ−k0

, but they differ in their k0-th component. Then, we can rewrite the full conditional odds

in favor of γk0 = γ†
k0

as

odds(γk0 = γ†
k0
| −)

= P (γk0 = γ†
k0
| −)/P (γk0 = γ‡

k0
| −)

=
R(γ†)

R(γ‡)

N(0∥γ‡∥1
| µ̃(γ‡), Σ̃(γ‡))

N(0∥γ†∥1
| µ̃(γ†), Σ̃(γ†))

Wo(γ† | ζ)
Wo(γ‡ | ζ)

N(0∥γ†∥1
|0∥γ†∥1

, I∥γ†∥1
/κβ0)

N(0∥γ‡∥1
|0∥γ‡∥1

, I∥γ‡∥1
/κβ0)

.

Hence, the full posterior probability of the event {γk0
= γ†

k0
} is

P (γk0
= γ†

k0
|−) =

(
1 +

1

odds(γk0
= γ†

k0
| −)

)−1

,

and the result follows.
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Virbickaitė, A., Auśın, M. C., & Galeano, P. (2016). A Bayesian non-parametric approach to asym-
metric dynamic conditional correlation model with application to portfolio selection. Com-
putational Statistics & Data Analysis, 100, 814–829.

Wald, A., & Wolfowitz, J. (1940). On a test whether two samples are from the same population.
Annals of Mathematical Statistics, 11 (2), 147–162.



BIBLIOGRAPHY 122

Walker, S. (2007). Sampling the Dirichlet mixture model with slices. Communications in Statistics:
Simulation and Computation, 36 (1), 45–54.

Warne, R. T., Lazo, M., Ramos, T., & Ritter, N. (2012). Statistical methods used in gifted education
journals, 2006-2010. Gifted Child Quarterly, 56 (3), 134–149.

Weiss, L. (1960). Two-sample tests for multivariate distributions. Annals of Mathematical Statistics,
31 (1), 159–164.

Wilks, S. S. (1932). Certain generalizations in the analysis of variance. Biometrika, 24 (3/4), 471–
494.

Wilson, M. A., Iversen, E. S., Clyde, M. A., Schmidler, S. C., & Schildkraut, J. M. (2010). Bayesian
model search and multilevel inference for snp association studies. The Annals of Applied
Statistics, 4 (3), 1342–1364.

Windle, J., Polson, N. G., & Scott, J. G. (2014). Sampling Polya-Gamma random variates: alternate
and approximate techniques. arXiv e-prints, arXiv:1405.0506.

Womack, A. J., Fuentes, C., & Taylor-Rodriguez, D. (2015). Model space priors for objective sparse
Bayesian regression. arXiv e-prints.

Zanella, G. (2020). Informed proposals for local MCMC in discrete spaces. Journal of the American
Statistical Association, 115 (530), 852–865.

Zhou, M., & Carin, L. (2015). Negative Binomial Process Count and Mixture Modeling. IEEE
Transactions on Pattern Analysis and Machine Intelligence, 37 (2), 307–320.

Zhou, Q., Yang, J., Vats, D., Roberts, G. O., & Rosenthal, J. S. (2022). Dimension-free mixing for
high-dimensional Bayesian variable selection. Journal of the Royal Statistical Society Series
B: Statistical Methodology, 84 (5), 1751–1784.

Zientek, L. R., Capraro, M. M., & Capraro, R. M. (2008). Reporting practices in quantitative
teacher education research: One look at the evidence cited in the AERA panel report.
Educational Researcher, 37 (4), 208–216.


	Abstract
	Basic concepts
	Hypothesis testing and variable selection
	Bayesian hypothesis testing
	Bayesian variable selection
	Posterior inference with spike-and-slab priors
	Hypothesis testing vs variable selection
	Prior distributions over sets of hypotheses

	BNP models for density estimation
	Dirichlet process
	Dirichlet process mixtures
	Geometric stick-breaking process mixtures


	A Bayesian hypothesis test for MANOVA
	Introduction
	A BNP model for multivariate comparisons
	Priors on the space of hypotheses
	Random continuous distribution specification

	Posterior inference
	Properties of the model
	Illustrations
	Illustration 1
	Illustration 2

	Monte Carlo simulation study
	Discussion

	A Bayesian hypothesis test for N-way ANOVA
	Introduction
	A BNP modeling for N-way ANOVA data
	A mapping between  and the hypotheses (I) and (II)
	Prior specification for the binary vector 
	Prior specification for the distribution F0, …, Fm - 1

	Posterior inference
	BNP N-way ANOVA modeling for responses in different supports
	Continuous responses
	Counting responses
	Binary responses

	Monte Carlo simulation study
	Simulations for continuous responses
	Simulations for counting responses
	Simulations for binary responses

	Applications
	Discussion

	A Bayesian Granger causality test
	Introduction
	Model specification
	Modeling the mixture weights
	Modeling the mixture atoms
	Modeling the hypotheses
	An equivalent hierarchical representation

	Posterior inference
	Impulse response function
	Forecasting

	Simulations
	Application
	Discussion

	A model selection procedure for Bayesian nonparametric regression
	Introduction
	Model specification
	Computing Wo()
	Recovering the mixture weights
	Marginalizing  and b

	Posterior inference
	Accommodating right-censored observations
	Simulation study
	Discussion

	Concluding remarks and future directions
	Appendix for Chapter 2
	Some useful properties of the Bayesian Gaussian model
	Posterior simulation algorithm
	Updating the DP mass parameter (Step 1, Algorithm [1])
	Updating the cluster labels (Step 2, Algorithm [1])
	Updating the hypothesis vector (Step 3, Algorithm [1])

	Proof of Theorem 2.1
	Software
	Replication code

	Appendix for Chapter 3
	Simulation results for alternative scenarios
	Continuous responses
	Counting responses
	Binary responses

	Supporting tables for the applications

	Appeendix for Chapter 4
	Monotonicity (in mean) of the PYP weights
	Stochastic search MCMC scheme

	Appendix for Chapter 5
	Proof of Algorithm 5.1
	Proof of Algorithm 5.2
	Proof of Algorithm 5.3
	Proof of Algorithm 5.4
	Proof of Algorithm 5.5
	Proof of Theorem 5.2


