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Introduction

Background and motivation

A power-law is a mathematical relationship between two quantities that describes a phenomenon
in which a small number of events or occurrences dominate a process, while the majority have a much
smaller impact. In other words, the most impactful events are often concentrated at the extreme ends
of the observation scale. In the literature, this model appears under various names depending on the
context, including Zipf’s law in the discrete case, often used to describe rank—frequency relationships,
and the Pareto distribution in the continuous case, commonly applied to model the size distributions

of cities, earthquakes, solar flares, moon craters, wars, and personal fortunes (Newman, 2005).

One of the earliest examples of a power-law comes from Galileo Galilei’s observations. During his
studies of medicine at the University of Pisa around 1580, he discovered a relationship between an
animal’s mass (M) and its size (L, length), represented as M ~ L3. He also observed that the scaling
of bone area (S) follows S ~ L? (Thurner et al., 2018). This finding indicates that mass increases at a

faster rate than bone area, suggesting that larger animals are less common compared to smaller ones.

In physics, examples of power-laws include Kepler’s third law, Newton’s law of gravitation, Coulomb’s
law of electromagnetism, and the Stefan-Boltzmann law, all of which can be expressed in the form
x~%, where « is the scaling parameter. In the Newton’s and Coulomb’s laws, x represents the distance
between planets or charges, where a = 2. Thus, the closer two planets or electric charges are, the
stronger the force between them. Stokes’ Law, self-organized criticality, and the Curie-von Schweidler
Law and Keibler’'s Law, which relates metabolic rate to the mass of an organism, also present this
relationship (see, for example, Moulton, 1952; Jackson, 1998; Ramaswamy, 2010).

Note that Kepler’s, Newton’s, and Coulomb’s laws are deterministic models that yield a single
outcome based on initial conditions. However, working with real-world data often involves uncertainty,
as the data collection process may be affected by random variations such as measurement errors.
Moreover, not all relevant factors influencing the outcome are typically observable or measurable,
which can lead to unpredictable values when relying exclusively on recorded factors. This situation
necessitates the use of the power-law distribution, a stochastic model that accounts for uncertainty by
describing the probability of events and can be defined as either discrete or continuous, depending on

the framework from which the data is obtained.
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In this direction, numerous studies have employed the power-law distribution as a suitable statistical
model for accurately capturing the governing principles underlying observed phenomena. For instance,
Chierichetti et al. (2017) applied the power-law distribution to model word frequency in novels and
newspapers. Gupta et al. (2005) assessed the adequacy of this model in modeling the citation index
distribution among scientific publications. Specifically, Eom and Fortunato (2011) concluded that
the power-law distribution effectively describe the frequency of citations in papers published in the
American Journal of Physics. In a study on city sizes, Mori et al. (2020) demonstrated that city sizes
exhibit a remarkably consistent power-law distribution within the spatial hierarchy of regions within
a country. Similarly, Gutenberg and Richter (1944) found that earthquake magnitudes follow this
distribution. Finally, Neukum and Ivanov (1994) showed that the size distribution of craters on the

Moon and other planetary bodies also adheres to this pattern.

Nevertheless, one of the most well-known fields where power laws prove useful is complex networks.
Networks are structures that can be represented as graphs, where entities such as people or objects
are connected to one another based on specific relationships or interactions. We can find numerous
examples of both directed and undirected networks in natural and artificial systems. For example,
in an ecological network, directed links indicate which animal devours on another, while in a social

network, romantic ties are represented by undirected edges (Mata, 2020).

The structure and properties of a network can vary significantly depending on how connections are
formed. In some cases, nodes may possess a similar number of connections, resulting in a relatively
uniform network. In other cases, a small number of nodes may have a disproportionately high number
of connections, while the majority have very few. These variations in connectivity are described by

the degree distribution, showing how connections are distributed among nodes.

An important class of networks that illustrates this level of unequal connectivity is that of scale-free
networks. These networks are characterized by the presence of a small number of highly connected
nodes, which are accompanied by a majority of nodes having relatively few connections. The degree
distribution in scale-free networks adheres to a discrete power-law distribution (referred to as the scale-
free hypothesis). This structural pattern arises through two fundamental mechanisms: network growth
and preferential attachment. As the network grows, new vertices are added and tend to preferentially
connect to nodes with higher degrees. This dynamic reflects real-world systems such as the Internet
and the World Wide Web, where highly connected hubs are instrumental in maintaining the overall

connectivity and functionality of the network (Dorogovtsev, 2003).

Although the power-law distribution is extensively applied across various disciplines, several as-
pects of its statistical modeling have been neglected. For instance, a detailed analysis of methods for
precisely estimating the scaling parameter and determining the best way to assess whether the power-
law distribution is the correct model for the data. This concern arise from a recent study (Broido and
Clauset, 2019), which analyzed nearly 1,000 real-world networks from biological, informational, social,
technological, and transportation domains to verify the scale-free hypothesis in each case, applying
methodologies outlined in Clauset et al. (2009). The authors conclude that scale-free networks are
not as common as has been reported. These findings challenge previous assumptions that power-law

degree distributions are universal across various scientific domains (Barabdsi, 2016).
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This thesis project begins by tackling this problem. Through simulation studies, we found that
commonly used methods for estimating the parameters of the power-law model often yield biased
estimates. Moreover, the procedure used to verify the plausibility of the power-law model in real data
does not provide reliable results, as it tends to reject samples even when they are generated under
the same distribution. Consequently, the project focuses on improving parameter estimation and the
methods used to assess the goodness-of-fit of the power-law model. This allows for a more accurate
evaluation of whether the degree sequence of a network or, more generally, a dataset follows this type of
distribution. These aspects complement the work of recent publications that address similar concerns
in the continuous version of the distribution (Ramos et al., 2021, 2023).

A key limitation of the power-law model is that it often fails to accurately capture the overall
shape of the empirical probability distribution. Instead, it only applies to the tail of the distribution,
above a certain minimum threshold, to capture the behavior of extreme values in the sample. One
way to overcome this limitation is by extending the model to a piecewise version. This formulation
introduces change points that divide the data into intervals, allowing different power-law behaviors to
be applied within each segment. The resulting piecewise model offers greater flexibility and improves

the representation of the distribution compared to the original power-law model.

We apply the piecewise version of the model to two areas of interest, demonstrating its versatility
and practical value. First, we extend the discrete version of the power-law model to analyze complex
networks, introducing a novel methodology for studying degree sequences. Second, we adapt the
continuous version of the power-law model to apply on survival analysis, a statistical field focused
on examining the time until an event of interest occurs. Survival analysis is commonly employed to
study patient outcomes, such as the time until disease remission, recurrence, or death. In this context,
we discuss parameter estimation using maximum likelihood estimators, which provide closed-form
expressions for both complete and randomly censored data. Since maximum likelihood estimators can
be biased in small samples, we derive bias-corrected versions that are unbiased up to the second order
while maintaining closed-form solutions. Furthermore, we implement a profiled maximum likelihood
approach to estimate change points in the dataset, enhancing the model’s flexibility and ensuring its

applicability.

Finally, we adapt the continuous piecewise power-law model to introduce a regression framework
that incorporates a cure fraction parameter, allowing the estimation of the proportion of individuals
no longer susceptible to the event of interest. This adaptation addresses population heterogeneity,
recognizing that certain individuals may remain unaffected by the studied phenomenon. Additionally,
we implement a variable selection procedure using the Least Absolute Shrinkage and Selection Operator
(LASSO) penalization to identify the most relevant predictors, reduce model complexity, and enhance
interpretability. Furthermore, a local influence analysis is conducted to identify observations that
significantly impact the model, to assess the impact of these detected data points on the validity and

robustness of global inferences.

In the next section, the contributions of the study are presented in detail, guiding the reader
through the key findings and methodological advancements. Afterward, the outline of the dissertation

is provided. Lastly, we expose the scientific publications resulting from this research.
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Contributions

Motivated by the literature review and the aspects previously discussed, we outline the following

contributions, categorized by the nature of the model under consideration:

Discrete Power-Law Model

1. Inference. We investigate an objective Bayesian inference approach using the Jeffreys prior for
estimate the scaling parameter of the discrete power-law model, providing a direct comparison
with classical procedures. In this concern, we prove that the resulting posterior distribution is

valid probability distribution, ensuring the coherence of the Bayesian inference framework.

2. Goodness-of-fit evaluation. We assess three goodness-of-fit tests to address the elevated
rejection rates observed in the traditional approach, aiming to identify the most effective method

to evaluate the performance of the discrete power-law model on real-world datasets.

3. Extending to a piecewise model. We extend the discrete power-law model to a piecewise
framework, enabling it to capture complex behaviors in the data. Recognizing that classical
estimation methods often result in biased estimates, we incorporate a bootstrap procedure to
mitigate this issue, simultaneously estimating the change points through an exhaustive search.
Lastly, we performance the same three goodness-of-fit tests to identify the most suitable approach

for evaluating the piecewise model’s performance in real data.

Continuous Power-Law Model

1. Extending to a piecewise model. We propose extending the continuous power-law model to
a piecewise framework, enabling more flexible modeling of data with distinct behavior regions,

particularly in survival analysis for time-to-event data.

2. Inference. We aim to refine inference for the continuous piecewise power-law model by em-
ploying a bias-corrected classical technique. Furthermore, we extend the inference framework to
accommodate censored data, enabling the model to handle incomplete observations effectively.

Simultaneously, change points are estimated using a profile maximum likelihood approach.

3. Regression model with cure fraction. We propose a novel long-term survival model based on
the continuous piecewise power-law distribution, incorporating a cure fraction parameter. This
is achieved by introducing a negative binomial model as an activation mechanism to describe the

distribution of the number of latent competing risks.

4. Variables Selection. We introduce the use of LASSO penalization to efficiently identify the

most relevant predictors, resulting in a more parsimonious representation of the data.

5. Local influence analysis. We conduct a local influence analysis to examine the impact of
individual data points on the model’s parameters. In particular, we derive the influence matrix

under both case-weight and response perturbations.
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Outline of the dissertation

The dissertation is structured as follows: Chapter 1 introduces fundamental concepts related to

complex networks and survival analysis.

In Chapter 2, we introduce Bayesian estimators within the discrete power-law model to obtain
more accurate estimates compared to those derived from traditional methods. We also assess new
goodness-of-fit tests to improve the effectiveness of the Kolmogorov-Smirnov test. At last, we propose
a piecewise extension of this model to provide greater flexibility, evaluating the estimation and its

goodness-of-fit features as well.

Chapter 3 focuses on the development of a piecewise distribution based on the continuous power-
law model. We discuss parameter estimation using maximum likelihood estimators, which provide
closed-form expressions for both complete and randomly censored data. Since these estimators can be
biased for small samples, we derived bias-corrected versions that are unbiased up to the second order.
We consider a profiled likelihood approach to estimate change points and construct a hypothesis test

to determine the optimal number of change points.

In Chapter 4, we present a novel piecewise power-law cure fraction model, characterized by a
piecewise decreasing hazard function. We then investigate parameter estimation and model selection
through a penalized approach. Additionally, we conduct a local influence analysis to identify potentially

influential individuals and perform a post-deletion assessment to evaluate their impact.

Finally, Chapter 5 presents the general conclusions and suggestions for future work.

Final considerations

The dissertation consists of manuscripts that have been submitted to or published in statistics

journals, with slight modifications made to fit the format of this document.

Chapter 2: Jerez-Lillo N., Rodrigues F., Ferreira P. & Ramos P. (2025) Beyond the power-law:
Estimation, Goodness-of-Fit, and a Semiparametric Extension in Complex Networks.
arXiv: 2311.11200.

Chapter 3: Ramos P., Jerez-Lillo N., Segovia F., Egbon O. & Louzada F. (2024) Power-law
distribution in pieces: a semi-parametric approach with change point detection. Statistics and
Computing, 34(1), 16. DOI: 10.1007/s11222-023-10336-x

Chapter 4: Jerez-Lillo N., Tapia A., Lachos V., Ramos P. (2025) A new semi-parametric
power-law regression model with long-term survival, change point detection and regularization.
Statistics in Medicine, 44(6), €70043. DOI: 10.1002/sim.70043

All functions and routines used within the dissertation are available as R code in the following

GitHub repository: https://github.com/njerezlillo, with a separate project for each manuscript.


https://arxiv.org/pdf/2311.11200
https://doi.org/10.1007/s11222-023-10336-x
https://doi.org/10.1002/sim.70043
https://github.com/njerezlillo

Chapter 1

Preliminaries

The following pages offer a brief overview of the key concepts essential to the development of our
study. The first section focuses on complex networks, while the second on survival analysis. Together,

these concepts provide the theoretical foundation for the subsequent chapters of this dissertation.

Complex Networks

A graph G is a mathematical structure consisting of a set of vertices (or nodes), denoted by N

and a set of edges (links or connections) Y that join distinct pairs of nodes.

The adjacency matrix, denoted by Y, is an n X n matrix that represents the connectivity of a

graph with n = |N| nodes, where the elements are defined as:

v { 1, if the vertices ¢ and j are connected,
ij =

0, otherwise.

In the case of an undirected graph, where edges do not have a direction, the edge set satisfies
Y C {{i,j} : 4,5 € N,i # j}, and the adjacency matrix is symmetric, meaning Y;; = Yj; for all
i,j € N. In contrast, a directed graph has edges with a specified direction, so the edge set satisfies
Y C {(i,4) : 4,7 € N,i # j}. The adjacency matrix in this case is generally not symmetric, as Y;; =1

indicates that node ¢ points to node j, but the reverse is not necessarily true.

The degree of a vertex is the number of edges connected to it, and it can be expressed as follows:

The degree sequence is the list of degrees of all vertices, denoted as (k1, ko, ..., kn).
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A random graph is a graph in which the set of nodes is assumed to be known and fixed, while
the edges are generated randomly through a random process (Bollobas, 1998). Let Y denote the
random adjacency matrix and y its observed value. This random process can be described by a joint
distribution of the elements of the adjacency matrix (which will be a random matrix). Specifically, we
refer to the following parametric statistical model:

P={p(y:0):y€V,6 €0}, (1.1)
where p(-; 0) is a probability mass function indexed by a parameter vector 8 that belongs to a parameter
space @, and Y is the set of all possible graphs on n nodes.

One of the most popular models for analyzing network data is the Exponential Random Graph
Model (ERGM). This model characterizes the probability distribution of a random graph by incorpo-
rating structural patterns commonly observed in real-world networks (see Kolaczyk, 2009 for a detailed
review). The probability mass function of a ERGM is given by:

exp {OTu(y)}
c(0) ’

where u(y) is a vector of statistics that incorporates key structural features, such as the number of

p(y;0) = (1.2)

edges, triangles, or k-stars, and ¢(0) is the normalizing constant defined as:

c(0)=> exp{6u(y)}. (1.3)

yey

This class of models is referred to as intractable likelihood models because ) contains 2(n—1)/2
simple graphs, or 2"~ directed graphs, making ¢(0) computationally difficult to calculate in net-
works, even with a small number of nodes!, although is possible to get explicitly in simple cases of
dependency as the Bernoulli and Reciprocity model (Snijders, 2002).

The second well-known model for networks is the Barabéasi—Albert model (Barabdsi and Albert,
1999), which provides a generative framework based on the principle of preferential attachment. This
model is designed to capture the growth dynamics of many real-world networks. At each time step, a
new vertex is added to the graph and connected to existing nodes with a probability proportional to
their current degree. This mechanism is especially suitable for systems like the Internet and the World
Wide Web (Caldarelli, 2007).

Note that, the ERGM and the Barabési—Albert models reflect fundamentally different modeling
philosophies. ERGMSs are statistical models aimed at explaining the formation of an observed network
by accounting for local structural patterns. In contrast, the Barabasi—Albert model is generative and
focuses on simulating the emergence of complex networks through dynamic growth and preferential
attachment. While ERGMSs aim to fit empirical networks, the Barabdsi—Albert model does not seek
to replicate specific data. Instead, it illustrates how large-scale structural properties can emerge from

simple generative rules.

1For example, with n = 7 nodes there are over two million undirected graphs.
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However, the Barabési-Albert model does not take into account that nodes can have other attributes
that make them more attractive for receiving new links, regardless of their degree. In order to address
this limitation, Bianconi and Barabdsi (2001) proposed a model in which each node has a characteristic
that determines its ability to make links, that is, the fitness of each node is also involved in the
competition for making new connections. The network has the growth property but now the nodes are
characterized by their fitness parameter n; chosen randomly according to an arbitrary distribution. As

a result, the probability that a new edge will connect to a node ¢ is given by:

nik;

i1 .
> =1 ik,

In the case of a uniform distribution of the parameter fitness within the interval (0,1), the degree
sequence of the network exhibits a power-law distribution, with the scaling parameter ranging between
2 and 3, which is known as the scale-free hypothesis.

Survival Analysis

Survival analysis is a branch of statistics dedicated to the study of time-to-event data or survival
data, which represents the time until a specified event occurs. This event may correspond to a wide
range of phenomena, including the failure of a mechanical system, the beginning of a disease, or the

survival time of individuals affected by a terminal condition (Kleinbaum and Klein, 2012).

Let T be a non-negative random variable representing the time elapse until the occurrence of the
event of interest. Assume that T is a continuous random variable. Following the principles of statistical

modeling, we define a parametric family of probability density functions for T" as follows:
F={f(t;0):t€T,0c 0O},

where f(-;0) is a probability density function indexed by a parameter vector 6 that belong to a

parameter space ©®, and T is the sample space of the random variable T'.

The survival function is defined as the probability that the event of interest has not occurred at

a given point in time. Mathematically, it is expressed as:
S(t;0)=P(T >t), t>0,

where S(-;0) is a non-increasing function with S(0;0) = 1 and S(¢;0) — 0 as t — +o0.

It is important to note that the survival function is closely related to several other key functions

of a random variable. In particular, the following relationships hold:

S(:0)=1-F(:0), f(:0) = —5(:0). 5:0) = [ Ju0)u

where F'(t;0) is the cumulative distribution function of 7T
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The hazard function, also known as the failure rate or hazard rate, describes the instantaneous
risk of an event occurring at a particular time, given that the individual or item has survived until

that point. Formally, it is defined as:

PE<T <t+At|T>t)

t>0
At—0 At ’ -

This function gives the rate at which events occur at time ¢, conditional on survival until that time.

Several important relationships exist between these functions, such as:

f(t;6)
(t; 0)

h(t;0) =

nn

S(6) = exp {—/Oth(u;e)du}, h(t;@):—%logS(t;G).

Based on these properties, we can conclude that the hazard function uniquely characterizes the
probability distribution of a random variable. This implies that we can alternatively propose a statis-
tical model through this function, describing the rate at which the event of interest occurs conditional
to the subjects live until certain time (see, for instance, Ramos et al., 2020; Chen, 2000).

For instance, the risk of mortality among older adults can be modeled using an increasing hazard
function, which captures the natural progression of risk of death with advancing age. In contrast, the
hazard function for post-organ transplant survival may be decreasing, as it may initially exhibit a high
value, reflecting the elevated risk of complications shortly after the procedure, followed by a decline as
the body adjusts to and accepts the transplanted organ.

The cumulative hazard function is defined as:

t
H(t;0) = / h(u; 6)du.
0
From this definition, we can derive the following relationships:

H(5:60) = ~log S(:0),  [(1:0) = h(t:0) exp(~H(:60)).  h(1:0) = - H(1:0).

The mean residual lifetime represents the expected remaining time until the event occurs, given
that it has not yet occurred by time (Tang et al., 1999). This function contributes to the estimation

of patient prognosis based on observed survival. It is formally defined as:
m(t;0)=ET —-t|T>t), t>0.

Finally, it can be demonstrated that:

mit; 8) = /too ‘Z((i:;g)) du, S(t) = m exp (— /Ot m(i;e)du) .

After establishing the theoretical foundation for these two key areas of statistics, we now turn to

the core of the dissertation.
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Discrete power-law model

2.1 Introduction

Let X be a discrete random variable. A power-law distribution, also referred to in the literature
as the Pareto distribution, is widely used to model phenomena in which smaller values occur more
frequently, and larger values occur less often but are not negligible. The probability mass function of

X under a power-law distribution is defined as follows:

xfa

) €T Z Tmin 2 17 (21)
C(auxmin)

p('ra @, xmin) ==
where o > 1 is the scaling exponent, i, is the minimum value (lower bound) at which the power-law

applies, and (@, Tmin) is the Hurwitz zeta function defined by:

+oo

C(Oé, xmin) - Z (k' + Z‘min)_a .

k=0

Due to the inherent stochastic elements in data, establishing the presence of a power-law presents a
notable challenge. This inquiry is important, as power laws can arise from diverse underlying mecha-
nisms. For instance, power laws are linked to the fractal organization and can emerge through preferen-
tial attachment, self-organized criticality, or energy and cost minimization in information transmission
(Thurner et al., 2018). Thus, identifying a power law in a system is crucial because it provides valu-
able insights into the underlying mechanisms governing the system’s behavior. Furthermore, power
laws are closely linked to scale invariance and self-similarity across different scales, providing a frame-
work for prediction, modeling, and decision-making. Power laws also serve as indicators of critical
points and phase transitions (Stauffer and Aharony, 2018), enabling the identification of thresholds
and emergent phenomena. Recognizing power laws enhances our understanding of complex systems,
with far-reaching implications in scientific, social, and economic domains (Newman, 2005; Clauset
et al., 2009).
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In particular, identifying a power-law distribution is important when analyzing complex networks,
as this distribution reveals patterns regarding the structure and behavior of the connections (Newman,
2018). Networks where the number of connections follows a power-law distribution are known as scale-
free networks (Costa et al., 2007; Barabdsi, 2009; Barabdsi, 2016). Graphically, power-law behavior
is suggested by a roughly linear decline of points on a plot of the degree distribution when using a
logarithmic scale on both axes. Let p(z) denote the degree distribution of a network. If the histogram
forms a straight line on log-log scales, then log p(z) = —alogz+ ¢, where « is a constant that typically
falls in the range 2 < a < 3 (scale-free hypothesis). Taking the exponential of both sides, this is
equivalent to equation (2.1), with ¢ = —log {(c, Zmin)-

Across most classes of networks, it is common to find evidence that the degree distribution of
complex networks follows a power-law distribution (Barabdsi, 2016), such as the World Wide Web
(Albert et al., 1999), biological networks (Przulj, 2007; Khanin and Wit, 2006), software systems
(Wen et al., 2009), and citation distributions (Redner, 1998). Identifying power-law behavior provides
significant theoretical insights into its generative mechanism (Virkar and Clauset, 2014). From a
theoretical perspective, Barabdsi and Albert (1999) proposed a model capable of replicating the growth
of numerous real networks. In this model, nodes are added one by one to the system with a probability
proportional to the number of links existing nodes possess at that time. The networks generated by

this model present a power-law distribution in the number of connections (Mata, 2020).

The estimation of the power-law distribution from a dataset is typically conducted in two steps. The
first step focuses on estimating the scaling parameter, which is generally determined using maximum
likelihood approach (see Lehmann, 1999 for details), assuming that the lower bound of the distribution
is fixed. The maximum likelihood estimator (MLE) for a, denoted by dyg, is obtained by directly

maximizing the logarithm of the likelihood function given by:

(o) = —nlog ((a, Tmin) — aZlog(a:i). (2.2)
i=1

The Fisher information element, which is commonly used to determine the standard error of the
MLE, is obtained by calculating the negative second derivative of equation (2.2) and taking its expec-

tation. It is given by:

)= n (c'%a,xmm) ) <<'<a7xmm>)2> | (2.3)

C(avxmin) C(avxmin)

Despite the MLE of a not having a closed-form expression, it is possible to obtain an approximate
expression by using a continuity correction and neglecting quantities of order :E;lizn. Thus, Clauset

et al. (2009) define the approximate maximum likelihood estimator (AMLE) as:

ilog (xmj—OS)] h : (2.4)

i=1

aaMLE =1+n

which is in fact similar to the MLE for the continuous power-law model.
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The second step focuses on the estimation of Z,i,. Clauset et al. (2009) discuss two approaches
to this task. The first one was proposed by Handcock and Jones (2004) and consists in maximizing
the Bayesian information criterion with respect to Zpyj,. This likelihood function is constructed by
representing the data below x,;, by separate probabilities, and above xi, by a power-law distribution.
However, this method presents difficulties because it tends to underestimate it, leading to a biased
estimation of the scaling parameter. On the other hand, Clauset et al. (2007) use the Kolmogorov-
Smirnov (KS) statistic. This approach aims to find the value of z,;, that makes the distribution of
the data and the power-law model fit as closely as possible. In other words, it chooses Xy, so that
the cumulative distribution function (CDF) of the observed data, restricted to values greater than or

equal to iy, is as similar as possible to the CDF of the power-law model fitted to the data.

Clauset et al. (2009) demonstrate that this last method outperforms the first approach, effectively
identifying the threshold above which the data follow a power-law distribution. Therefore, our focus

here will be exclusively on the estimation of the scaling parameter.

The literature indicates that MLEs are sensitive to outliers, which is critical for heavy-tailed distri-
butions like the power-law distribution, as these outliers can disproportionately affect the estimation
(Cordeiro et al., 2014). Moreover, empirical datasets often cover only a limited range of observations,
making it difficult to clearly identify power-law behavior. Furthermore, a debate has emerged sug-
gesting that power laws may be less common than previously reported (Broido and Clauset, 2019).
Therefore, determining if a dataset follows a power law and inferring its parameters is a challenge for

traditional statistical methods, making new approaches necessary.

In this work, we develop Bayesian estimators for the scaling parameter of the power-law model
using the Jeffreys prior. Our approach yields a proper posterior distribution and an efficient estimator
in terms of bias and mean squared error. Moreover, Kass and Wasserman (1996) demonstrate that this
prior leads to a posterior distribution with desirable properties: invariance under one-to-one transfor-
mations, consistency under marginalization, and good coverage probabilities. Through a simulation
study, we show that our proposed estimators provide nearly unbiased estimates for this parameter, even
with small sample sizes, and improve upon the results obtained by the maximum likelihood method.
Since the power-law model applies only above a minimum value, we discuss a piecewise extension that
incorporates change points to enhance flexibility and model the entire dataset. This approach has been
studied for the continuous power-law distribution by Ramos et al. (2021, 2024b).

In addition, we address the problem of classifying networks as scale-free or, more broadly, determin-
ing whether data follow a power-law distribution. Clauset et al. (2009) proposed an approach based on
the KS statistic to evaluate goodness-of-fit, where the distribution of the test statistic is approximated
through a semiparametric bootstrap method. However, our findings show that this approach fails
to maintain the nominal significance level, leading to incorrect discrimination of power-law samples
for small and large sample sizes. To address this issue, we perform other well-known goodness-of-fit
tests, such as the Cramér—von Mises, Watson, and Anderson—Darling tests. Furthermore, we assess
the performance of these tests against various alternative hypotheses using Monte Carlo simulations.
The simulation results reveal that the Watson test is the most powerful, consistently controlling the

type I error at the specified nominal level, making it the preferred choice.
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This chapter is organized as follows: Section 2.2 introduces Bayesian estimators based on maximum
a posteriori estimation with a Jeffreys prior and demonstrates that the resulting posterior distribution is
proper. In Section 2.3, we review the test statistics used in the different goodness-of-fit tests to assess
whether the data follow a power-law distribution. Section 2.4 introduces the piecewise extension
of the discrete power-law model and discusses the estimation procedure. Section 2.5 presents four
simulation studies designed to assess the procedures discussed, we say, the estimation and goodness-
of-fit procedure for the standard and discrete piecewise power-law model. Section 2.6 analyzes two
datasets: the corpus of networks examined by Broido and Clauset (2019), to assess the proposed
methodology for the power-law model, and the word frequency distribution in the novel Moby Dick,
to evaluate its piecewise extension. Our findings indicate that our proposal retains the power-law
distribution for many networks where the KS test rejects it. Furthermore, we found that incorporating
change-points into the power-law model results in a more flexible framework, effectively capturing
entire datasets without truncating information. We conclude this study with a summary of the key

findings and a discussion of their implications in Section 2.7.

2.2 Bayesian estimators

Inferential procedures using Bayesian methods have become popular in recent decades. Under the
Bayesian approach, the parameters of a statistical model are treated as random variables, with a prior
distribution representing beliefs about them. Bayesian inference allows for the incorporation of both
prior information and empirical data into the analysis through Bayes’ theorem, which updates these
beliefs with the observed data to form the posterior distribution (Bernardo and Smith, 2000).

From the posterior distribution, various inferences can be made, including point estimation (e.g.,
the mean value of the posterior distribution, the posterior median dividing the distribution into two
equal parts, and the posterior mode indicating the most likely value of the parameter), credible intervals
(e.g., highest posterior density or equal-tailed), and hypothesis testing (see, for example, Box and Tiao,
1992; Gelman et al., 2013).

The choice of a prior distribution can be either informative or non-informative, depending on
the available prior knowledge and the desired influence on the posterior. Non-informative priors,
also known as diffuse or vague priors, are used when the goal is to let the data primarily drive the
inferences rather than prior beliefs. These priors are designed to exert minimal influence on the
posterior distribution. A common non-informative prior is the Jeffreys prior, which is widely used due
to its invariance property under one-to-one transformations of parameters (Jeffreys, 1946). This prior

is proportional to the square root of the Fisher information element in equation (2.3):
CH « xmm Cl(avxmin) 2
) o /&P (a, Timin) )
CY xrmn C(Oé, wmin)

where ¢ (v, min) denotes the i-th derivative of log ¢(, Tmin)-
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The posterior distribution for « is given by:

L Voo wm‘“ H (2.5)

mlel®) = T Kozl

where @ denotes the observed data, and d;(x) is the marginal likelihood, defined as:

/+oo / 2) Oé mmm Hmfada

(@, Tynin)]"

Since the Jeffreys prior is typically an improper function, it is necessary to ensure that the posterior
distribution is proper. Before moving forward, we need to introduce the following definitions and
propositions. Let R = R U {—o00, 400} represent the extended real number line with the usual order
(>). Let R denote the positive real numbers, and RS’ denote the non-negative real numbers, including

zero. Similarly, we define R" and K(T analogously.

Definition 2.2.1. Let a € Ear and b € @;. We say that a < b if there exists M € RT such that
a<M-b. Ifa<bandb < a, then we say that a < b.

Definition 2.2.2. Letg: U — RS_ and h: U — @3_, where U C R. We say that g(x) < h(z) if there
erists M € R such that g(z) < M - h(z), for every x € U. Moreover, if g(z) < h(z) and h(z) < g(x),
then we denote this by g(x) x h(z).

Having established these definitions, we introduce a key result regarding the proportionality of two

continuous functions before proving that the posterior distribution defined in (2.5) is proper.

Proposition 2.2.3. Let g : (a,b) = RY and h : (a,b) — R be continuous functions on (a,b) C R,
where a,b € R. Then, g(z) o< h(x) if and only if li_r>n g(z)/h(z) < +o0 and linr}7 g(z)/h(z) < +o0.

x a rT—r
Proof. A detailed proof of this proposition can be found in Ramos et al. (2023). O

Proposition 2.2.4. For all™ > 0 and n > 1, we have that:

-/+OO \/ (2) a xmm Hx

a xmln

““da < +o00.

Proof. From complex analysis, we know that {(a, Zmin) is a meromorphic function with a simple pole
at & = 1 and no other poles for & > 1. As shown in Stein and Shakarchi (2010) (p. 74, Theorem 1.2),

there exists an € > 0 and a non-vanishing analytic function g(«) on the interval (1 —e¢, 1+ ¢€) such that:

C(a, Tmin) = (o = 1)_19(0‘)-

Moreover, since « is a real number, the function (o, zmin) also takes real values, and therefore,
g(a) is real for all v in the interval (1 —€,1 + ¢€). Thus, it follows that:

o Mewmmn) o D@
e D = M, e = T [9()]T < oo
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Furthermore, for all values of « # 1 within the interval (1 —¢,1 4 €), we have:

log ((at, Zmin) = —log(a — 1) +log g().

We can differentiate twice to obtain:

1 9?log g(a)
¢(2)(a,l"min) = CEE Sz
. ¢(2)(Oé, Trin) : 1 (o — 1)2 9 log 9(e)
lim —————= =1 — =1
et a?(la—1)-2 ot |2 T da? ’

where the last equality follows directly from the fact that the second derivative of log g(«) with respect

to « is continuous in the interval (1 — €, 1+ €), thereby permitting the algebra of limits.

On the other hand, note that as a becomes large, the first term x_% dominates the series because

min

the subsequent terms (k + @min)~* for £ > 1 decay rapidly and become negligible. Therefore:

C(av :Cmin)

lim — =1,
a=r4oo xmin
and then: i
lim & (@Tmin)
a—r+oo a_l(a - 1)x%in
Analogously, taking into account:
+oo
_Cl(aa xmin) = Z 1Og(k + l‘min) (k + xmin)_a 5
k=0
+oo
CN(OL, zmin) = Z [log(k + xmin)]Q (k + xmin)_a )
k=0
we obtain:
. C/(Oé, xmin) . C//<a7 xmin) 2
1 —Y =1 min d 1 =l min)] -
] 0g(@min) and  lim e [log(@min)]

Hence, we conclude that:

A YT R KC”(a,xmm)) (C(a,mmin)>_1 (-1

—a —«
Linin Lmin

(c’@; aimm)? («T;in))‘? (a ;)ﬂ |

min min

= [IOg(xmin)]2 - [1Og($min)}2a
0.
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Using Proposition 2.2.3, there exist constants C; > 0 and C5 > 0 such that:

C_l(a,xmin) <(Cy- 1(a -1y and qu(Q) (a0, Tpin) < Cy - a2(a — 1)_2

Inll'l

Based on these results, it follows that:

400 \/7 n ) —a
/ (& Zmin) H:ﬂfo‘da <Ct \ﬁ/ "~ (r=1) (o — 1)"_1 H ( i > da,
=1

a :L'mln Tmin

1=

<o el (2)

€T
i1 min

+oo
<Ct \/Cg/ « exp{—aZlog (x )} dao,
—(r+1)
=OP\/CyT(r 4 1) <210g<xmm)> :

which proves that the posterior distribution is finite. O

Using this result, we have proven that the posterior is proper, ensuring the reliability of the infer-

ences drawn from it. Additionally, we have demonstrated that all posterior moments are finite.

Although most mathematical and statistical software lack the derivatives of the Hurwitz zeta func-
tion implemented, we can consider its relationship with the zeta function to calculate QS(Q)(a, Znin) for
inference purposes, given the posterior distribution in (2.5). The first two derivatives of the Hurwitz

zeta function can be expressed as (see Appendix A):

Tmin—1
o) = o)+ 3 ),

k=1

Zmin—1 2
(o) = () — 3 LB

k=1

where (’(«) and ¢”(a) denote the first and second derivatives of the Riemann zeta function, respec-
tively, which are well known in the literature and can be directly obtained from the zeta function
implementation in the VGAM package.

We will use the maximum a posteriori (MAP) estimate as our point estimation method for the
scaling parameter. To obtain this estimate, we need to maximize the equation (2.5), or equivalently,
its logarithm. The MAP estimator for «, denoted by dnap, is found as the root of the equation:

dlog (@ (e, Tmin)) ¢'(GMAP, Tmin) < B

a=&MmAP

which is obtained by setting the first derivative of the log-posterior distribution equal to zero.
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Chapter 2
Since solving the equation directly above is not an easy task, especially because it is difficult to

obtain the second derivative of log (¢(2)(a,xmin)), we can use the Jeffreys prior derived from the

continuous power-law model (Clauset et al., 2009), that is given by:
1

7T2(a) X m7

thereby eliminating the dependence on the lower bound in their formulation. This function provides a
good approximation of the Jeffreys prior in the discrete model (see Figure 2.1), thus avoiding compu-

tational difficulties and ensuring a more tractable estimation process.

— Continuous — Discrete

10.0

7.5

m(a)

25
10.0

7.5

0.0
2.5 5.0
a

Figure 2.1: Jeffreys priors for the discrete and continuous power-law model taking zmin = 1.

1 -7t £
(a—1) g

The posterior distribution, derived from the Jeffreys prior of the continuous model, is given by:
mala]®) = ™ 2.7
d2 (ZB) [C(Oé, xmin)} i1 ( )

B e S
(a ) z; “da.

where: )
d — =)

@)= [ T 11
The

As with the first case, it is necessary to verify that this posterior distribution is proper.

following proposition establishes sufficient conditions to ensure this property.

n

— 1)t
(e —1) Hm;ada < +o0.

Proposition 2.2.5. For allr > 0 and n > 1, we have that:
+o00o
o ————
/1 [C(a7 xmin)]n i=1
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Proof. Using the identities proved in Proposition 2.2.4 and following similar steps, we observe that:

oo r (a - 1)_1 - —« n e 7'—n n 1
/1 « 7[((04,90“11“)]" gxl da < Cf /1 « - H (xmm) da,
+oo
§C?[ a’” exp{aZlog <$mm)}d «,
+oo
gc?/o ar exp{—aZlog (xmm)}d o,
(Z log (%mn)) .

This demonstrates that the new posterior distribution is also finite. O

The MAP estimate is obtained as the root of the following equation:

1 C (aMAPa mmln
L opS AR Tmin) 9 NP0y — ), 2.8
opap — 1 C(&maP; Tmin) ; gl (28)

which is computationally more tractable than solving equation (2.6).

2.3 Testing power-law distribution

After estimating the parameters of a statistical model, the next step is to evaluate how well it
fits the data. Indeed, when we propose a parametric statistical model, we assume that the underlying
mechanism generating the data, described by a probability distribution, can be recovered by evaluating
a specific value within the parameter space of these families of probability distributions, which is
suggested by a particular estimation method (McCullagh, 2002). However, in practice, this assumption
needs to be tested to determine if there is evidence to reject it.

A goodness-of-fit (GOF) test is a statistical test used to determine how well a model fits a set of
observed data. These tests are based on measuring the “distance” between the distribution of the
empirical data and the hypothesized model (D’Agostino, 2017). Let po(x) denote the probability mass

function from which the data were generated. We aim to test the following hypothesis:
Hy:po(x) € P versus Hy:po(z) ¢ P,

where P refers to the collection of all probability mass functions defined in equation (2.1).

Let F,,(x) denote the empirical cumulative distribution function of the random sample and F(-; é)
denote the CDF of the fitted model in P. In this work, we focus on four widely used tests: the
Kolmogorov-Smirnov, the Cramér-von Mises, the Watson, and the Anderson-Darling tests.
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2.3.1 Kolmogorov-Smirnov test

The KS test is one of the most popular GOF statistical tests used to measure how well a random

sample agrees with a specific distribution. Its statistic is defined as:

K =max |F,(X) — F(X;0)].

The distribution of K under Hj is intractable because its theoretical properties depend on the
distribution being tested, the method of estimation, the values of parameter estimates, and the sample
size. In practice, the parametric bootstrap is used to approximate its distribution. This approach
involves repeatedly resampling from an estimated model and recalculating the test statistic, thus

providing an empirical distribution to approximate the critical values for the KS test.

Clauset et al. (2009) describe a semiparametric bootstrap method for generating synthetic data to
approximate the distribution of K. Let nt,; be the number of observations greater than xp;,. The
method is as follows: with probability n.i/n, each observation is drawn from a power-law distribution
with scaling parameter & for sample values greater than x,;,. Otherwise, with probability 1 — nga/n,
we select a value uniformly at random from the elements of the observed dataset less than zin.
After that, we must fit each synthetic dataset individually to its corresponding power-law model and
calculate the KS statistic for each one relative to its own model. Finally, we define the p-value as the
fraction of times that the statistic is larger than the value for the observed data. If the p-value is less
than the chosen significance level, the null hypothesis that the data follow the fitted model is rejected.

2.3.2 Alternative goodness-of-fit tests

Some alternatives to the KS statistic include the Cramér-von Mises (W?2), Watson (U?), and
Anderson-Darling (A?) statistics. Each of them differ in how they evaluate the discrepancies between
the empirical CDF and the hypothesized one. For instance, the Cramér-von Mises statistic evaluates
the average squared differences across the entire distribution, the Watson statistic adjusts these differ-
ences to eliminate effects of location, and the Anderson-Darling statistic places greater emphasis on

discrepancies in the tails of the distribution.

The corresponding statistics are defined as follows:

1 LY 2 —1\?
277 PE—
W 12n+;<U“) 2n > ’

th(ﬁq/z)a

U2

n

A2 — _py— %2(21 -1) [log U(i) + log (1 - U(n+1—i))} )

=1

where U; = F(Xi;é), with ¢ = 1,...,n, is the fitted CDF for each sample value, U(l) <...< [7(”)

denoting their ordered statistics, and U denoting the mean of these values.
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If F(-; é) provides a close approximation to the true distribution Fy, then U; will be asymptotically
uniformly distributed on the interval [0, 1]. These formulas indicate that all test statistics are designed
to detect deviations of U; from uniformity on [0,1]. Therefore, at a ~ significance level, we reject
the null hypothesis for any of the statistics introduced that exceed the 100(1 — v)% quantile of the

corresponding distribution under Hy.

2.4 Discrete piecewise power-law model

As mentioned in the introduction of this dissertation, the power-law model is useful for describing
the tails of many empirical probability distributions. However, it often fails to accurately capture the
entire distribution. One way to address this issue is to extend the model to a piecewise model. A
piecewise distribution refers to a model that incorporates change points, which divide the data into
intervals and allow for the application of different power-law models to each interval, producing a more

flexible model than the original.

Consider a partition of R = [7(g), +00), yielding R = Ry U...U Ry 1, where R; = [(;_1), 7(;)) for

J=1,...,k+1, 7o) = 1is the minimum value, 7(1) < ... < 7() are change points, and 7(;1) = +00.
The probability mass function of the discrete piecewise power-law model, with scaling parameters
a = (a1,...,a41) and change points 7 = (71, ..., T(x)), is given by:
k+1 j—"
p(x; o, T) = [ -Ci_1| 1g, (), (2.9)
; Claj,m-1) ’

where Cy =1, and C; = H M
h=1 Clan, T(n-1))

, with i = 1,..., k, normalization constants.

Proposition 2.4.1. Let X be a random variable with the probability mass function in (2.9). The
variable X | X > 714, follows a power-law distribution with a lower bound of 7,y and a scaling

parameter of a1.-
Proof. The full proof is included in Appendix B. O

Estimating the parameters of this model presents certain challenges because the presence of change
points causes the model to fail to meet regularity conditions (Casella and Berger, 2002). To address
this issue, we propose a brute-force search procedure inspired by Xu and Wen (2024). First, we assume
that the change points are located within the observations due to their discrete nature. Then, for a
specific set of k fixed change points, we define the log-likelihood function as follows:

k+1
18) =" |n;(10gCjo1 —logllay,m)) —a; Y. logai| (2.10)
j=1 0T €ER;

where 6 = (a, T) contains all the scaling parameters for each segment and the change-points.
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We proceed by estimating all the possible models with & change points by maximizing the log-
likelihood function in (2.10). Finally, through an exhaustive search, we select the model that achieves
the highest likelihood among all the possible configurations, according to the maximum likelihood
principle. The optimal number of change points is determined by selecting the model that offers
the best performance under any conventional criteria. In this step, we can define as many piecewise
models as the number of change points we want to evaluate. After estimating their locations and
scaling parameters, we can use a cross-validation scheme to select the best-performing one through
a GOF criterion, such as the Akaike Information Criterion (AIC), defined as AIC = 2p — 2((6),
where p is the number of estimated parameters, or the Bayesian Information Criterion (BIC), given
by BIC = plog(n) — 26(9), to adhere to the principle of parsimony (Zhang, 1992).

To further quantify the uncertainty in the estimates of the scaling parameter for each partition,
we can employ two well-known methods: the asymptotic distribution of the MLE and bootstrap
resampling. The first method involves using the Hessian matrix, H, of the log-likelihood function,
evaluated at its maximum, which, as shown in Lehmann (1999), can be used to estimate the covariance
matrix of the parameters, as it is a consistent estimator of the Fisher information. Under regularity

conditions, the asymptotic confidence interval for o;; at the level (1 — ) is given by:
OAéj:tZ,Y/Q' —[H_l]jj7 jzl,,k+1,

where 2,/ is the critical value from the standard normal distribution.

Alternatively, we may use a second method based on the bootstrap technique (Efron, 1982), which
consists of generating B resampled datasets by sampling with replacement from the original dataset.
For each bootstrap sample, we fit the model and obtain an estimate dy), for i = 1,...,B. The
distribution of these estimates, known as the bootstrap distribution, allows us to estimate the bias of
our estimators and construct confidence intervals. Hence, we can define the bootstrap bias-corrected

estimator (see Ferrari and Cribari-Neto, 1998 for details) as follows:
( L~
A(boot) o5 L ~ (1 .
&; = 24 BZaj, j=1,...,k+1,
i=1
where ¢&; is the estimate from the original data. On the other hand, the confidence interval is derived

from the empirical quantiles of the bootstrap distribution, that is, d";/27d>{7'y/2:| , Where d;/z and
&j_, o are the ~v/2-th and (1 — 7v/2)-th percentiles of the bootstrap distribution, respectively.

2.5 Simulation study

In this section, we present a comprehensive simulation study designed to evaluate the effectiveness
and performance of the various estimation and GOF procedures introduced in this work for the discrete
power-law model and its piecewise extension discussed in Section 2.4. To achieve this, we have divided

the analysis into four separate studies.
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2.5.1 Study 1

Initially, we focus on assessing the performance of the estimators for the scaling parameter of a
power-law distribution: the MLE (derived from the maximization of the equation (2.2)), the AMLE
(defined in equation (2.4)), the MAP estimator with Jeffreys prior obtained for the discrete power-
law model (derived from equation (2.6)), and the MAP estimator with Jeffreys prior obtained for the
continuous power-law model (derived from equation (2.8)). These estimators were evaluated under
four scenarios. Case 1 involved zpmi, = 4 and o = 4. Case 2 involved zpi;, = 6 and a« = 4. Case 3
involved Zpmin = 4 and o = 6. Case 4 involved xy;y = 6 and a = 6. The simulation study employed
Ngim = 9,000 synthetic samples for each case, with sizes n = 10,20,...,100. These samples were
generated using the rpldis function from the poweRlaw package (Gillespie, 2015) in the R software.

We consider two key measures to evaluate the performance of the estimation procedures: bias and

mean squared error (MSE), which are defined as follows:

1 MNsim 1 Msim
Bias(&) = E (6; —a), MSE(a)= (G — a)?
Nsim * Ngim <
i=1 =1

As defined in the previous equation, bias measures the difference between the expected value of
an estimator and the true parameter value, providing insight into the estimator’s accuracy. MSE,
calculated as the average of the squared differences between the estimated and true values, reflects
both the variance and bias of the estimator. Additionally, we compute the 95% coverage probability
(CP), which measures the proportion of times the true parameter value falls within the specified
confidence intervals for the MLEs and AMLEs (obtained using their asymptotic distribution) or within
the credible intervals of the posterior distributions in (2.5) and (2.7) (obtained using the percentiles of
each posterior distribution). Using these criteria, we are searching for an estimator that yields a bias
closer to zero, smaller MSEs, and CPs near 0.95.

Figure 2.2 shows the biases, MSEs, and CPs from the estimates of « obtained using the four
estimation methods described earlier. The horizontal lines in the figures correspond to the expected

values for each metric: zero for bias and MSEs, and 0.95 for CP.

As shown, the most precise estimators in terms of bias across all cases are the Bayesian estimators,
particularly the one derived from the posterior distribution in (2.5), which is nearly unbiased even with
samples as small as size 10. In contrast, the frequentist estimators perform worse, with the AMLE
showing a notable bias that increased as the sample size increased. Regarding MSE, the MLE exhibits
the poorest performance, followed by the Bayesian estimators, while the AMLE performs the best,
indicating that its large bias is compensated for by its small variability. Finally, the CPs are close to
0.95 in all cases except for the AMLE, which is affected by its large bias and reduced variability.

Overall, these results suggest that the MAP estimator derived from equation (2.6) is preferable for
estimating the scale parameter of the power-law distribution due to its balanced performance across
all evaluation metrics. Its near-unbiased nature, even for small sample sizes, competitive MSE, and

reliable CPs make it a robust choice compared to the frequentist alternatives.
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Figure 2.2: Performance of the estimators in terms of bias (left), MSE (middle), and CP (right) across

different cases using random samples of sizes n = 10,20, ...,100 generated from a power-law distribution.
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2.5.2 Study 2

We examine the performance of the introduced GOF tests in Section 2.3 through Monte Carlo
simulations. Two key aspects of any statistical test are its rejection rate when the null hypothesis Hy
is true (known as the size) and its rejection rate when Hy is false (known as the power). An effective

test is one that has a size close to the nominal significance level and demonstrates high power.

All statistics were calculated using the dgof package (Arnold and Emerson, 2011) in the R software,
except K statistics, which was computed using the code available in Clauset et al. (2020), which
implements the semiparametric bootstrap method described in Section 2.3.1, with a minor modification

to include the scaling parameter as an argument for the plval function.

Size of the test. We estimate the empirical sizes of all tests at the 5% and 10% significance levels.
Consequently, we do not reject the power-law distribution for samples where the p-values exceed 0.05
and 0.1, respectively. In this initial stage, we used 1,000 pseudo-random samples of sizes n = 100, 200,
300, 400, and 500. Figures 2.3 and 2.4 present the sizes for all GOF tests in both significance levels.

As can be seen, the W2, U?, and A? test statistics maintain the nominal significance level and
correctly discriminate between samples for small and moderate sample sizes. In contrast, the KS test

rejects around 40% of power-law samples across cases.

Power of the test. We assess the empirical power of the GOF tests under various alternative
distributions, i.e., we compute the rejection rates against the four alternative hypotheses at 5% and
10% significance levels. Case 1 involved a discrete Exponential distribution with z,;, = 2 and A = 0.4.
Case 2 involved a discrete Exponential distribution with z,;, = 2 and A = 0.6. Case 3 involved a
discrete Poisson distribution with z,;, = 4 and p = 6. Case 4 involved a discrete Poisson distribution
with iy, = 4 and g = 4. These alternative distributions are introduced in detail in Appendix D of
Clauset et al. (2009). Simulations were carried out again with 1,000 pseudo-random samples of sizes
n = 100, 200, 300, 400, and 500. Figure 2.5 and 2.6 shows the results for each scheme.

We observed that the KS test is the most powerful among the tests considered, exhibiting a high
rejection rate. This high power allows it to detect deviations from the null hypothesis more effectively
than the other tests. On the other hand, the Watson test is the second most powerful, while the

Cramér-von Mises and Anderson-Darling tests are the least powerful, showing similar performance.

Conclusion. The KS test is the most powerful test, as shown by its performance across different
scenarios and sample sizes, but it cannot control the type I error rate, meaning it rejects the null
hypothesis too often, even when it is true, which makes it unreliable. This overreaction makes the test
seem more effective than it actually is. In contrast, the Watson test performs well in terms of power

while maintaining a controlled type I error rate, making it suitable for practical use.
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Figure 2.5: Power of GOF tests using the K, W2, U?, and A? statistics at a 5% significance level.
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2.5.3 Study 3

In our third simulation study, we focus on evaluating the performance of the estimation methods for
the discrete piecewise power-law model. Specifically, we aim to assess the precision of two estimators
of the scaling parameter for each partition: the MLE and the bootstrap bias-corrected MLE. For
this task, we used the same metrics as in Study 1: bias and MSE. Additionally, we are interested in
generating confidence intervals for these parameters by using both the asymptotic distribution of the
MLE and bootstrap simulations. The 95% CP was employed to compare the performance of both
methods. Initially, we employed 100 bootstrap samples due to the computational cost. Furthermore,
we evaluated the accuracy of the change-point estimation, calculated as the percentage of times the
estimated change points coincided with the specified ones. Due to the computational cost of evaluating
all possible change-point combinations, we constrained the search to the 90-th percentile of each sample.
This decision was based on the premise that change points are more likely to occur where the data are

concentrated, rather than in the tail of extreme events.

Each of these aspects was evaluated under four distinct scenarios: Case 1 involved 7 =5 and o =
(1.2,3.0); Case 2 involved 7 =5 and a = (1.5, 3.5); Case 3 involved 7 = (3,5) and a = (1.5,1.8,3.0);
and Case 4 involved 7 = (3,5) and o = (1.5,1.2,3.5). The simulation study was based on 1,000
replicates for each case, with sample sizes of n = 100, 250, 500, 750, and 1000. These samples were

generated using the inverse transformation method based on Algorithm 1.

Algorithm 1 Simulating samples from a discrete piecewise power-law distribution.

Input n (sample size), T (change-points vector), e (scaling parameters)
Compute the cumulative distribution function F(z;a, 7)
for i=1ton do
u; ~ Uniform(0, 1)
x; < inf{z; € {1,2,...} : F(zj;0,7) > u;}
end for
return (x1,xs,...,%,)

Table 2.1 presents the results of the estimators via bootstrap and the change-point estimation
procedure, while Table C.1 in Appendix C presents the results for the traditional MLE and the CP
computed using its asymptotic distribution. The results show that the change-point detection method
demonstrated consistency and improved accuracy with larger sample sizes. Models with one change
point accurately identified its location, while those with two change points showed significantly better
detection for the first point than for the second. Regarding bias, the estimator for the last partition
consistently exhibited the least precision across all cases; however, the bootstrap method effectively
corrects it. The MSE is nearly zero in all scenarios, indicating that bootstrap not only reduces the
bias of the MLE but also its variance. The CP for the first partition quickly reached the specified 0.95
level, while the bootstrap confidence intervals for the last partition exhibited slightly lower coverage

compared to the asymptotic distribution.

Overall, while the change-point detection works, estimating breaks in the tail becomes harder as
the number of partitions grows. The bootstrap method helps correct biases in smaller samples. Finally,

the asymptotic distribution of the MLE is reliable for sample sizes greater than 250.



Chapter 2 23

Table 2.1: Bias, MSE, and CP for the scaling parameter estimators computed via bootstrap, along with the

accuracy (Accu.) of the change-point estimates for the discrete piecewise power-law model.

&(boot) &(boot) (boot)

1 ) > T(2) a3

n Bias MSE CP Accu. Bias MSE CP Accu. Bias MSE CP
Case 1: 100 0.00 0.00 0.94 100% 0.00 0.13 0.94 - - - -
250 -0.00 0.00 0.94 100% 0.01 0.05 0.94 - - - -
500 0.00 0.00 0.95 100% 0.00 0.02 0.94 - - - -

750 -0.00 0.00 0.94 100% -0.00 0.02 0.94 - - - -
1000 0.00 0.00 0.94 100% -0.00 0.01 0.94 - - - -
Case 2: 100 -0.00 0.00 0.93 98% 0.01  0.29 0.90 - - - -
250 -0.00 0.00 0.95 100% -0.02  0.11  0.93 - - - -
500 -0.00 0.00 0.94 100% -0.00 0.05 0.94 - - - -

750 -0.00 0.00 0.94 100% 0.01 0.03 094 - - - -
1000 0.00 0.00 0.94 100% 0.00 0.03 094 - - - -
Case 3: 100 -0.00 0.00 0.94 94% -0.02  0.04 0.90 60% 0.11 036 0.86

250 0.00 0.00 0.95 100% 0.00 0.01 0.93 88% 0.02 0.10 0.92
500 -0.00 0.00 0.96 100% 0.00 0.01 0.94 97% -0.00 0.04 0.93
750 -0.00 0.00 0.94 100% 0.00 0.00 0.95 99% 0.00 0.03 0.94
1000 -0.00 0.00 0.94 100% -0.00  0.00 0.94 100% 0.00 0.02 0.94
Case 4: 100 -0.00 0.00 0.94 97% -0.05 0.05 0.92 64% 0.08 0.55 0.84
250 -0.00 0.00 0.93 100% 0.01 0.02 0.93 87% 0.04 0.17 0.92
500 0.00 0.00 0.95 100% -0.00  0.01  0.94 96% 0.01  0.07 0.93
750 -0.00 0.00 0.94 100% 0.00 0.00 0.94 99% 0.00 0.05 094
1000 0.00 0.00 0.93 100% 0.00 0.00 0.94 100% -0.01  0.03 0.94

2.5.4 Study 4

In our final simulation study, we examine the performance, in terms of size and power, of the
four GOF tests introduced in Section 2.3 for the discrete piecewise power-law model. In this case, all

statistics were calculated using the dgof package in the R software.

Size of the test. We estimate the empirical sizes of all tests again at the 5% and 10% significance
levels, using the same cases as in Study 3, generating 5000 pseudo-random samples of varying sizes:
n = 100, 250, 500, 750, and 1000. Tables 2.2 and 2.3 show the sizes for all GOF tests.

As can be seen, the W2, U?, and A? test statistics maintain the nominal significance level and
correctly discriminate between samples for small and moderate sample sizes. In contrast, the KS test

rejects approximately 1% of power-law samples across cases, resulting in an unexpected rejection rate.

Power of the test. At this point, we assess the power of the tests under various alternative distri-
butions. Specifically, we aim to evaluate the ability of each test to detect if an incorrect number of
change points is specified for datasets generated under the same cases as in Study 3. Since a piecewise
model with one change point is a particular case of a model with two change points, we do not compute
the power in Cases 1 and 2 because the tests will never detect this situation. Instead, we focus on
Cases 3 and 4, estimating a model with one change point and then applying the GOF tests. Tables
2.2 and 2.3 present the power in parentheses at the 5% and 10% significance levels, respectively.
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We observed that with sample sizes smaller than 250, most tests lack the capacity to detect that a
model with one change-point is incorrect when data are simulated with two change points. However,
the Watson test correctly rejects the one change-point model in approximately 30% of cases. Moreover,
its power increases significantly, achieving nearly one with a sample size of 500, indicating that this

test consistently rejects the piecewise model when it is incorrect.

Table 2.2: Empirical size and power (in parentheses) of the K, W2, U?, and A? statistics at a 5% significance

level for discrete piecewise power-law samples across different cases.

Case 1 Case 2
n K W2 U? A? K w? U? A?
100 0.01 0.04 0.05 0.04 0.01 0.06 0.05 0.05
250 0.01 0.04 0.03 0.04 0.01 0.04 0.04 0.04
500 0.02 0.04 0.05 0.04 0.01 0.04 0.05 0.05
750 0.01 0.04 0.04 0.04 0.01 0.04 0.04 0.04
1000 0.02 0.04 0.04 0.05 0.02 0.05 0.05 0.05
Case 3 Case 4
n K W2 U? AZ K wW?2 U? A?
100 0.01 (0.02) 0.04 (0.02) 0.05(0.32) 0.04 (0.01) 0.02 (0.01) 0.04 (0.01) 0.05 (0.26) 0.04 (0.01)
250  0.01 (0.49) 0.04 (0.39) 0.04 (0.90) 0.04 (0.45) 0.01 (0.26) 0.04 (0.23) 0.04 (0.82) 0.04 (0.29)
500 0.02 (0.98) 0.04 (0.96) 0.04 (1.00) 0.04 (0.98) 0.02 (0.87) 0.04 (0.88) 0.04 (0.99) 0.04 (0.94)
750  0.02 (1.00) 0.04 (1.00) 0.04 (1.00) 0.04 (1.00) 0.01 (0.99) 0.04 (0.99) 0.05 (1.00) 0.04 (1.00)
1000 0.02 (1.00) 0.05 (1.00) 0.04 (1.00) 0.05 (1.00) 0.02 (1.00) 0.05 (1.00) 0.04 (1.00) 0.05 (1.00)

Table 2.3: Empirical size and power (in parentheses) of the K, W2, U?, and A? statistics at a 10% significance

level for discrete piecewise power-law samples across different cases.

Case 1 Case 2
n K W2 U? AZ K w2 U? A2
100 0.03 0.10 0.10 0.10 0.03 0.09 0.10 0.09
250 0.03 0.10 0.09 0.10 0.03 0.10 0.10 0.10
500 0.03 0.10 0.10 0.10 0.03 0.10 0.10 0.10
750 0.04 0.10 0.10 0.10 0.04 0.11 0.11 0.11
1000 0.04 0.10 0.10 0.11 0.04 0.11 0.11 0.11

Case 3 Case 4

2 2 2

n K W2 T AZ K w2 U A
100 0.04 (0.07) 0.09 (0.07) 0.10 (0.49) 0.09 (0.06)  0.04 (0.04) 0.09 (0.05) 0.10 (0.42) 0.09 (0.05)
250 0.04 (0.70) 0.10 (0.67) 0.10 (0.96) 0.10 (0.72)  0.04 (0.47) 0.10 (0.51) 0.10 (0.92) 0.10 (0.60)
500 0.04 (1.00) 0.10 (0.99) 0.10 (1.00) 0.10 (1.00)  0.04 (0.96) 0.10 (0.97) 0.10 (1.00) 0.10 (0.99)
750 0.04 (1.00) 0.11 (1.00) 0.10 (1.00) 0.10 (1.00)  0.04 (1.00) 0.11 (1.00) 0.10 (1.00) 0.11 (1.00)
1000 0.05 (1.00) 0.11 (1.00) 0.11 (1.00) 0.11 (1.00)  0.05 (1.00) 0.11 (1.00) 0.11 (1.00) 0.11 (1.00)

Conclusion. The Watson test is the most powerful test among those that maintain the nominal sig-
nificance level, effectively identifying situations where fewer change points are estimated than needed.

This makes it highly recommended for practical situations.
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2.6 Applications

In this section, we analyze two real datasets to demonstrate the potential of the proposed method-

ology for the power-law model and highlight the advantages of its piecewise extension.

2.6.1 Index of complex networks

In a recent study, Broido and Clauset (2019) analyzed nearly 1,000 real-world networks from
biological, informational, social, technological, and transportation domains obtained from the Index of
Complex Networks (ICON) (Clauset et al., 2016) to verify the scale-free hypothesis in each case. This
corpus of networks includes both simple graphs and networks with various combinations of directed,
weighted, bipartite, multigraph, temporal, and multiplex properties. They developed a set of graph
simplification functions to convert a network into a set of simple graphs, and extract their degree
sequences (see Supplementary Information in Broido and Clauset, 2019, for details).

The authors applied the methodologies from Clauset et al. (2009) to analyze the degree sequences
obtained. For a given degree distribution, they employed a KS statistic minimization to determine
the minimum degree x,;, above which the degrees are most closely modeled by a power-law distribu-
tion, thereby truncating non-power-law behavior among low-degree nodes. The scaling parameter was
estimated using the MLE, and the statistical plausibility of the fitted model was assessed using the
standard semiparametric bootstrap approach based on KS statistic, as explained in Section 2.3.1. Fi-
nally, networks were categorized according to a taxonomy of different notions of evidence for scale-free
structure outlined in Table 2.4, some of which are nested.

Table 2.4: Taxonomy of scale-free network definitions in Broido and Clauset (2019).

Classification  Description

Super-Weak For at least 50% of graphs, no alternative distribution is favored over the power-law.
Weakest  For at least 50% of graphs, a power-law distribution cannot be rejected (p > 0.1).
Weak Requisites of Weakest, and the power-law region contains at least 50 nodes.
Strong Requisites of Weak and Super-Weak, and 2 < o < 3 for at least 50% of graphs.
Strongest Requisites for Strong in at least 90% of the graphs and for Super-Weak in at least 95%
Not Scale Free Networks that are neither Super-Weak nor Weakest.

The analysis reveals that 49% of networks show no evidence of a scale-free structure, while 46%
suggest that the power-law provides a statistically better fit than alternative distributions. Within
this last category, the 9% of networks meet the “Strong” criteria, and just 4% satisfy the most strin-
gent “Strongest” classification. These findings challenge previous assumptions that power-law degree
distributions are universal across various scientific domains (Barabdsi, 2016). However, although this
study provides a broad analysis, its results have certain drawbacks. Different parameter values result
in varying classifications within the scale-free taxonomy, and the estimator itself is biased (as we dis-
cussed in Section 2.5.1). Moreover, the GOF test used in this analysis tends to reject the power-law
model even when the samples are generated from the same model (see Section 2.5.2).
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In order to address these issues, we apply our proposed methodology to the same degree sequences,
using the MAP estimator with the Jeffreys prior for the discrete power-law model to estimate the
scaling parameter, and then applying the Watson test to determine whether the degree sequences
follow a power-law distribution. The test is performed at a 10% significance level, following the
weakest taxonomy. The results are shown in Table 2.5.

Table 2.5: Number of degree sequences in each of the five domains for which the power law is valid, according

to the weakest taxonomy under the four GOF statistical tests, at a 10% significance level.

Domain Number K w2 U? A?
Biological 893 258 362 324 354
Informational 26 8 12 9 12
Social 626 289 437 343 429
Technological 1953 1486 1746 1678 1709
Transportation 171 4 8 5 10
Total 3669 2045 2565 2359 2514

We observe that across all domains, the power law is validated in more sequences using the alterna-
tive GOF tests than the KS test. Specifically, under the Watson test, more than 300 degree sequences
adhere to the power-law distribution. Additionally, we plot the scaling parameters estimated by the
MAP estimator in Figure 2.7, where we can observe that most of the degree sequences align with
the scale-free hypothesis. However, our study has a clear limitation: we cannot identify all the se-
quences corresponding to a specific network from their GitHub repository by using only the file names.
Consequently, we are limiting our analysis to the ungrouped sequences. Nonetheless, it is clear that
these proposed methodologies improve the assessment across the networks considered, as they provide
a more accurate and robust way to evaluate the presence of scale-free structures, minimizing false
negatives seen in traditional KS test.
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Figure 2.7: Histogram of the estimated scaling parameter, derived from equation (2.6), for power-law degree

sequences under the Watson test, highlighting the range where the strong scale-free evidence taxonomy holds.
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In Figure 2.8, we plot the degree sequences based on their average degree (the mean number
of connections per node in the sequence) and their size (the total number of nodes), emphasizing the
points where the two tests under study do not yield the same results in determining whether a sequence

adheres to the power law, i.e., with one test rejecting the hypothesis while the other accepts it.
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Figure 2.8: Average degree of a degree sequence as a function of the number of nodes, highlighting with dark

points those sequences where the KS and Watson tests yield different results.

As observed, most of the sequences yield consistent results across both tests. However, there are
494 sequences that exhibit different classifications. Specifically, 404 of them are considered to follow a
power-law distribution by the Watson test but are not classified as such by the KS test. This situation
coincides with our findings in Section 2.5.2, where we observed a greater tendency to reject power-law

behavior under the KS test in datasets with small and moderate sample sizes.

In order to propose an alternative approach to analyze these networks, we will assess the perfor-
mance of the piecewise power-law model by applying it to two degree sequences, selected randomly,
from biological networks that have rejected the scale-free hypothesis, providing insights into the ap-

plicability of semiparametric models in complex networks.

Binary Interactomes The binary interaction network is part of a collection of networks that de-
scribe protein-protein interactions across 11 species (Das and Yu, 2012). The networks are undirected
and unweighted, and were created by combining data from high-throughput experiments, with manu-

ally curated information from literature. We focus on a degree sequence for the species Mus musculus.

Using the proposed methodology to fit power-law models, we found a lower bound equal to 2,
which discards around 36% of the information, and an estimated scaling parameter of 2.51. However,
the scale-free hypothesis is rejected in this sequence based on the KS test and the Watson test, with
p-values given by px < 0.01 and pyz = 0.07. On the other hand, we fit the piecewise power-law model

by introducing a change point until the model is no longer rejected by the Watson test. The model
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estimates a change point located at 2, segmenting the power-law behavior with a scaling parameter of
1.46 before this point and 2.51 after it (see panel (a) of Figure 2.9). Curiously, including the entire
information provided in the degree sequence allows us to conclude that the scale-free hypothesis is in
fact accepted, with pr2 = 0.29, because the piecewise model is an extension of the power law, which

becomes plausible from the last change point, as we have shown in Proposition 2.4.1.

Rat Brain This network captures interactions between neurons of a rat brain traced through large-
scale electron microscopy of serial thin sections, with nodes representing anatomical regions and edges
indicating neural interactions (Bota and Swanson, 2007). The data were collected by the Brain Archi-
tecture Management System project. We focus on the degree sequence derived from this network for

the species Rattus norvegicus.

If we fit a power-law model, we obtain a lower bound of 6, discarding around 64% of the information,
and the estimated scaling parameter is 2.31. The scale-free hypothesis is again rejected by both tests
(pr < 0.01, pyz = 0.08). However, if we fit a piecewise model, we found that the model identifies
two change points located at 2 and 6, segmenting the power-law behavior into scales of 1.31, 1.55, and
2.32 (see panel (b) of Figure 2.9). Once again, the inclusion of the entire information provided in the

degree sequence allows us that the scale-free hypothesis is in fact accepted, with py2 = 0.61.

This analysis demonstrates the advantages of the piecewise power-law model in capturing complex
behaviors in degree sequences that initially reject the scale-free hypothesis when fitted with the stan-
dard power-law model. By introducing change points, the piecewise model provides a more flexible
framework that better accommodates the underlying structure of the data. Moreover, in both cases,
the selected piecewise model includes a change point immediately following the minimum value equal
to 1, demonstrating its ability to explain values-inflated datasets. Such situations can be modeled
by values-inflated models, which are statistical tools designed to account for an excessive frequency
of certain values in a dataset, typically zeros or ones (Cheung, 2002). These models provide a more

accurate representation of the data by incorporating the excess mass at these specific values.
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Figure 2.9: Degree distributions of two biological networks: (a) interactions between proteins; and (b)
interactions between anatomical regions. The estimated probability mass function is shown as a solid line,

with its 95% confidence intervals (based on the normal distribution approximation) shown as a dashed line.
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2.6.2 Word frequency in Moby Dick

The second dataset considered in this work consists of the word frequency distribution in the English
text of Herman Melville’s novel Moby Dick, in order to demonstrate the potential of the semiparametric
model beyond the domain of complex networks. This book, published in 1851, is a masterpiece
of American literature, renowned for its richly descriptive language and thematic complexity. The
novel’s diverse vocabulary, ranging from nautical terms to profound philosophical reflections, offers an
excellent dataset to study linguistic patterns. Figure 2.10 presents the 150 most frequent words in this

text, after a traditional text cleaning process that included removing punctuation and stopwords.
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Figure 2.10: Word cloud of the 150 most frequent words in the novel Moby Dick.

Estoup (1916) observed that the frequency of word usage in the novel appears to follow a power-law
distribution, indicating that a few words dominate communication while many other words are used

less frequently but contribute to making the language more expressive and adaptable.

Newman (2005) analyzed this dataset using the continuous version of the power-law model, fixing
the lower bound to the minimum value of the data (z,;, = 1) and applying a Bayesian approach for
the scaling parameter with a uniform prior, obtaining o = 2.20 as the MAP estimate. In contrast, by
applying the methodologies of Clauset et al. (2009), which respect the discrete nature of the context,
we find that the lower bound where the power-law becomes valid is z,;, = 7, with a scaling parameter
of @« = 1.95. The p-values corresponding to the GOF tests evaluated in this work are px = 0.48,
pwz = 0.74, py2 = 0.58, and p 42 = 0.73, which do not provide evidence against this model.

However, applying the power-law model from z.;, = 7 discards 84% of the information above
this value, which is problematic because it leads to an incomplete understanding of the data’s overall
structure. In order to model the entire dataset, we will use the piecewise power-law model. Since the
exact number of change points is uncertain, we fit three piecewise models with one, two, and three
change points, respectively, and evaluate their performance using the AIC and BIC. The results are
presented in Table 2.6. According to the AIC, the best-fitting model is the piecewise model with three
change points. However, to balance model fit and simplicity, we prioritize the BIC results, opting for

a model with two change points to avoid unnecessary complexity and prevent overfitting.
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Table 2.6: Performance of the discrete piecewise power-law (PWPL) model with one to three change points,

showing the estimated scaling parameters for each segment, the change points, and the AIC and BIC values.

Model aq Qs as ag | Ty Ty T2)  T3) AIC BIC

PWPL(k=1) | 1.72 1.89 - - 1 3 - - 80206.43  80229.97
PWPL(k=2) | 1.70 1.81 1.94 - 1 2 6 - 80175.64 80214.86
PWPL(k=3) | 1.70 1.78 1.85 1.95 1 2 3 7 | 80168.09 80223.00

Figure 2.11 shows the rank-frequency plot, the fitted piecewise power-law model.
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Figure 2.11: Rank/frequency plot of the numbers of occurrences of words in the novel Moby Dick, along with
the probability mass function (solid line) and its 95% confidence intervals (dashed line), of the fitted model.

The results indicate that the proposed model nearly overlaps the points, generalizing the findings
of the model without breaks, which basically corresponds to the last segment. In this case, the p-values
are prg = 0.49, py2 = 0.48, pyz = 0.32, and p42 = 0.52, none of which provide evidence against this
new model. From this figure, it can be seen that the relationship between words and their frequency
is not exactly linear (in the log-log scale). Instead of a single peak of high-frequency words, we might

observe different zones where the power-law behavior fits with different parameters.

2.7 Concluding remarks

Firstly, we compare the performance of different estimators using both classical and Bayesian
methods, assuming improper Jeffreys priors. Through a simulation study, we found that frequentist
methods for estimating the scaling parameter often produce biased estimates, particularly when the
sample size is small. In contrast, the Bayesian estimator provides unbiased estimates, demonstrating
superior accuracy in such scenarios. However, this improvement in estimation precision comes at the
cost of increased variance. Despite this trade-off, the credible intervals generated by the Bayesian

estimator are more reliable, as they tend to align closely with the specified nominal confidence level.
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These results make the Bayesian approach a more robust alternative compared to frequentist meth-
ods. However, estimating the parameters of the model is not only part of the inferential process but
also essential for validating the goodness-of-fit of the fitted distribution. In the literature, this task
is typically performed using the KS test with a semiparametric bootstrap to estimate its distribution
and compute the p-value. Our findings suggest that this method does not provide reliable results.
In general, the test tends to reject samples, even when they are generated from the same power-law
model, leading to a high probability of committing a type I error. As a result, the test appears more
powerful than it actually is. To address this issue, we evaluated three well-known GOF tests from
the literature. Our results show that the Watson test stands out due to its superior power while
successfully controlling the type I error rate. This finding is also reported in the literature with other
distributions (see Pewsey, 2018).

Through the analysis of degree sequences of nearly 1,000 complex networks from different domains,
we applied our proposed methodology. Specifically, we used the Bayesian estimator to estimate the
scaling parameter in each step of the search of the lower bound where the power law applies, and the
Watson test to decide whether a sequence is well-explained by this model. Our main finding is that
this new methodology does not reject the scale-free hypothesis in many sequences where the KS test
does. The main discrepancies were found in small and moderate samples. Overall, our methodology
can contribute to a more precise evaluation of the scale-free hypothesis, which is important because it
helps in understanding the underlying structure of networks.

One limitation of the power-law model is that it typically starts from a minimum value, which
does not necessarily coincide with the minimum of the sample. This results in a significant portion
of the data being excluded from the estimation procedure, thereby limiting the ability to capture the
underlying mechanism of the data. One way to address this issue is to assume that different power-law

patterns exist within the data, instead of a single power-law.

We assess the estimation of this model, finding that the MLEs produce unbiased estimates except
for the last interval, as the standard power-law model. We proceed with a bootstrap scheme to estimate
the bias and correct the estimators. The results show that the bias-corrected bootstrap MLE leads to
unbiased estimations. In addition, the confidence intervals produced by the asymptotic distribution
of the MLE and the bootstrap confidence intervals provide precise coverage probabilities, at the same
time that we are estimating the change point through an exhaustive search.

We demonstrate the benefits of this novel approach to analyze three datasets: two degree sequences
from biological complex networks, where the scale-free hypothesis is rejected using the KS test, and the
word frequency distribution from the novel Moby Dick, which is known to follow a power-law distribu-
tion. We found that all datasets can be effectively modeled in a flexible way with this model. Moreover,
the piecewise model can accommodate the scale-free hypothesis in networks where the power-law model
is rejected, opening a new avenue for discussing the limitations of assessing the scale-free hypothesis
with the traditional power-law model. This motivates the development of semiparametric approaches
for analyzing complex networks, which could offer a more adaptable framework for understanding their
underlying structure, providing a complementary perspective to Broido and Clauset (2019) for better

understanding the prevalence of scale-free networks in the real world.
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Continuous power-law model

3.1 Introduction

The power-law distribution is a statistical model commonly used when modeling a quantity whose
likelihood decreases as a power of its magnitude. In its continuous form, this model is defined by its

probability density function (PDF) as follows:

a—1 z \ °
f(x;aawmin) = ( > 5 T > Tmin»

Tmin Tmin

where a > 1 is the scaling parameter and p,;, is the minimum value. Additionally, if X follows a

continuous power-law distribution, the expectation and variance of X are given by:

E(X) = (a—é) © Tmin, 1f > 2,
o —
a—1)a2, .
Var(X): @[(_2)220[_3), lfa>3

One important area in statistical modeling is survival analysis, which focuses on analyzing the
time until an event occurs. A key characteristic of time-to-event data is their positive skewness, which

implies that a smaller proportion of individuals survive for a longer period (Lee and Wang, 2003).
The Bowley Coefficient of Skewness' for X is calculated as:

(0.25)~1/(@=1) 4 (0.75)~ /(=1 —2.(0.50) "1/ (e=1)

Skew(X) = (0.25)"1/@-1) — (0.75)~1/(a=D) :

which can be graphically verified to be always positive. This distributional characteristic highlights

the usefulness of the power-law model for analyzing such data.

1Bowley’s Coefficient of Skewness is defined as: (Q3 + Q1 —2Q2)/(Q3 — Q1), where Q}, denotes the k-th quartile, for
k =1,2,3. It is particularly useful when the distribution lacks finite moments across the entire parameter space.

32
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The survival and hazard functions of the continuous power-law model are expressed as:

11—«
S(x;aaxmin) = < i > ) z Z Tmin, (31)

LTmin

a—1

h(xv «, (Emin) - (

) 9 T > Lmin-
x
Notably, the hazard function decreases over time, making the model suitable for situations where

individuals are more vulnerable to experience the event of interest at the beginning of the study.

In many instances, a random phenomenon does not follow a single pattern but instead exhibits it
across multiple irregular interval domains. In such situations, a single model is not adequate to capture
the underlying process that generates the data. As an alternative, piecewise models have become an
important tool to describe these kinds of processes (Virkar and Clauset, 2014). In this work, we
propose a piecewise power-law distribution that consists of different power-law distributions defined
between successive change points. A piecewise model is essentially a semiparametric distribution that
can achieve an excellent fit as the number of change points increases, since each piece of this model is

associated with a parameter that determines the shape of each segment.

In piecewise models the estimation process is usually complex as the number of change points
increases and it becomes more difficult to achieve convergence of numerical methods. For the proposed
distribution, assuming that the change points are known, we provide MLEs for the parameters in a
closed-form expression, allowing for straightforward computation. We prove that the estimates are
biased on small samples, consequently, we construct a bias-corrected version of the MLE. Additionally,
we derive the Fisher information matrix for both complete and censored data, which is useful for

obtaining asymptotic confidence intervals for the parameters.

However, assuming that the change points in a piecewise model are known may be unrealistic in
most applications. In this context, several authors (Gijbels and Giirler, 2003; Hannart and Naveau,
2012; Lee et al., 2020) have discussed methods for detecting change points in various piecewise models.
Since our model has closed-form MLEs and has a treatable loglikelihood function, we considered a
profiled maximum likelihood approach in which we first estimate the change points and then estimate
the model parameters using the bias-corrected MLEs. The proposed approach is fast and provides a

practical way to fit the best model without any computational issues.

Our proposal is applied to analyze the duration of the administration of different pharaohs in
Ancient Egypt. This is motivated by similar works found in the literature (for example, Ramos
et al., 2021). The dynasty of Ancient Egypt started with the reign of Narmer, who unified the
country peacefully in 3,100 BCE and presided over a crucial political transition (Wilkinson, 2000).
Although Narmer’s reign was characterized by stability and prosperity, successive dynasties experienced
socio-political and cultural crises, including violent death, organized assassination, coup, and brutal
battlefield death. For instance, Seqenenre Tad II in the 17th dynasty was brutally killed (Ten Berge
and Van de Goot, 2002) and Xerxes II in the 31st dynasty (Achaemenid) was assassinated (Lee, 2016).
The death of pharaohs was a great concern as the construction of their tombs was a major task in
Egypt as the pharaohs hoped to be reborn victoriously in the afterlife.



Chapter 3 34

Conflicts and political instability in Ancient Egypt influenced the duration of the reigns of Egyptian
Pharaohs, making them amenable to quantitative analysis. These temporal patterns can be modeled
using power-law distributions, as demonstrated at the end of this chapter. We observe that the risk of
death after ascending the throne is initially very high, likely due to challenges in consolidating power.
This risk decreases systematically over time, reaching a stable period after approximately 20 years of

rule, which may reflect the successful establishment of authority and stability.

The remaining part of this chapter is organized as follows. In Section 3.2, we present the genesis
of the proposed piecewise power-law model as well as some mathematical properties. In Section 3.3,
we derived the MLEs, the Fisher information matrix as well as a bias correction expression for the
MLEs. In Section 3.4, we derived the MLE in the presence of the right-censored data. A simulation
study conducted to verify the proposed estimation methods is presented in Section 3.5. In Section 3.6,
we discuss procedures for estimating both the number of change points and their locations, using the
Wald test and a profiled likelihood approach, respectively. In Section 3.8, we analyze the lifetime of
pharaohs in Ancient Egypt proving that they follow a power-law distribution with two distinct break

periods. Finally, the concluding remarks are provided in Section 3.9.

3.2 Extension to a piecewise model

As we mentioned in the previous chapter, one way to extend the power-law behavior of the entire
dataset is through the inclusion of change points, which is very common in practice in order to obtain
a flexible model that improves the goodness of fit to the data. This idea has been implemented in the
continuous power-law distribution using a single change point 71y by Ramos et al. (2021), who extend

the survival function in (3.1) through the following expression:

1—0(1 1—042
X X
5(17;01,042,7'(1)) = <T(o)) 11[7(()),7(1))(@ +C (7(1)> ]1[7<1),+oo) (z), (3.2)

where 7(g) is the minimum value, a; > 1 is the scaling parameter associated with the interval
[T(0)» T(1))> @2 > 1 is the scaling parameter associated to [7(1), +00), 1(-) is the indicator function, and

C = (11)/7(0))* ™™ is a normalized constant that makes the PDF integrate to unity.

This model can be seen as a generalization of the power-law distribution. In fact, if we analyze the

survival function of X | X > 7y, we will obtain:

P(X > x)
P(X 2 7'(1))7
170&2
X
= <> ]]'[T(l),-'roo)(x))

(1)

SX\XZT(1>(33§04277'(1)) =

which is in fact the power-law distribution with a lower bound equal to 7(;), hence the idea that the

inclusion of change points extends the power-law behavior for a dataset.



Chapter 3 35

Due to the straightforward structure of the power-law model with a single change point, the survival
function in (3.2) can be naturally extended to incorporate k change points, represented by the vector
T = (7(1),.--,T(k)), which are arranged in increasing order. We define a partition of the domain
R = [1(0), +00) as R = Ry U... U Rp41, where each interval R; = [1(;_1),7(;)) for j =1,...,k+1,
with 7(441) = +00. A random variable X is said to follow a piecewise power-law distribution, denoted

by PWPL(a, T), characterized by a parameter vector o = (ov,...,ap41), where a; > 1 for each
j=1,...,k+ 1, if its survival function is defined as:
k+1 l—aj
S(x; = i A .
mar) =3 (=) Caln ) (33)
j=1 'V
where:

l 1—ap
Co=1, CZ—H<T”“> Cl=1,... k.

he1 \T(h=1)

Using (3.3), the PDF of the piecewise power-law model distribution is given by:

k+1

flrsonr) =3 %! ( i ) Cy11n, (@),

=TG- \TG-D)

Furthermore, utilizing the properties outlined in Chapter 1, the hazard function corresponding to
this model can be derived as follows:

flz;a, 1)

S(z;a,7)’

k+1 —a a;i—1

P 1 J J
Z Oé] ( x ) ( X ) ]IRj (_’1})
| TG-1) \T(G-1) T(i-1)

_ li (O‘jx 1) 1r, (z).

As a piecewise decreasing function, it enables the modeling of situations where a strict decline must

h(z; o, 1) =

pause, shifting to a more gradual reduction. This property is particularly valuable for representing

phenomena with segmented dynamics, such as processes that decelerate under certain conditions.

Ramos et al. (2024b) proves that the rth non-central moment of X exists if and only if g1 > 741,
where o1 represents the power-law exponent governing the decay in the final interval of the partition.
This condition ensures the existence of higher-order moments when the power-law decay in the final

interval of the partition is sufficiently strong. This criterion arises naturally from the expression:
+o00o
E(X") = r/ "8z ) da. (3.4)
7(0)

It can be observed that the condition for the convergence of the integral in (3.4) is that the improper
integral over the final interval, f:(r:)o "Y1 dx, also converges.
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3.3 Maximum likelihood estimator

The MLE seeks to identify the set of model parameters that maximize the likelihood function given
observed data. Let © = (z1,...,2,) be a random sample from the piecewise power-law distribution.

Assuming the change points are known, the likelihood function for the model is given by:
n k+1

IT(> 2= : ( = )%' Cj1lg,(z:) |,

21\ e \TG-)

k+1 w1/ a N\
= H H C-fl ’ < - > 9
j=1 |iwieR; TG-1) \T(-1)

where R; are the partitions defined at the beginning of the Section 3.2. Maximizing the likelihood

Lo x)

function is equivalent to maximizing the log-likelihood function, due to the monotonic increasing

property of the log function. The log-likelihood function of this model is given as:

k+1
o) = Z nj(log(aj —1) = (1 =) log 7(j_1) + log Cj,l) - Z logz; |, (3.5)
j=1 :x;ER;

with n; = |i: z; € Rj| for each j =1,...,k+ 1. Since (3.5) is a differentiable function, we obtain the
MLESs solving the system of equations given by the gradient of the function and equalizing at zero.

The resulting MLEs are given by:

—1

k
G=14n | ¥ 1°g< & >+Znh+1log( ””) , i=1,..k (3.6)

T(5— T(5—
i €R; G-1 h—j G=1

-1

N Z;
Qg1 =1+ ngy Z log () . (3.7)

T
1T ER K41 (k)

Under mild conditions, the MLE exhibits desirable properties such as efficiency, consistency, and
asymptotic normality (Knight, 1999). In our case, the MLEs have unique solutions and closed-form

expressions, and they are asymptotically normally distributed as follows:
V(& — a) N Nty (0,27 (@)  for n— +oo,

where Z(a) is the (k + 1) x (k + 1) Fisher information matrix, with elements given by:

and Z;;(a) = 0, for ¢ # j (see Appendix D).
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Bias corrected MLE

The MLEs are typically biased of order O(n~1), and these errors begin to reduce as the sample
size increases (Cordeiro et al., 2014). By applying the Cox—Snell bias correction methodology (Cox
and Snell, 1968), the expected bias can be accounted for and corrected to improve the precision of the
estimator. The modification to the MLEs yields corrected estimators that are bias-free up to second
order. Cordeiro and Klein (1994) further generalized the Cox and Snell bias formula to accommodate

dependent samples and noticed that the expression can be written in matrix notation as:
Bias(&) = Z () Avec(Z 7! () + O(n™?),

where Z(a) is the Fisher information matrix, whose elements in the main diagonal are given in
(3.8), vec(Z~1(av)) is the vector obtained by stacking the columns of Z=!(a), and A is a matrix whose

elements are the joint cumulants of the derivatives of () (see details in Appendix E).

Finally, the bias-corrected maximum likelihood estimator (CMLE) is given by:
aomie = & — I7H&) Avec(T71H &), (3.9)

where A is the matrix of joint cumulants evaluated by replacing the parameters with their estimates.
Although all elements in (3.9) are given explicitly, obtaining a closed-form expression for &cmpg is
challenging. Later, we will compare the performance of bias-corrected MLE with the traditional MLE

to evaluate how the former improves the precision of the estimator.

3.4 The presence of random censoring

In the presence of censored data, the likelihood function must be modified. This modification
partitions the likelihood into two product components for partial and complete data. Assume that two
random variables are associated with each member of the sample: the survival time T; of i-th subject
(assumed to follow a piecewise power-law distribution), and their censoring time V; independent of the
survival time with density and survival function given by g(v;) and G(v;), respectively. The dataset is
organized as D = {(z;,0;); ¢ = 1,...,n}, where X; = min(7T}, V;) and indicator §; = 1(T; < V;) defined

as 1 if x; is a failure time and 0 if z; is a censoring time.

The likelihood function in the presence of random censoring is given by (Patti et al., 2007):

n

£l D) = [T 1f (wis ) G (@)™ [g () S (s )]

o< Hf(xi;a)‘siS(xi;a)l_&i,

=1

where g(v;) and G(v;) can be ignored because they do not depend on .
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In this case, the log-likelihood function is proportional to:

k+1
(a; D) Z d; IOg(Oéj -1+ n;logCj_q1 — nj(l — Ozj') 1Og7'(j_1) +(1- OZj) Z logz; |, (3.10)
Jj=1 it ER

where d; = |i: z; € Rj,0; = 1] foreach j = 1,...,k+1 denotes the number of failure times that belong
to R;. By solving the likelihood equations, we obtain the MLEs given by:

-1

k
dj:1+dj Z log( i >+Znh+1log(7—(])) ) j:]-v"‘vkv (311)

ik, NG/ T(-1)
—1
~ Z;
Gpyr =1+ dpy Z log (T : ) : (3.12)
9T, ER k41 (k)

These estimators are analogous to those obtained in expressions (3.6) and (3.7), with the difference

that the number of failure times d; replaces the total number of observations n; in each estimator.

The MLE is also asymptotically normal distributed, /n(& — a) 4, Niu+1)(0,27Ha)) for n —

+00, where Z(«) is the Fisher information matrix with elements given by:

Cj_l — Cj

Ll = oy i

P(T<V), j=1,... . k+1,
and Z;j(a) = 0, for ¢ # j (see Appendix D). Since the distribution of censoring time is unknown
in practice, we used the observed information matrix H(«) instead of Z(c), which is a consistent

estimator (Knight, 1999). In this case, its elements are given by:

and H;;(a) =0, for ¢ # j.

3.5 Simulation study

A Monte Carlo simulation, implemented in R, was conducted to assess the adequacy of the MLEs
and CMLEs for a piecewise power-law distribution under various parameter configurations. The per-
formance of the estimators was evaluated across ng, = 10,000 replicates for different sample sizes,

using bias and Root Mean Square Error (RMSE) as performance metrics, defined as follows:

) . 1 Msim . A 1 Msim .
Bias(d;) = — > (aij— ), RMSE(d;) = n. (Gij — )2,
S1m i=1 S1m i=1

where o is the j-th true parameter, &; ; is the i-th estimate corresponding to the j-th true parameter.
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Bias measures the systematic error of an estimator, representing the difference between its expected
value and the true parameter value. An unbiased estimator has an expected value equal to the true
parameter, while a biased one tends to overestimate or underestimate it. RMSE, on the other hand,
quantifies the overall error by incorporating both bias and variance. It is calculated as the square
root of the mean squared differences between estimated and true values, providing a measure of the

estimator’s accuracy that accounts for both systematic deviations and random fluctuations.

Additionally, the 95% CP were computed:

A 1 Nsim
CP(a;) = o Z L(a, ;—1.96XSE(G:,), di;+1.96xSE(a ;) (@),
S1m Z:l

where SE(&; ;) denotes the standard error of the i-th estimate corresponding to the j-th true parameter,
obtained from its asymptotic distribution. CP refers to the proportion of times a confidence interval
(CI) contains the true parameter value. Therefore, a CP of 95% means that, on average, 95 out of
100 CIs constructed using the same method will include the true parameter. This metric is crucial for
evaluating the applicability of the asymptotic distribution of the estimator, ensuring that the normal
approximation holds for certain parameter values and sample sizes.

Simulation assuming complete data

First, we present the simulation study without censored data. In this case, pseudo-random samples
of sizes n = (50, 100, 500, 1000) from a piecewise power-law distribution are generated using the inverse
transform sampling method described in Algorithm 2.

Algorithm 2 Simulation of random samples from the piecewise power-law distribution.

Input n (sample size), T (change-points vector), a (scaling parameters)
Compute the constants C; for j =1,...,k
for i=1ton do

u; ~ Uniform(0, 1)

if (1-Cj_1) <wu; <(1—C,) then

1— Uy 1/(1—ay)
T; < T(j—1) Cj,l

end if
if u; > (1 — Cy) then
1_ u; 1/(1—ay)
T; < T(k) ( Ck )
end if
end for
return (x1,...,2,)

Additionally, the data generation process must ensure that each partition interval contains obser-
vations, particularly for small sample sizes. If this condition is not met, the MLEs will equal 1 (see
equations (3.6) and (3.7)), which lies outside the parameter space. To avoid this issue, we verify that

each partition contains observations; if not, we discard that particular data generation.
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Consider two change points given by 7(;) = 3 and 7(2) = 5, implying that three scaling parameters
must be estimated. For each case, three baseline scenarios were established, as shown in Table 3.1.
As expected, as the sample size increases, both the average RMSE and bias decrease, while the CP
approaches to 0.95. Based on these results, we conclude that the CMLE exhibit reliable performance.

Table 3.1: Bias, RMSE, and CP computed for MLE and CMLE estimates with two change points using
complete data across different sample sizes. Results for traditional MLE estimates are shown in parentheses.

n = 50 n = 100

a1 as Qg Bias RMSE CP Bias RMSE CP

20 1.2 4.0 & 0.065 (0.052) 0.171 (0.169) 0.915 (0.924) 0.018 (0.011)  0.120 (0.120) 0.941 (0.946)
o -0.225 (-0.239) 0.258 (0.274) 0.995 (0.994) -0.062 (-0.066) 0.108 (0.112) 0.996 (0.996)
a3 -0.017 (-0.255)  0.887 (0.995) 0.923 (0.954) -0.005 (-0.112) 0.576 (0.607) 0.940 (0.952)

25 1.5 25 &  0.105 (0.084) 0.224 (0.218) 0.918 (0.931)  0.018 (0.007)  0.162 (0.163) 0.950 (0.954)
o -0.308 (-0.358)  0.417 (0.472) 0.997 (0.997) -0.071 (-0.089) 0.228 (0.242) 0.994 (0.993)
s 0.025 (-0.253)  0.737 (0.966) 0.881 (0.958) -0.003 (-0.120) 0.443 (0.499) 0.923 (0.955)

1.8 2.0 35 & 0.002 (-0.009) 0.149 (0.152) 0.941 (0.944) 0.000 (-0.005) 0.104 (0.105) 0.945 (0.947)
Gy -0.001 (-0.032) 0.348 (0.362) 0.932 (0.937) 0.001 (-0.014)  0.249 (0.254) 0.936 (0.940)
a3 -0.019 (-0.256) 0.825 (0.950) 0.913 (0.952) -0.005 (-0.113) 0.534 (0.570) 0.932 (0.952)

n = 500 n = 1000

a1 az Qg Bias RMSE CP Bias RMSE CP

20 1.2 4.0 & 0.000 (-0.001) 0.055 (0.055) 0.948 (0.948) -0.000 (-0.001) 0.039 (0.039) 0.950 (0.950)
Gy 0.000 (-0.001)  0.050 (0.050) 0.931 (0.932) -0.000 (-0.001) 0.036 (0.036) 0.941 (0.941)
s -0.000 (-0.021) 0.247 (0.250) 0.948 (0.951) -0.000 (-0.010) 0.174 (0.175) 0.950 (0.950)

25 15 25 & -0.001 (-0.003) 0.075 (0.075) 0.948 (0.949) -0.000 (-0.001) 0.053 (0.053) 0.949 (0.950)
o 0.002 (-0.001)  0.109 (0.109) 0.936 (0.937) -0.001 (-0.003) 0.077 (0.077) 0.944 (0.946)
a3z 0.000 (-0.020) 0.176 (0.180) 0.945 (0.953) -0.001 (-0.011) 0.124 (0.125) 0.952 (0.954)

1.8 2.0 35 @& 0.000 (-0.001) 0.047 (0.047) 0.951 (0.950) -0.000 (-0.001) 0.033 (0.033) 0.949 (0.949)
G2 -0.001 (-0.003) 0.111 (0.111) 0.949 (0.949) 0.000 (-0.001) 0.078 (0.078) 0.953 (0.953)
a3 0.003 (-0.018) 0.223 (0.225) 0.952 (0.955) -0.001 (-0.011) 0.160 (0.161) 0.947 (0.948)

Simulation assuming censored data

A simulation study with random censoring requires two distributions: one for the failure times and
another to determine the desired censorship percentage, denoted by w. Let T be a random variable
following a piecewise power-law distribution, and let V' be a censoring variable independent of T'.
Assume that V follows a uniform distribution between 0 and A, where A is a constant controlling the

censoring proportion. The censoring proportion is defined as (Ramos et al., 2024a):
™ = Ex(Fv(X; )\))

Failure times correspond to those observations for which the event occurs before censoring, while
the censoring time is recorded otherwise. In this setting, we sample from a piecewise power-law
distribution using the same scenarios as discussed earlier, with the parameter A chosen to achieve a
censoring rate of 30% (7w = 0.3) for sample sizes n = (100, 500, 1000), as described in Algorithm 3.
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Algorithm 3 Simulation of censored random samples from the piecewise power-law distribution.

Input n (sample size), T (change-points vector), a (scaling parameters)
Compute the constants C; for j =1,...,k
for i=1ton do
¢; ~ Uniform(0, A)
t; ~ PWPL(ex, ) > Use Algorithm 2
if t; < ¢; then
x; <—t;
; < 1
else
T; < C;
end if
end for
return {(x1,81),..., (Tn,0n)}

Again, we must ensure that each partition interval contains observations. Specifically, in the case of
censored data, each partition must include failure times to prevent the MLE from being equal to 1 (see
equations (3.11) and (3.12)), which becomes especially important with small sample sizes and a high
percentage of censoring. To avoid this issue, we check whether the partitions contain observations; if
not, we discard that generation.

The results of this second simulation study are presented in Table 3.2.

Table 3.2: Bias, RMSE, and CP computed for MLE estimates with two change points using 30% censored

data across different sample sizes.

n = 100 n = 500 n = 1000
a1 az a3 Bias RMSE CP Bias RMSE CP Bias RMSE CP
20 1.2 40 a&a; 0.023 0.130 0.938 -0.001 0.060 0.948 -0.001 0.042 0.950
ds -0.152  0.189 0.994 -0.001 0.061 0.932 -0.001 0.043 0.943
az -0.172  1.032 0.947 -0.031 0.397 0.950 -0.018 0.280 0.950
25 15 25 & 0.055 0.169 0942 -0.002 0.080 0.947 -0.002 0.056 0.948
ds -0.165 0.284 0.998 -0.004 0.132 0.938 -0.002 0.092 0.944
az  -0.343  0.988 0.977 -0.027 0.332 0.949 -0.013 0.231 0.946
1.8 2.0 35 a; -0.004 0.109 0.949 -0.000 0.048 0.952 -0.000 0.034 0.952
as -0.013  0.288 0.938 -0.003 0.128 0.947 -0.004 0.089 0.951
a3 -0.153  0.915 0.942 -0.027 0.352 0.949 -0.015 0.246 0.947

The simulation results show that as the sample size increases, both the bias and RMSE decrease,
while the coverage probabilities converge to the nominal value. This highlights the robustness and

reliability of the MLE approach, even in the presence of censored data.
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3.6 Change point detection

For the moment, our analysis assumes that the change points, denoted by 7, are fixed and known.
However, in practical applications, these quantities are typically unknown and must be estimated from
the data. In the context of a piecewise exponential model, Goodman et al. (2011) proposed a two-step
procedure for estimating them. The first step involves determining the change points by maximizing
the profile likelihood function, which is obtained by substituting the maximum likelihood estimates of
« into the likelihood function. Extending this approach to the piecewise power-law model, the profile

log-likelihood function is expressed as:

k+1
. . 123
l,(T;D) = Z d;log(é;(T) — 1)+ n;logCi—1 + (1 — &;(1)) Z log <T(~ 1)) , (3.13)
j=1 it €ER; J=

where &;(7) is defined in equations (3.11) and (3.12).

The optimum of (3.13), corresponding to the estimated change points, can be determined using a
stochastic optimization technique such as the simulated annealing algorithm (Kirkpatrick et al., 1983).
This method is particularly effective for locating the global maximum, as it efficiently explores the
solution space and avoids local optima. To further ensure numerical stability, the optimization process

is constrained by the following conditions:

1. Trivial constraint: The estimated change points must follow a strictly increasing order to

ensure proper segmentation of the data: 7(1) < ... < 7.

2. Domain constraints: The change points must be confined to a range that ensures the model
remains applicable. In particular, they must lie within the range of observed failure times, that
is, 7(1) > tmin and 7(x) < tmax, Where tyin and fyax represent the smallest and largest observed

failure times, respectively.

3. Density constraints: A minimum separation between consecutive change points is required to
ensure each segment includes at least one observation, given by 7(;) — 7(;_1) > m;, where m; is
a predefined threshold.

Once the optimal change points have been identified, the second stage involves computing the MLE
of av at the estimated change-point locations. This two-step approach has proven effective in various
applications. However, we conduct a simulation study to assess its performance in the piecewise power-
law model in Chapter 4. This evaluation is important, as the change points determine how the data

is partitioned and directly influence parameter estimation.

Finally, we must choose the number of change points that best performs on a given dataset. As
an initial approach, a cross-validation scheme can be employed. The idea is to define a number of
change points to be estimated for each candidate model and then select the optimal number based on
a predefined criterion. On the other hand, an alternative strategy is to use hypothesis testing to assess
whether two consecutive parameters are equal. This approach offers explicit control over the Type I

error rate and helps prevent overfitting, as we will discuss in the next section.
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3.7 Sequential testing

Goodman et al. (2011) propose a test to the null hyphotesis Hy : oj = aj41, with j =1,..., k. The
idea that if Hy is true then the change point 7(;) that divides the intervals associated with each tested
parameter has no real contribution in the piecewise model, since the same scaling parameter would

perfectly describe both partitions. Under the null hypothesis, the Wald statistic follows a distribution:

(6 —&j11)°  a.
W = — ~ — 1), for n — +oc.
Var (& — G11) x'(1)

In our case, given the asymptotic independence of the MLEs by (3.8) and replacing the true

parameter by their estimation then by Slutsky theorem, we obtain that:

_ (@G —an) d. o
W= (@;=1)% | (654112 ),
Cj-1-C; Cj—=Cjt1

for n — +o0.

Yao (1986) showed that the parameter estimates of a piecewise model and its change points are

independent, validating the applicability of the above test.

Using this test, Goodman et al. (2011) developed a model selection process as a sequential test
problem, described as follows: first, starting with the model with one change point, performing the
Wald test. If the null hypothesis is rejected, we will continue adding a new change point and performing
the next hypothesis test. This procedure is repeated until any null hypothesis associated with a model
with £* 4+ 1 change points is not rejected, and then we stop and conclude that the selected model has
k* change points. Additionally, they modify the significance level to find a parsimonious model, let
M. be the model with k change points if the overall significance level is v, the adapted significance
level is given by v*(k) = +/2¥~1, where k is the number of change points of a model. The authors
showed the type I error rate (the probability of incorrectly choosing a model that has more change

points than the true model), will not exceed « by calculating the following three probabilities:

(i) choosing a model with one or more change points given that the true model has no change point:

P(Miz1 [ Mo) =1—=P (Mo | Mo)=1-(1—-7) =1,

(ii) choosing a model with k change points given that the true model has no change point:

k
gl Y v
P (My | Mo) = (1 - 27) L5 < H,il v <7,

(iii) choosing a model with more than k change points given that the true model has k change points:

+o0 ~ k+j v
P(Misk | My) = Z l(l B 2k;+j) H 21‘1] <7
j=1

i=k+1
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3.8 Application

In this section, we apply the piecewise power-law model to analyze the time to death of 289
monarchs from the pharaonic dynasties, covering the period from the Predynastic era (3200 BC) to
the Ptolemaic dynasty (30 BC). The title “pharaoh” has been used since the First Dynasty to refer
to the monarchs of Ancient Egypt, who were responsible for overseeing the kingdom’s political affairs.
These rulers occasionally faced periods of political instability, which often led to conflicts and increased
their vulnerability to violent attacks. A histogram of reign durations is presented in Figure 3.1.
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Figure 3.1: Histogram of the duration of monarchs’ reign in the pharaoh dynasties.

In Table 3.3, we present the results of the sequential testing procedure to determine the optimal
number of change points. In this step, we employed the methodology discussed in the previous sections
to estimate the model parameters. The change points were obtained using a simulated annealing algo-
rithm from the maxLik package, and the scaling parameter was estimated using the CMLE formulas,

as there are no censored observations in the dataset.

Table 3.3: Results of the sequential testing for equality of scaling parameters, using v = 0.01, along with

model selection criteria (AIC and BIC) for a piecewise power-law model with one, two, and three change points.

Hy:a1=ay Hy:as=a3 Hy:az=aqy AlIC BIC
My Reject - - 1963.51 1974.48
Mo Reject Reject - 1917.67 1935.95
Ms Not Reject Reject Reject 1922.32 194791

As shown, we found no evidence to reject the null hypothesis Hy : a; = a9 in the model with
three change points, favoring the two-segment alternative. This conclusion is further supported by the
AIC and BIC values. Therefore, the selected model includes change points at 7(;) = 4 and 75y = 21,
with estimated scaling parameters &; = 1.27 (95% CI: 1.21-1.33), a2 = 1.57 (95% CI: 1.41-1.72), and
G = 3.64 (95% CI: 3.23-4.05).
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Figure 3.2 displays the estimated survival curve for the durations of the pharaohs’ reigns.
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Figure 3.2: Survival functions estimated of the pharaoh dynasties through the Kaplan-Meier (black line),
power-law (red line) with an estimated lower bound is equal to 38, and a piecewise power-law model with two

change points (blue line), indicated by grey vertical lines.

The results show that the proposed model with two change points closely aligns with the non-
parametric Kaplan—Meier estimate, while the standard power-law model fits only the tail of the distri-
bution. The figure also indicates that the duration of reign before the second change point is shorter
than after it. This suggests that the time-to-death of pharaoh monarchs follows three distinct survival
patterns: (1) between the first and fourth years, (2) between the fourth and twenty-first years, and
(3) beyond twenty-one years in power. The first pattern occurs shortly after assuming power, possibly
influenced by the administrative conditions left by the previous monarch. The second pattern may
reflect the monarch’s leadership abilities, while the third likely represents a more natural progression
due to its extended duration.

3.9 Concluding remarks

In this chapter, we discuss a piecewise extension of the continuous power-law model that captures
abrupt transitions in the behavior of the probability distribution across different segments. This
approach highlights new opportunities for analyzing real data using a flexible model, particularly
in cases where there is strong evidence that the tail distribution follows a power law, while earlier
occurrences exhibit different rates of decay. Overall, the proposed method offers a new perspective for

understanding power laws in real-world phenomena.

The technical aspects of our model have been thoroughly discussed, along with the inferential pro-
cedures used to estimate its parameters. We employed a profiled maximum likelihood approach, which
facilitates the computationally feasible estimation of change points by incorporating linear constraints

to ensure that data points exist between consecutive change points in each iteration step.
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An important concern in semiparametric models is the trade-off between bias and variance. When
the model simplifies to the case without change points, the parameters tend to exhibit higher bias
and lower variance. Conversely, as the number of change points increases, the bias of the estimators
decreases while the variance grows. To determine the optimal number of change points and avoid
overfitting, we employ a sequential testing procedure based on the Wald statistic to assess whether
two consecutive parameters are equal. The final piecewise model thus includes only those points for
which the null hypothesis is rejected. This method provides accurate estimates by balancing model

complexity and goodness of fit.

We also evaluated the performance of the MLE in this piecewise model. Although these estimators
tend to exhibit noticeable bias in small samples, particularly in the last interval where the standard
power-law applies, a bias correction technique can be applied when uncensored data are available. This

correction substantially improves their precision and makes them more competitive.

Finally, we focused on applying the developed model for analyzing the death pattern of monarchs
in the pharaonic dynasties of Ancient Egypt. The variations in political tension across different eras
may have been responsible for the survival patterns of monarchs to exhibit various change points. Our
findings indicate that the underlying randomness in the data could be adequately described by the
power-law distribution with two change points, with a small change in the occurrence of deaths after
four years of rule. The hazard tends to decrease systematically up to twenty years of rule, at which
point it increases once more. Note that the proposed model can capture these patterns in the data

that may be impossible for traditional models to detect.
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Piecewise power-law regression

model with long-term survival

4.1 Introduction

Kidney cancer is a type of cancer that begins in the cells of the kidneys, which are vital organs
responsible for filtering waste products and excess substances from the blood to form urine. The most
common types are renal cell carcinoma, which develops in the lining of the tiny tubules in the kidney
that filter blood and remove waste, and renal pelvis carcinoma, which arises in the central area of the
kidney where urine collects. Renal cell cancer accounts for 2-3% of all cancers and over 90% of kidney
cancers among adults with a worldwide incidence of about 300,000 new cases per year during the last
decade (Tselis and Chatzikonstantinou, 2019). The incidence of this disease is two-fold higher in men
compared with women. This pattern has been reported repeatedly over time, across countries, and
by age groups (Scelo and Larose, 2018; Hsieh et al., 2017). Although the exact cause of this cancer is
not always clear, there are several risk factors associated with their development, including smoking,
obesity, high blood pressure, and a family history of the disease (Clague et al., 2009; Karami et al.,
2016; Holland et al., 2020).

In this study, we used a dataset from the National Cancer Institute, available through the Genomic
Data Commons Data Portal (Heath et al., 2021), which contains medical and demographic information
on patients, including details on diagnosis, treatment, and disease progression. Our analysis focuses
on individuals diagnosed with primary kidney cancer, totaling 1,314 cases. The explanatory variables
considered are as follows: age at diagnosis (x1), coded as 0 for patients diagnosed before the age of
54 (504 individuals) and 1 for those diagnosed at 54 or older (810 individuals); sex (z2), coded as 0
for male (850 individuals) and 1 for female (464 individuals); and type of disease (x3), coded as 0 for
Complex Mixed and Stromal Neoplasms (148 individuals) and 1 for Adenomas and Adenocarcinomas
(1,166 individuals). Patients who did not experience failure during the follow-up period were classified

as right-censored observations, accounting for 67.34% of the dataset.

47
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This analysis focuses on the time between diagnosis and either the patient’s death or the censoring

of survival time. In Figure 4.1, the Kaplan-Meier (KM) curves for each disease type are shown.
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Figure 4.1: Estimated KM curves for the kidney dataset based on the type of disease in patients.

Notably, the mortality rate for this disease appears to be higher among patients with Complex
Mixed and Stromal Neoplasms (CM&SN), as their survival curve consistently lies above that of Ade-
nomas and Adenocarcinomas (A&A). Additionally, it is worth noting that the estimated survival
function of the A&A curve consistently stays above zero, unlike the CM&SN curve, indicating the
presence of long-term survivors. This is not only due to medical advances but also to the severity of
each disease. Patients with CM&SN have tumors exhibiting diverse compositions, which may indicate
advanced cancer stages and aggressive biological behavior (Calio et al., 2022). The portion of patients
experiencing improved overall survival or disease-free survival is often referred to as the cure fraction
(Ewell and Ibrahim, 1997; Stangl and Greenhouse, 1998). Its estimated value, obtained using the KM
curve, is pg = 0.549, with a 95% confidence interval of 0.484 to 0.624.

Incorporating the cure fraction leads to long-term survival models, which aim to estimate both the
survival function for the susceptible group and the proportion of individuals not susceptible to failure.
The formulation of these models is related to the number of competing causes responsible for death
occurrence. In cases where there are no competitive causes, the survival time is assumed to be infinite,

resulting in a proportion of individuals in the cured group (Rodrigues et al., 2009).

The most widely used cure rate model is the mixture model (Berkson and Gage, 1952). In this
formulation, the population is divided into two subpopulations: individuals who are considered cured
with a probability pg, and those who continue to be at risk and follow a regular survival function
S(t; ) with a probability of 1 — pg, where « is a vector of unknown parameters. The cured subgroup
represents individuals who have effectively recovered from the disease or are in long-term remission,

thereby altering their survival trajectory compared to those who are still susceptible to the event.
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In this case, the survival function S*(¢; a, pg), which represents the overall population survival, is
expressed as a weighted combination of these two components:

S*(t; 0, p0) = po + (1 — po)S(t; o).

A common choice for S(t; o) is the Weibull distribution, which is a well-known statistical model
for survival analysis due to its flexibility in modeling different types of survival data, accommodating
increasing, decreasing, and constant hazard rates (Kleinbaum and Klein, 2012). This mixture model
is known as the cure fraction Weibull model, and has been widely used in the literature. In particular,
Ortega et al. (2008) developed diagnostic methods to detect influential observations. In Figure 4.2, we
present the estimated survival curve under this model based on the type of disease of each patient.
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Figure 4.2: Estimated survival curve using a long-term Weibull model for the kidney dataset.

We observed that the model has a poor fit to the KM estimator, even though it manages to capture
the cure fraction acceptably. Furthermore, this model does not capture information on the possible
structural breaks that appear to be present in the survival pattern of susceptible individuals, especially
in the case of the CM&SN curve. This observation motivates us to consider a model that can capture

these trends, aiming to conduct a more comprehensive analysis.

Semiparametric models offer a powerful approach to managing the complexity of real-world data.
Unlike nonparametric models, semiparametric models concentrate on estimating finite-dimensional
components, making them easier to estimate. In contrast to simple parametric models that might
struggle with the complexity of real-world data, semiparametric models strike a balance (Mahmoud,
2021). A class of these models is the piecewise models, designed to handle data with distinct segments
or intervals, each characterized by different patterns. These models enable the application of different

mathematical functions to various segments of the data.
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The most commonly used piecewise model in survival analysis is the piecewise exponential (PE)
distribution, which assumes that the risk of disease remains constant within each interval. This model
has been widely examined in the literature. Huang et al. (1998) developed a survival tree model based
on the PE distribution to handle censored survival data with time-dependent covariates; Li et al. (2012)
explored a PE model specifically designed for case-cohort designs; and Han et al. (2014) introduced a

simplified PE model that identifies shifts in the failure rate over time.

A key aspect in the estimation of piecewise models is determining the location of the change-
points, which partition the data range. A straightforward approach to address this issue is to employ
a profiled likelihood procedure (Goodman et al., 2011), which involves replacing the model parameters
with their maximum likelihood estimates, given the change-points. Subsequently, a likelihood function
that depends solely on the change-points is maximized. However, this procedure is only feasible
in sufficiently simple models where these estimators can be explicitly derived. Consequently, some
extensions of the PE model struggle to implement this methodology. For instance, Gémez et al. (2018)
introduced a power parameter into the PE distribution, enabling them to overcome the assumption that
the risk of a disease is constant at each interval. However, it is impossible to estimate the change-point
using the profile likelihood due to the complexity of the model. Instead, it relies on time partitions
based on sample percentiles. Therefore, it is desirable to construct a piecewise model based on another

distribution that has a simple structure and allows for the application of this technique.

The power-law distribution is critically important when analyzing a wide array of phenomena,
both natural and human-made, as they can accurately describe situations where a small number of
occurrences have disproportionately high frequencies or impacts compared to the rest. Ramos et al.
(2021) took a significant step in the evolution of this model by introducing a semiparametric piecewise
power-law distribution with one change-point and extending it for an indeterminate number of them
in Ramos et al. (2024b). A crucial characteristic of this distribution is its decreasing piecewise hazard

function, which offers greater flexibility compared to the PE model.

In this study, our main aim is to present a novel piecewise power-law cure rate regression model to
analyze survival datasets. The methodological proposal that we will develop in the following sections
will be based on the previous motivating example. We intend to appropriately model the structural
breakpoints in the survival curve to gain a more comprehensive understanding of the phenomenon
under study. Additionally, we detail how to perform a penalized estimation of the parameters to
identify the most relevant factors affecting the cure rate model. Finally, we will perform a local
influence analysis to identify observations that may significantly impact the inferences obtained from

our model and to assess how sensitive it is to small changes in the data.

The chapter is structured as follows: Section 4.2 provides a comprehensive description of the com-
ponents comprising the negative binomial piecewise power-law cure rate model. Section 4.3 details the
inference procedures for the model parameters. Section 4.4 conducts a simulation study to evaluate the
performance of parameter estimators using synthetic data. Section 4.5 examines the normal curvatures
of local influence under two perturbation schemes. Section 4.6 applies the developed methodology to
analyze the kidney dataset, including a post-deletion analysis to assess the impact of influential obser-

vations detected. Finally, Section 4.7 presents some remarks and findings.
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4.2 The piecewise power-law negative binomial cure rate model

Let M be a random variable denoting the number of latent competing causes related to the occur-
rence of an event of interest. Often, the exact cause of death for each individual is unknown (Yiqi et al.,
2016). Instead, we observe the time until the first competing cause occurs, i.e., the observable lifetime
is defined as T = min{T1,T>,..., Ty} if M > 1, where T} corresponds to the unobservable survival
time of the j-th competing cause. If there are no competing causes the survival time is assumed to be

infinite, which leads to a proportion of individuals pg not susceptible to the failure.

Rodrigues et al. (2009), among others, demonstrated that the overall population survival function
of the random variable T is given by Spop(t; ) = Gar (S(t; @), where Gy is the probability gener-
ating function of M. Specifically, if we assume that M follows a Negative Binomial distribution, the

formulation for the long-term survival model is given by:

1+ qrF(t; ) 9, q#0,
Spop(t; o, k) = (41)
exp(—rF(t; o)) q=0,

where £ > 0, gk > —1, F(t; @) represents the cumulative distribution function of T, and ¢ is a fixed

parameter that characterizes the long-term model.

As the function in (4.1) converges to the cure proportion as time approaches infinity, we set k =
(po? —1)/q for ¢ # 0 and k = —log py for ¢ = 0, which allows the model to be rewritten as follows:

1/q

(14 (o = DF () 7, q#0,
Spop(t;a7p0) = (42)
pg(t;a)7 q= Ou

which directly incorporates the cure fraction parameter pg.

The density function associated with the cure fraction model is:

(" -1 ~1/q-1

. flt0) (14 (py? = 1)F(t; o)) , q#0,
prp(t§ava) = (4.3)
—log(po) f(t; a)pp ), q=0.

We name a model with the (improper) survival and density functions defined in (4.2) and (4.3),
respectively, as the Negative Binomial Piecewise Power-law (NBPWPL) model, provided that f(¢; )
and F'(t; o) are the density and cumulative distribution functions of a piecewise power-law model.
The NBPWPL model reduces to the Bernoulli cure rate PWPL model (classical mixture cure model
(Berkson and Gage, 1952)) when ¢ = —1, to the Poisson cure rate PWPL model (promotion time cure
model (Chen et al., 1999)) when ¢ = 0, and to the Geometric cure rate PWPL model when ¢ = 1. In

this study, we focus on ¢ = —1, while the theory is developed for the general case.
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Suppose that we observe a set of m explanatory variables . In many studies (Gémez et al., 2018;

Ortega et al., 2008, 2014), covariates are linked only in the cure fraction through a logit function:

~exp(z'y)
P T e (@)’
where v = (70,71, - - -, Ym) 18 & parameter vector related to each explanatory variable.

The choice of the logit link is motivated by its widespread use in logistic regression, which allows
model coefficients to be interpreted in terms of odds ratios, a common measure among biostatisti-
cians. However, when the cure fraction is very high or very low, asymmetric link functions such as
the complementary log-log (cloglog) or the inverse log-log may provide a better fit, as they more accu-
rately capture non-symmetric relationships between the probability and the predictors. In this regard,
some implementations of cure fraction models in statistical software already support alternative link

functions; for example, Chiou et al. (2025).

However, this specification implies that the survival curves of each group are identical except for
the cure fraction, which is ineffective, as we have seen in Figure 4.2, because it assumes that the hazard
function remains the same regardless of the levels of the explanatory variables. Alternatively, we can

also incorporate the covariates into the parameters associated with the hazard function as follows:

ajzl—l—exp(:cT,Bj), j=1,...k,

a1 =3+exp (z' Bri1),

where B; = (Boj, B1j,---,Bm;) | represents the parameters controlling the hazard function in the j-th
risk interval, for j = 1,...,k + 1. In this parameterization, we ensure that all these parameters are
greater than 1 to define the parameter space of the piecewise power-law distribution, except for a1,
which exceeds 3. This last condition ensures that the expected survival time for subjects susceptible to
failure exists and has finite variance, thereby preventing the model from having a heavy tail, potentially
impacting the estimation of the parameters associated with the cure fraction.

4.3 Inference

As we have mentioned previously, an important aspect of estimating a piecewise model is identifying
the change-points. In this context, several methods that do not rely on likelihood have been proposed
in the literature. For instance, Kalbfleisch and Prentice (1973) suggest that change-point selection
should be independent of the data, which can be useful when different treatments are administered
over time. However, change-points may also arise from unobserved factors. In this regard, Breslow
(1974) propose defining change-points as observed failure times and then employing an exhaustive
search method. On the other hand, Gémez et al. (2018) define a fixed number of partitions, denoted
by J. Time partitions are based on sample percentiles, ensuring that each partition contains an equal
number of observations. This is achieved using percentiles {1/J,2/J,...,(J — 1)/J}. Finally, the
number of partitions is selected based on AIC values.
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Among likelihood-based methods, Yao (1986) demonstrated that the MLE of change-points is
consistent, meaning it converges to the true values as the sample size increases. Using this fact,
Goodman et al. (2011) proposed an approach for estimating the change-points of a piecewise model by
maximizing the profile log-likelihood function. This function is obtained by substituting the maximum
likelihood estimates of the model parameters into the log-likelihood function. This procedure has been

used in Ramos et al. (2024b), showing reliable results.

Since the cure fraction does not influence the localization of change points!, they can be estimated
using the profile likelihood without incorporating the cure fraction and then used in the overall popu-
lation survival curve. Specifically, we apply the profile likelihood estimation method to the piecewise
power-law model while enforcing the same linear constraints outlined in Section 3.6 to ensure numerical
stability in the optimization process. These estimated values are then incorporated into the NBPWPL
model. Finally, the optimal number of change-points is selected based on the model that provides the
best goodness-of-fit according to the BIC, since the sequential test cannot be applied because of the
complexity of the model.

Once the change-points have been estimated, we proceed to estimate the parameters associated with
the risk intervals and the cure fraction. In our case, we will fix the change-points to their estimated

values and proceed with a classical approach to estimate the NBPWPL regression model.

Suppose that the observed dataset is represented by D = {(¢;,6;,x;) : i = 1,...,n}, where t; is
the survival time, J; is a censoring indicator, and x; is a set of m explanatory variables for the i-th
individual. The likelihood function of the NBPWPL regression model, assuming a random censoring

mechanism, is given by:

L£(0) = H Jpop (L3 0)6i Spop (ti; 9)1765
i=1

where 8 = (8,7) = (B1,...,Bri1,v) € RUHDEF2) s the vector of unknown parameters, Spop(+;0)
and fpop(+;0) are the improper survival and density functions defined in (4.2) and (4.3), respectively.
Moreover, the corresponding log-likelihood function is defined as follows:

(2

léilog{<paqq_l> f(ti;ﬂ)} — (0 +q g {1+ (p, " —1)F(t;;8)} |, q#0,
=1

NE

[0 log{—log(po) f(t:; B)} + F(ti; B) log(po)] , q=0,

=1

where pg has been linked to the covariates through a logistic link function, as mentioned.

The parameter vector 0 is estimated using an iterative procedure for nonlinear optimization of the
log-likelihood function based on ML estimation. This process begins with an initial set of parameter

values and iteratively updates the estimates until convergence is reached.

LChange points correspond to locations where the survival curve is not differentiable. Consequently, the overall
population survival curve defined in (4.1) will exhibit the same non-differentiable points.
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Under suitable regularity conditions, the asymptotic theory guarantees that the large sample dis-

tribution of the ML estimators of 6 is approximately normal:
~ D _ ~
V(0 —0) — Nini)re2)(0,H1(0)),

where H(0) represents the observed information matrix related to the log-likelihood function.

If the parameterization mentioned at the end of Section 4.2 significantly increases the number of
parameters, it may be useful to exclude coeflicients that do not substantially contribute to the model.
In this regard, regularization techniques are valuable tools for addressing this issue by introducing
a penalty term into the objective function. For intance, LASSO regularization (Tibshirani, 1996)
incorporates the absolute values of all coefficients, except for the global effects, as a penalty term into
the log-likelihood function. In the context of the NBPWPL regression model, this is referred to as:

k+1

IR, (0) =((0 JF)‘Z |71|+Z|6z] )

where A is a tuning hyperparameter that encourages sparsity in the model by shrinking some parameter
estimates toward zero. This method enables simultaneous variable selection during the maximization
process, thereby improving efficiency compared to other methods, such as stepwise regression, which

require fitting and evaluating numerous models (see Desboulets, 2018, for a review).

Finally, the process of selecting the A involves finding a balance between a good fit to the dataset
without resorting to a very complex model. For this purpose, a range of A values are chosen, and the

selection process involves minimizing a certain goodness-of-fit criterion.

After estimating the regression model parameters, we can use the delta method (Olive, 2014) to
obtain the asymptotic distribution of the ML estimators for the original parameters. This ensures that

the plug-in estimator of C(0) = (a1, ..., ar41,00) " follows:
. > S 1T
Vi (C0) - C(0)) 2> Nigya) (0,9C(0) - H'(B) - [Ve@)] ).
where VC'(0) denotes the Jacobian matrix of C(8), defined by:
VC(0) = diag (a:T exp(wTﬁl) T exp( 5k+1) mTpO(l fpo)) ,

which is a (k +2) x (m + 1)(k + 2)-block diagonal matrix.

This result not only ensures that C(6) is an asymptotically unbiased estimator of C/() but also
allows us to derive an asymptotic 100(1 — ¢)% CI for the i-th element of C(0) as

N R ~ 17T
CI[Ci(6); 100(1 — $)%] = C <>iz¢/z\/v0i<o>-ﬂgl(e>~[vciw)} ,

where VC;(8) denotes the i-th row of the Jacobian matrix.
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4.4 Simulation study

We conduct a simulation study with two primary objectives: first, to illustrate the asymptotic
unbiasedness and consistency of the change-point estimators and the ML estimators of the regression
parameters in the NBPWPL model; and second, to validate the asymptotic distribution used to con-
struct confidence intervals. Accordingly, our analysis evaluates three key performance measures: bias,
MSE, and the 95% CP, across various sample sizes and parameter settings. The goal is to show that
both bias and MSE converge to zero, while CP converges to 0.95. Table 4.1 reports the estimates of
these metrics along with their corresponding Monte Carlo standard errors (Morris et al., 2019), which

are essential for assessing the reliability and accuracy of the simulation results.

Table 4.1: Performance measures: Estimates?and Monte Carlo standard errors (SEs).

Measure Estimate Monte Carlo SE
Bias(6;) an (0:; — 0)) S (0i - 0))?
/ i—1 Nsim i—1 nsim(nsim - 1)
n n —— A~
N —0;) )7 — MSE(6 )]?
MSE(6; s Wig — 750 bi; — J
( j) ; Ngim ; nsun Ngim — 1)
. 1 s CP(6,)(1 — CP(6;))
CP(0;) m o I]'(éi,jfl.QGXSE(éi,j%éz,j+1.96XSE(éiJ‘))(9j) \/ : i :

Using the inverse transform sampling method (outlined in Algorithm 4), we conduct ngy, = 300
replicates across a grid of sample sizes n = (750, 1000, 1250), given the computational effort required,

in three distinct scenarios.

Algorithm 4 Simulation of censored random samples with a cure fraction from the BNPWPL model.

Input n (sample size), T (change-points vector), a (scaling parameters), pg (cure fraction)
for i=1ton do
u; ~ Uniform(0, 1),
Find y; such that Spop(yi; . po) = i,
if y; was not found then
Yi < tmax (censored time due to end of experiment),
end if
y; ~ Uniform(0, tpax),
t; < min{y;, y;}.
if t; = tmax Or t; =y then
else
end if
end for
return {(¢1,61),..., (tn,0n)}

29j denotes the j-th true parameter, and ézy the i-th estimate associated with the j-th true parameter.
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In Case 1, two binary covariates are considered, x = (1,1, 22), but one is omitted in the data
generation process, effectively canceling its associated coefficient. Case 2 also involves two binary
covariates, both influencing the cure fraction parameter. Note that both cases result in groups with
identical hazard functions but different cure fraction parameters. Finally, Case 3 represents a scenario
in which one covariate affects the hazard function while the other affects the cure fraction. These

scenarios, along with their corresponding outcomes, are summarized in Table 4.2.

Table 4.2: Cases involving the coefficients and original parameters of the NBPWPL model.

NBPWPL regression model NBPWPL model
Case 1: 1 = (—0.74,0.00,0.00) a1 =1+ exp(—0.74)
B2 = (0.67,0.00, 0.00) as =1+ exp(0.67)
B3 = (—1.81,0.00,0.00) az =3+ exp(—1.81)
exp(—5.71 + 4.81x
v = (=5.71,0.00,4.81) 1t f}fp(—5.71 i 4.812;2)
T = (2.00,3.00) T = (2.00,3.00)
Case 2: 31 = (—0.74,0.00,0.00) a1 =1+ exp(—0.74)
B2 = (0.67,0.00, 0.00) as =1+ exp(0.67)
Bs = (—1.81,0.00,0.00) az =3+ exp(—1.81)
exp(—5.71 — 0.55z1 + 4.81x
v = (=571, -0.55,4.81) 1+ i))fp(f5.71 - 0.551901 n 4.8123):2)
T = (2.00,5.00) T = (2.00,5.00)

Ll

Po

L 4Ll

Po

Case 3: (1 = (—0.74,0.61,0.00) — a3 =1+exp(—0.74 + 0.61z;)
B2 = (0.67,0.00,0.00) —  ag =1+ exp(0.67)
Bs = (—1.81,0.00,0.00) —  ag=3+exp(—1.81)
exp(—5.71 + 4.81xz5)
= (—5.71,0.00,4.81 — =
7 = (=5.71,0.00,4.81) PO (0571 + 4.8123)
T = (3.00,5.00) T = (3.00,5.00)

We divide the two main objectives of this study for a comprehensive evaluation, beginning with
the change-point procedure and followed by the ML estimators of the NBPWPL regression model.

Effectiveness of the change-point detection procedure

In this section, we assess the performance of the change-point estimators. To achieve this, we con-
duct Monte Carlo simulations under various scenarios outlined in Table 4.2. In each iteration, datasets
are generated according to Algorithm 4, and the change points are then estimated by maximizing the

profile log-likelihood function using the complete set of observations.

We compute the bias and MSE to evaluate the performance of the estimators, and the results are
summarized in Table 4.3. The findings indicate that all estimators exhibit consistency, as shown by
the progressive decline in MSE towards zero as the sample size increases. Moreover, the estimators
demonstrate negligible bias, suggesting that they accurately recover the true change-point locations
on average. However, a slightly larger bias is observed for the estimators of the second change point,

which may be attributed to greater estimation uncertainty in regions with fewer observations.
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Table 4.3: Bias and MSE estimates for the change-points, varying n with 300 replicates.

Case 1 Case 2 Case 3
n Bias MSE Bias MSE Bias MSE
750  -0.006 0.002 -0.002 0.001 0.008  0.001
(1) 1000 -0.004 0.001 -0.002 0.001 0.007  0.001
1250 -0.003 0.001 -0.002 0.001 0.005 0.001
Case 1 Case 2 Case 3
n Bias MSE Bias MSE Bias MSE
750  -0.062 0.040 -0.085 0.078 -0.028 0.004
T(2) 1000 -0.047 0.030 -0.064 0.078 -0.023  0.004
1250 -0.023 0.025 -0.046 0.071 -0.019  0.003

We present the Monte Carlo standard errors (SEs) for each performance measure in Table 4.4.
The results reveal small values for all estimators across all sample sizes, indicating that the theoretical

performance of each measure is closely approximated.

Table 4.4: Monte Carlo SEs of the Bias and MSE for the change-points estimators.

Case 1 Case 2 Case 3
n Bias MSE Bias MSE Bias MSE
750  0.003 0.001 0.001  0.000 0.001  0.000
T(1) 1000 0.002 0.001 0.001  0.000 0.001  0.000
1250 0.002 0.001 0.001  0.000 0.001  0.000
Case 1 Case 2 Case 3
n Bias MSE Bias MSE Bias MSE
750  0.011 0.007 0.015 0.005 0.004  0.000
T(2) 1000 0.010 0.006 0.016 0.005 0.003  0.000
1250 0.009 0.005 0.015 0.004 0.003  0.000

Performance of the ML estimators

In this section, we assess the ML estimators of the regression coefficients and original parameters in
the NBPWPL model. For each simulation iteration, we estimate the parameter vector @ by maximizing
the log-likelihood function using the Conjugate Gradient Algorithm (Fletcher and Reeves, 1964) in the
R programming environment. Additionally, we compute the variance-covariance matrix as the negative
second derivative of the log-likelihood function. We estimate the SEs by taking the square root of the
diagonal elements, then employ the invariance principle to estimate C'(@) and use the Delta method
to derive their SEs. After completing the iterations, we compute the performance metrics and their
Monte Carlo SEs. The results for Case 1 are presented in Table 4.5, while the results for Cases 2 and
3, along with the corresponding Monte Carlo SEs, are shown in Appendix F, in Tables F.1, F.2, F.3,
F.4, and F.5, respectively.
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In Table 4.5, the first rows present the performance of the estimators for the regression coefficients,
while the last rows show the performance of the original parameters. In both cases, the key metrics used
to evaluate the efficiency of these estimators follow the expected trends, similar to those observed for
the original parameters. The bias decreases as the sample size increases, and the MSE approaches
zero. Notably, this scenario reflects a situation where the variable x; has no effect on the data
generation mechanism. This pattern highlights the ability of the procedure to identify the relevant
factors for inference in the regression model. On the other hand, across all simulated scenarios, the
coverage probabilities are close to 0.95, particularly for the original parameters, except for 33, which

is constrained within a predefined parameter space.

Table 4.5: Bias, MSE, and CP for the ML estimates of the NBPWPL regression model under Case 1.

n = 750 n = 1000 n = 1250
Bias MSE CP Bias MSE CP Bias MSE CP
Bo1 = -0.74 | -0.007 0.016 0.950 | 0.006 0.011 0.953 | 0.004 0.009 0.943
B11 = 0.00 | -0.009 0.023 0.943 | -0.013 0.017 0.943 | -0.006 0.015 0.943
B21 = 0.00 | -0.003 0.020 0.963 | -0.004 0.018 0.947 | -0.001 0.015 0.950
Bo2 = 0.67 | -0.007 0.011 0.943 | -0.006 0.009 0.933 | -0.006 0.001 0.940
B2 = 0.00 | -0.014 0.016 0.943 | 0.002 0.013 0.953 | 0.008 0.010 0.933
P22 = 0.00 | 0.011 0.018 0.923 | 0.002 0.014 0.947 | -0.001 0.010 0.957
Bos = -1.81 | 0.299 0.983 0.853 | 0.194 0.645 0.880 | 0.155 0.485 0.903
B3 = 0.00 | -0.380 1.919 1.000 | -0.359 1.448 0.997 | -0.173 1.173 1.000
B2z = 0.00 | -0.317 1.835 0.997 | -0.305 1.396 1.000 | -0.254 1.163 0.997
Yo = -5.71 | -0.194 0.956 0.950 | -0.057 0.628 0.970 | -0.063 0.568 0.930
v = 0.00 | -0.011 0.0561 0.967 | -0.008 0.039 0.933 | -0.013 0.030 0.960
v2 = 4.81 | 0.190 0.970 0.950 | 0.067 0.623 0.963 | 0.0568 0.607 0.930

o = 148 | 0.002 0.004 0.947 | 0.0056 0.003 0.943 | 0.005 0.002 0.947
ay = 296 | 0.009 0.044 0.937 | -0.005 0.034 0.937 | -0.004 0.027 0.937
a3 = 3.16 | 0.118 0.069 0.950 | 0.119 0.054 0.977 | 0.081 0.031 0.983
po = 0.01 | 0.001 0.000 0.923 | 0.001 0.000 0.957 | 0.001 0.000 0.950
a; = 148 | -0.003 0.003 0.937 | -0.001 0.003 0.950 | 0.003 0.002 0.930
ay = 296 | -0.021 0.039 0.950 | -0.001 0.030 0.957 | 0.010 0.025 0.950
as = 3.16 | 0.081 0.056 0.917 | 0.077 0.036 0.923 | 0.059 0.042 0.937
0.29 | 0.001 0.000 0.953 | 0.001 0.000 0.943 | 0.001 0.000 0.927

=
S
I

In Tables F.1 and F.2, we present the results of the last two scenarios, focus on evaluating the
accuracy of the estimation method in identifying relevant factors within the appropriate components
of the model. In both cases, the bias and MSE of the original parameters are close to zero, and the CP is
approximately 0.95 in most instances. These results not only assess the accuracy and consistency of the
estimators but also confirm their ability to reliably identify the factors influencing each component.
Finally, the Monte Carlo SEs, presented in Tables F.3, F.4, and F.5, indicate that the number of

replicates is sufficient.
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4.5 Local influence diagnostics

Local influence diagnostics allow the identification of influential observations under different per-
turbation schemes. To address this task, Cook (1986) proposed the following methodology. Let
w = (Wi,...,wn) ! be an n x 1 perturbation vector in @ C R", and consider the perturbed log-
likelihood function £(0 | w). It is assumed that there exists a non-perturbation vector wg such that
£(0 | wo) = £(0). To assess the local influence of w on the ML estimators of 8, we are interested in the

behavior of £(0 | w) as a function of w around wy.

Consider the likelihood displacement:

LD(w) = 2 {e(é) - z(éw)},

where 6,, denotes the ML estimators under the perturbed model.

An influence graph of LD(w) versus w, given by a(w) = (w',LD(w))T", contains essential infor-
mation about the influence of the perturbation vector. The conformal normal curvature (Poon and
Poon, 1999) of a(w) in the direction d is given by:

2|dTATH }(9)Ad
47 trace(2AT H™1(0) A)

)

where A is a (m+1)(k+2) x n matrix that depends on the perturbation scheme, with elements A;; =
{9208 | w)/D0;0w;} evaluated at @ = @ and w = wy, for i = 1,...,nand j =1,...,(m+ 1)(k + 2).

This measure satisfies 0 < Bq < 1 for any direction d and is invariant under reparameterization of 6.

Let B; denote the conformal curvature in the direction of the i-th canonical basis vector. The i-th
element of the data is considered potentially influential if B; > B + 3.5 sd(B), where B and sd(B)
denote the mean and standard deviation of By, ..., By, respectively (Oliveira et al., 2023).

While the observed information matrix is computed numerically, the elements of the matrix A

were obtained analytically for two specific perturbation schemes, as detailed below.

4.5.1 Case-weight perturbation scheme

The perturbed log-likelihood function takes the following form:

iwil(simg{@z_l) f(ti;ﬁ)} — G log {1+ (3"~ DFs )} | £ 0.

> " w; [0 log{—log(po) f (t:; B)} + F(t:; B) log(po)] , q=0,

i=1

where 0 < w; < 1, and for wy = (1,...,1) T the log-likelihood returns to its non-perturbed form.
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The influence matrix A = [Ag((m +1)(k+1) xn), AL ((m+1) x n)} is composed of the follow-

ing sub-matrices:

5, [f (ti;a)} (5i+qY) hi [F (tz,a)]

! aj o Ta
(Aﬁj)i =z Flna) 7 exp(x' B,),
A = —gmare’ 4 (Gi+aT) Ftie)
R [1+exp(x]v)] | hi Gi ’
where h; = py? — 1, g; = 1+ hF (t;; ), and:
(10 _0f i) gy, _OF (t; @)
frae], =50 [Poe)], =50

are given by:

tio\ [ 1 -1
() [t o e
af (ti: ) B (-1 (i-1) (3-1)
- ajyn —1 to\ T G-1)
Lt ( ) log <> Ciyn—1, ti € Rjqn,
T(j+h—=1) \T(j+h—-1) T(5)
11—«
t; g t;
(T ) ) log (7_ ‘ ) Cj-1, ti € Ry,
8F (t“a) (]*1) (J*l)
Oa; N 1—ajin 0
(l> log (j> Civn-1, ti € Rjqn,
T(j+h—1) T(i-1)

wherei=1,...,n,j=1,...;k+1,h=1,....k—j+1,and I =1,...,m+ 1.

4.5.2 Response perturbation scheme

The perturbed log-likelihood function is:

Z[&;m{(poqql) f(t;!‘;/o’)} — (i +q Hlog {1+ (" —VF(t5:8)} |, a#0,

i=1

> [6:log{—log(po) f(t;: B)} + F(t;; ) log(po)] , q=0,
=1

where t; = t; +w;, w; € R, and wp = (0,...,0)".
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The influence matrix is composed of the sub-matrices:

(Aﬁﬂi::mT[U%;faﬂg{{f(ﬁ;aﬂwﬂwf(w;a)—[f(ﬁ§aﬂaj[f@?ﬂl
@igwﬂmﬁwmmm—mﬁwm&JﬂmmL

qrapy * (6 +q71) [F (5 a)}

g2 [1+exp (z]7)]

Wi
’

(Ay); =

where:

. af (+*: . OF (-
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are given by:
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4.6 Real-data application

In this section, we apply the developed methodology to the dataset that motivated this study.
We begin with the change-point detection procedure, followed by the selection of the most relevant
covariates using LASSO penalization. Next, we fit the NBPWPL regression model to assess the effect
of the selected covariates, perform a local influence analysis, and, finally, examine the mean residual
lifetime of the patients at risk. Figure 4.3 presents a flowchart outlining the steps of the analysis.

Change-point
detection

Define the
number of
change-points
to be tested.

Estimate
them using
the profile
likelihood.

Choose Identify the
Lasso . .
L. --> the tuning |----- non-penalized
regularization
parameter. components.
Find the
Define the estimators
Fit model --> NBPWPL |[----- of the non-
model. penalized
coefficients.
Identify
POEEIltlall(i] Perform a
Local influence ntiuence post-deletion
--> observations [-----

analysis

under both
perturbation
schemes.

Analysis of
the estimated
survival
patterns

Calculate
the mean
residual life.

analysis in
each case.

Select the
model that
had the
lowest BIC.

Apply the
Delta method
to return the
inferences of

the original

parameters.

Obtain the

Cox-Snell
residuals and
check the
goodness-of-fit

of the model.

Figure 4.3: Flowchart of the methodology applied to the kidney dataset.

4.6.1 Model fitting

Let us begin our analysis by estimating the change-points in the model. As described in Section
4.3, we estimate them using the profile log-likelihood function of the piecewise power-law distribution.
We consider models with one, two, and three change-points, and then select the best one using the

BIC. The results of this procedure are shown in Table 4.6.
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Table 4.6: Selection of the optimal number of change-points through AIC and BIC.

k i1y 7w i@ AIC  BIC

1 08 — — 275054 2762.61
2 0.85 407 —  2740.98 2761.10
3 061 1.15 420 2741.88 2770.04

We conclude that the most suitable model to describe the kidney dataset includes two change-
points: one at approximately 0.85 years (around 10 months) and another at approximately 4.07 years
(around 49 months). Given the piecewise decreasing hazard function of this model, these two changes

indicate an increase in the instantaneous risk rate.

We now proceed to estimate the underlying survival model using the NBPWPL regression, incor-
porating the covariates defined in Section 4.1. This will help us investigate how these factors influence
the probability of survival over time and the long-term cure fraction among kidney cancer patients.

Based on the survival curve in equation (4.2), we link the covariates as follows:

[ 1+ eXp(ﬁinter,l + Bage,lml + Bsex,le + Bdiagnosis,le)y
Qg = 1+ exp(ﬁinter,Z + ﬁage,2xl + Bsex,2x2 + ﬂdiagnosis,ZxB)v
a3 = 3+ eXp(ﬂinter,S + 6age,3xl + ﬂsex,SIQ + Bdiagnosis,S‘TB)a

exp(’yinter + VYageT1 + VsexT2 + ’ydiagnosisx?))
1+ eXp('Yinter + YageT1 + VsexT2 + 'Ydiagnosisx3)

Po =

Before estimating the parameters of the NBPWPL regression model, we applied LASSO regular-
ization to explore the possibility of canceling coefficients that do not significantly contribute to the

model. The tuning hyperparameter was selected by minimizing the BIC.

In Figure 4.4, it can be seen that with A\ = 5, LASSO penalizes 7 of the 16 initial parameters,
effectively reducing model complexity by shrinking their estimates to zero. Consequently, in Table 4.7,

we present the estimates of the remaining 9 parameters that were not penalized.

2580

2560

O
o 2540
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o]

2520

2500

Figure 4.4: Impact of the regularization parameter A on lasso penalization via the BIC.



Chapter 4 64

Table 4.7: ML estimates, SEs, Cls, and p-values of the final model.

/Binter,l ﬁdisease,l Binter,2 ﬁage,2 Bdisease,2 6inter,3 Vinter Yage Vdisease

Estimates  -0.74 -0.92 0.67 -0.40 -1.02 -1.81 -5.70  -1.18 6.65

SE 0.16 0.22 0.10 0.25 0.25 1.99 1.44 0.25 1.45
Lower CI  -1.06 -1.35 0.47 -0.88 -1.51 -5.71 -8.52  -1.67 3.80
Upper CI  -0.43 -0.49 0.88 0.09 -0.54 2.09 -2.88  -0.70 9.49

p-value <0.01 <0.01 <0.01 0.11 <0.01 0.36 <0.01 <0.01 <0.01

We observe that the type of disease was identified as a factor influencing the first two risk intervals
and the cure fraction. Specifically, patients with A&A have a lower risk than those with CM&SN.
This factor significantly increases the cure fraction, explaining the higher survival observed initially.
On the other hand, the age at which the diagnosis was recorded affects the risk of patients who are
susceptible between 0.85 and 4.07 years, although it was not identified as significant. Moreover, the
estimated cure fraction decreases as the age at diagnosis increases. Finally, in the presence of the two

factors mentioned above, patient sex was not identified as a significant factor in any model component.

We estimate the original model parameters and their standard errors using the Delta method, as
described in Section 4.3. The results are presented in Figure 4.5, with details provided in Table 4.8.

— Group | Group Il — Group llI

1.00

0.751

0.501

Survival

0.251

0.001

Time (Years)

Figure 4.5: Estimated survival curve using NBPWPL regression model for the kidney dataset.

This visualization clearly reveals three patient groups. Group I consists of patients diagnosed
before the age of 54 with CM&SN. Group II includes patients diagnosed before age 54 with A&A,
while Group IIT comprises those diagnosed after age 54 with A&A. The estimated values of py are
0.01, 0.44, and 0.72 for Groups I, II, and III, respectively. In conclusion, regardless of sex, patients
with CM&SN are unlikely to survive the disease. In contrast, for those with A& A, the cure fraction
is 0.44 when diagnosed after age 54 and 0.72 when diagnosed earlier.
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Table 4.8: ML estimates, SEs, and CIs obtained by fitting the original parameter of the NBPWPL model.

Parameter Estimation SE  Lower CI Upper CI

ay 1.48 0.08 1.33 1.63
Qo 2.96 0.05 2.87 3.06
Group I
Qas 3.16 0.95 1.31 5.02
Do 0.01 0.31 -0.61 0.62
e %1 1.19 0.06 1.07 1.31
1.48 0.18 1.13 1.82
Group 1II a2
as 3.16 0.95 1.31 5.02
Do 0.44 0.05 0.34 0.54
ay 1.19 0.06 1.07 1.31
1.71 0.09 1.53 1.88
Group 111 a2
Qas 3.16 0.95 1.31 5.02
Po 0.72 0.05 0.63 0.81

Now, we compare our proposed model with existing models from the literature to assess its perfor-
mance. In Table 4.9, we report the AIC and BIC values computed for our model, the NBPWPL model,
along with three alternative models. The first is the Cure Fraction Weibull (CF Weibull) model, used
in Section 4.1. The second is the Negative Binomial Piecewise Exponential (NBPWEXP) model, which
is obtained using the density and cumulative distribution functions of a piecewise exponential model
in the equations (4.2) and (4.3), respectively. Finally, we include the Negative Binomial Piecewise
Power-Exponential (NBPWPEXP) model, an extension of the NBPWEXP model proposed by Gémez
et al. (2018), which introduced a power parameter to enhance flexibility.

Table 4.9: AIC, BIC, and log-likelihood values for all fitted models.

Criteria NBPWPL CF Weibull NBPWEXP NBPWPEXP
AIC 2428.94 2592.54 2498.02 2497.01
BIC 2475.56 2623.62 2534.28 2538.46

In all cases, our proposal outperforms those that incorporate covariates only through the cure
fraction parameter, indicating that including new parameters to model the hazard function of each

group improves the overall goodness of fit compared to the alternative models.

Although Figure 4.5 suggests that our model aligns the KM estimator, effectively capturing its
structural breaks and the proportion of individuals cured, we have examined the Cox-Snell residuals
(Cox and Snell, 1968) to properly justify this situation. The Cox-Snell residuals are defined as pairs
(es,0;), where e; = —log Spop(i; é), and §; is the censoring indicator associated with each observed
survival time ¢;, for ¢ = 1,...,n. If the model is correctly specified and consistently estimated, these
residuals can be interpreted as a censored sample from an exponential distribution with unit mean. As
shown in Figure G.1 of Appendix G, theoretical and empirical quantiles exhibit a strong relationship,

suggesting that the proposed model is plausible with the data.
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4.6.2 Local influence analysis

We conducted the local influence analysis described in Section 4.5 to identify observations that
might disproportionately affect the estimated parameters. Figure 4.6 displays the conformal normal
curvature for each observation under the two selected perturbation schemes, enabling a visual assess-
ment of their influence relative to the rest of the dataset. Additionally, Table 4.10 presents a detailed
summary of the most influential cases, specifically, those whose curvature values exceed the threshold

of 3.5 times the standard deviation above the mean.
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Figure 4.6: Conformal normal curvature under case-weight perturbation (left) and response perturbation
(right) schemes. The vertical gray line identifies the benchmark for potential influential cases, with the z-axis

representing survival time for each observation. The horizontal gray lines indicate the estimated change-points.

In Figure 4.6, both perturbation schemes reveal that all influenced observations correspond to
patients who died from kidney cancer. Additionally, it can be observed that the change-points impact
the trend of the conformal normal curvature. Notably, within the response perturbation scheme, we
identify a patient with the highest curvature: a female diagnosed with the disease after age 54 and
suffering from CM&SN. Upon analyzing the outcomes in Table 4.10, the majority of influential subjects
detected in both perturbation schemes belong to Group I, with the distinction that in the case-weight
perturbation, they belong to the last risk interval, whereas in the response perturbation, they belong

to the second risk interval.

We conduct a post-elimination analysis for each scheme to assess the impact of the identified
subjects on model inference. This process involves disregarding specific detected cases, re-estimating
the model, and analyzing the resulting changes. The analysis is divided into three deletion phases.
In the first phase, we remove the observation with the highest curvature. In the second phase, we
exclude all cases within each group. In the third phase, we eliminate all influential observations that
have been detected by the scheme. The results are presented in Tables 4.11 and 4.12, where the first

rows present the estimations from Table 4.7, allowing for direct comparison.
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Table 4.10: Influential observations categorized by their respective risk intervals and groups.

Case-Weight perturbation

Risk interval Group

R3 = (4.07, 400) I #872 #9012 #917 #0943  #946  #976 #1027 #1115 #1122
#1123 #1133 #1192 #1193 #1200 #1216 #1248
II #922  #038  #951 #9061 #1114 #1116 #1138 #1174
I #1232 #1283 #1287

Response perturbation

Risk interval Group

Ro = (0.85,4.07) I #206  #208  #21T  #220  #230  #237  #240  #252  #255
H#25T #2060 H2T0 #4277 #286  #289  #291  #300  #301
#312  #313  #317 #3190  #320  #321  #328  #330  #336
#337  #343  #344

Table 4.11: Estimated coefficients after removing observations detected in case-weight perturbation.

Binter,l /3disease,l Binterﬁ /3age,2 Bdisease,2 ﬂinter,S “Vinter Vage “disease
Estimation  -0.74 -0.92 0.67 -0.40 -1.02 -1.81 -5.70 -1.18 6.65
SE 0.16 0.22 0.10 0.25 0.25 1.99 1.44 0.25 1.45

p-value <0.01 <0.01 <0.01 0.11 <0.01 0.36 <0.01 <0.01 <0.01
Deleting the most influential observation
Estimation  -0.74 -0.92 0.66 -0.45 -0.96 -2.07  -6.58  -1.22 7.58
SE 0.16 0.22 0.10 0.25 0.25 2.99 2.24 0.25 2.25
p-value <0.01 <0.01 <0.01 0.07 <0.01 0.49 <0.01 <0.01 <0.01
Deleting influential observations of Group I
Estimation  -0.57 -1.13 1.07 -0.45 -1.37 -3.32 -6.17  -1.13 7.08
SE 0.16 0.21 0.10 0.24 0.24 2.98 1.93 0.24 1.94
p-value <0.01 <0.01 <0.01 0.06 <0.01 027 <0.01 <0.01 <0.01
Deleting influential observations of Group II
Estimation  -0.73 -0.86 0.66 -0.90 -0.50 -1.80 -5.48  -1.51 6.80
SE 0.16 0.22 0.10 0.26 0.26 1.98 1.29 0.25 1.31
p-value <0.01 <0.01 <0.01 <0.01 0.05 0.36 <0.01 <0.01 <0.01
Deleting influential observations of Group IIT
Estimation  -0.74 -0.89 0.67 -0.39 -1.00 -1.19 -5.42  -1.10 6.37
SE 0.16 0.22 0.10 0.24 0.25 1.45 1.25 0.24 1.27
p-value <0.01 <0.01 <0.01 0.11 <0.01 0.41 <0.01 <0.01 <0.01
Deleting all influential observations
Estimation  -0.61 -1.00 1.08 -0.87 -0.93 -2.97 -6.02 -1.54 7.36
SE 0.16 0.22 0.10 0.26 0.26 2.63 1.79 0.25 1.80
p-value <0.01 <0.01 <0.01 <0.01 <o0.01 026 <0.01 <0.01 <0.01
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According to Table 4.11, the main changes occur in the coefficients related to the age at diagnosis
and the type of disease in the second risk interval, specifically Bage2 and Baiscase,2, respectively. When
all detected influential observations are removed, a notable reduction in risk is observed for susceptible
patients between 0.85 and 4.07 years, compared to those diagnosed after age 54. Specifically, the scale
parameter associated with the second partition of the hazard function decreases from 3.94 to 2.23 for
patients with CM&SN and from 2.16 to 1.48 for those with A&A. This reduction is consistent with
the increase in the cure fraction, which will be discussed below. However, if we exclude observations

belonging to Group II, we detect significance in the age at diagnosis instead of the type of disease.

On the other hand, Table 4.12 shows no changes in the inferences after removing either the most

influential observation or all influential observations.

Table 4.12: Estimated coefficients after removing observations detected in response perturbation.

Binter, 1 Bdisease, 1 ﬂinter,Q /6age,2 Bdisease,Z 6inter,3 Vinter VYage 7disease
Estimation  -0.74 -0.92 0.67 -0.40 -1.02 -1.81 -5.70 -1.18 6.65
SE 0.16 0.22 0.10 0.25 0.25 1.99 1.44 0.25 1.45

p-value <0.01 <0.01 <0.01 0.11 <0.01 0.36 <0.01 <0.01 <0.01
Deleting the most influential observation
Estimation  -0.74 -0.93 0.64 -0.42 -0.96 -1.66 -5.31 -1.18 6.28
SE 0.16 0.22 0.11 0.25 0.25 1.82 1.19 0.25 1.20
p-value <0.01 <0.01 <0.01 0.09 <0.01 0.36 <0.01 <0.01 <0.01

Deleting all influential observations

Estimation  -0.49 -1.20 0.33 -0.42 -0.67 -1.82 -5.43 -1.22 6.41
SE 0.16 0.22 0.13 0.25 0.26 1.92 1.41 0.25 1.43
p-value <0.01 <0.01 0.01 0.09 0.01 0.34 <0.01 <0.01 <0.01

Regarding the cure fraction, we observe that the elimination of influential cases did not affect
the significance of either of the two covariates involved, but rather their point estimates. The most
significant change occurred when we dropped the observations of Group II detected by the case-weight
scheme, causing the cure fraction of patients diagnosed at least at 54 years to increase from 0.72 to
0.79 for patients with A&A.

4.6.3 Mean residual life

After fitting the model and conducting a local influence analysis, it is essential to provide key mea-
sures that help us better understand how age at diagnosis and type of disease impact the distribution
of subjects who are likely to die because they do not recover from kidney cancer. The survival time of

the susceptible patients can be determined as follows:

Spop (tv 0) — Do

Ssus(t; 0) = 1— o

which isolates the contribution of long-term survivors from the overall survival function.
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We begin our analysis by introducing the mean residual life (MRL) function, which represents the
expected remaining lifetime of a person with kidney cancer, assuming they have lived until a specified
time. Mathematically, the MRL function is defined as:

+oo
m(t;0) = m/f Ssus(u; 0) du. (4.4)

Note that the MRL evaluated at time zero represents the expected survival time of a patient at
the beginning of the study. A natural estimator for the mean residual life is obtained by replacing the
true parameters with their estimates in equation (4.4). Table 4.13 presents the estimated values on a

one-year grid, accompanied by the standard deviation as a measure of uncertainty for each group.

Table 4.13: Estimated MRL at different time points for each group, with mean and standard deviation (SD).

Mean residual life
Mean SD  1.00 2.00 3.00 4.00 5.00
Group 1 2.06 558 193 2.79 358 4.31 5.15
Group II  5.38 12.23 520 5.21 490 4.40 5.15
Group III  4.63 11.00 4.40 4.71 4.67 4.39 5.15

Table 4.13 shows that at the beginning of the observation period, patients in Group I have an
expected survival time of 2.06 years, while Group II and Group III show longer estimates at 5.38 years
and 4.63 years, respectively. This is consistent with Group I, containing patients whose tumors have
more aggressive biological behavior. Furthermore, Group II, which includes patients diagnosed earlier

than Group III, shows an increased expected survival time by almost one year.

By the end of the first year, the MRL for Group I decreases to 1.93 years, reflecting a notable
decline caused by the first change-point. Conversely, Group II and Group III display relatively stable
MRL values of 5.20 years and 4.40 years, respectively. From this point, the MRL increases due to the
inverse relationship with the hazard function, which is decreasing in this model. Notably, at 5 years,
all groups converge to an MRL of approximately 5.15 years after the second change-point, suggesting
a stabilization in the expected additional remaining lifetime.

4.7 Concluding remarks

Throughout this chapter, we have discussed the estimation and local influence analysis of a novel
semiparametric regression model based on the piecewise power-law distribution. This piecewise model
allows for the inclusion of change-points that identify potential structural breaks in the data, providing
greater flexibility than would have been obtained with a single power-law model across the entire
dataset. Furthermore, the model includes a cure fraction parameter, enabling the possibility that some
individuals may never experience the event of interest, a phenomenon that is becoming increasingly

common in medical research (Ledo et al., 2018; Mota et al., 2021).
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However, it is important to consider that this long-term survival model is particularly useful when
we restrict the parameter space of the piecewise power-law distribution to prevent excessively heavy
tails. This constraint ensures that we can calculate the mean residual life function and that the lifetime
distribution for susceptible patients has a finite variance. Moreover, it helps avoid misinterpreting
unusually long survival times as evidence that a patient has been cured, which could distort the
estimation of the cure fraction.

We have illustrated the proposed methodology using a dataset containing information on patients
with kidney cancer. Our findings indicate that kidney cancer exhibits a decreasing hazard, with
notable increases observed at two specific time points (0.85 and 4.07 years). While patient sex did
not emerge as a relevant factor influencing survival, disease type and age at diagnosis significantly
affected the risk of mortality from kidney cancer and, consequently, the cure fraction. Additionally, we
implemented a methodology to detect potentially influential data that may disproportionately affect
model estimates. The aim is to assess whether certain observations could impact the conclusions drawn
from the analysis and, in turn, influence medical decision-making. This method also enables a closer

examination of unusual cases, which is particularly useful for identifying patients with distinct profiles.

Finally, we calculated the mean residual life of the patients to gain insight into the future life
expectancy of individuals who have reached a certain age. Our main findings indicate that patients
with CM&SN, who have advanced stages of cancer, tend to have a shorter mean residual life at the
beginning of the observation period compared to other patients. On the other hand, patients with A&A
can increase their expected survival time by nearly one year through early detection of the disease,

and the proportion of patients recovering from this disease can rise from 0.44 to 0.72.

As a result, the case study has demonstrated that the new methodology facilitated the development
of a highly predictive model and enabled the grouping of patients into specific profiles. Additionally,
we elucidated the characteristics or explanatory variables that impact patients’ risk, aiming to model

the probability of survival based on various covariates.
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Conclusion and future work

This dissertation begins by highlighting the importance of the power-law model due to its ability to
describe various real-world phenomena. Its mathematical structure, based on a power function whose
exponent determines the rate of decay of the distribution, provides analytical properties that make it

useful for modeling a wide range of physical laws and natural processes.

One of the most popular applications of its discrete form lies in complex network analysis, which
focuses on understanding the structural properties of interconnected systems. A widely studied class of
such networks is the Barabasi-Albert model, generated through a preferential attachment mechanism.
This means that new nodes are more likely to connect to existing nodes with many connections,
resulting in a degree distribution that follows a power-law model, where a few nodes concentrate most
connections while the majority have very few. This feature, known as the scale-free hypothesis, is
commonly observed in real-world networks. However, despite its widespread use, the validity of the

power-law model has been increasingly questioned.

Our research is motivated by the work of Broido and Clauset (2019), which challenges the commonly
held assumption that many real-world networks follow the scale-free hypothesis. Analyzing nearly 1,000
empirical networks, the study found that only a small fraction conformed to a power-law structure.
In many instances, the power-law model was simply the best fit among the considered alternatives.

These findings prompted a critical reassessment of inference methods and goodness-of-fit testing.

Through simulations, we observe that standard parameter estimation procedures yield positively
biased values, which can significantly impact conclusions drawn from the data. Moreover, the goodness-
of-fit test commonly used in the literature, based on a discretized version of the Kolmogorov-Smirnov
statistic, fails to maintain the expected significance level. Consequently, it tends to reject an excessive
number of samples, even when they are generated from the power-law model itself, raising concerns
about its reliability in evaluating the scale-free hypothesis. Our research begins by addressing these
drawbacks, proposing improvements in inference techniques and goodness-of-fit testing, aiming to

obtain more accurate parameter estimates and enhance the reliability of model validation.

71
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We show that the Bayesian estimator obtained by maximizing the posterior distribution under
Jeffreys prior provides a more precise alternative to traditional frequentist estimators. Additionally,
the Watson test demonstrates superior power while effectively controlling the type I error rate. In
summary, we conclude that a power-law model estimated via maximum posterior estimation and
tested with the Watson test offers a better alternative to studying the scale-free hypothesis in complex
networks than conventional methods.

Despite the initial advancements, the power-law distribution has a important limitation: it is often
fitted solely to the tail of the distribution, overlooking information from other regions. To overcome
this issue, we introduce a segmented version of the power-law model that captures the overall data

structure across several scale-free regimes.

In this context, we explore inference techniques and goodness-of-fit testing for this new extension.
We observe that maximum likelihood estimators show biases, particularly in the final segment of the
partition. This behavior is expected, as data conditioned on this interval recover the standard power-
law model. Moreover, our experiments demonstrate that the Watson test is suitable for its segmented
version. This suggests that our approach offers a more robust framework for evaluating the scale-free
hypothesis in networks, proposing an alternative technique that incorporates complete information into
the inference process. These findings have meaningful insights for characterizing complex structures

across various disciplines, including physics, biology, and the social sciences.

Afterwards, our research focused on the continuous version of the piecewise power-law model for
analyzing survival times. Survival analysis is a branch of statistics used to study the time until an event
of interest occurs. A key feature of survival analysis is its ability to handle censored data, meaning
some individuals may not experience the event during the study period. We developed methods to
estimate the model parameters while treating the change points as unknown. Since the likelihood
function is discontinuous, traditional maximum likelihood estimation is not applicable. To address
this challenge, we employed a profile likelihood approach, which allows for computationally efficient
estimation of change points through linear constraints. Additionally, we investigated bias reduction

techniques to improve estimation accuracy.

A key task of a piecewise model is estimating the number of change points, as they will define
the number of parameters to be considered in the fitting process. Achieving an appropriate trade-off
between bias and variance is crucial in this setting: using fewer segments increases bias but reduces
variance, while adding more decreases bias at the cost of increased variance. For this purpose, we
implemented a sequential testing procedure based on the Wald statistic. This procedure determines
the optimal segmentation by testing hypotheses at each step, adding one change point at a time until
the hypothesis of equality between at least two consecutive scale parameters is rejected.

However, this methodology has a major drawback. As the number of change points increases,
the number of observations within each partition decreases, which becomes inefficient for the Wald
test, since it requires a large sample size. Additionally, this test does not account for the inclusion
of covariates, which could enhance the characterization of transitions between different power-law

patterns, allowing more precise comparisons across individuals based on their attributes.
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To address this concern, we develop a piecewise regression model that incorporates covariates to
analyze survival times. This extension includes a cure fraction parameter, which accommodates for
individuals who are not at risk of the event of interest, effectively separating the population into
susceptible and non-susceptible groups. Additionally, we employ a local influence analysis to detect
influential observations under case-weight and response perturbations. The estimation of the change
points was conducted by employing the profile likelihood, considering all individuals. As a result, we
estimate the global change points, which are then fixed and used to estimate the parameters that
govern the hazard function within each partition, as well as the coefficients associated with the cure
fraction. To determine the optimal number of change points, we rely on the Bayesian information
criterion, which provides a balance between model fit and complexity, ensuring the selection of an

appropriate number of change points while avoiding overfitting.

Future research based on these contributions could build upon the findings of this study in several
lines. One such direction involves extending power-law modeling, both discrete and continuous, without
the use of change points. This could be achieved by incorporating nonparametric approaches, such
as splines. The idea is to create a semiparametric model where, for data conditioned on the last
segment, the model recovers a power-law form, but before that value, it is a flexible model. Unlike
piecewise models, which assume the same pattern separated by predefined change points, splines offer
the advantage of allowing smooth and continuous transitions between different segments of the data.
This removes the need to predefine the number and location of change points, providing a more natural
way to capture variations in the data. The increased flexibility afforded by splines would enable the

model to adjust more dynamically to the data, without imposing arbitrary structural changes.

Another promising direction, specifically for the NBPWPL regression model, is to allow the change
points to depend on covariates, rather than estimating them globally. By incorporating covariates into
the determination of change points, the model could better capture the nuanced relationships between
the data and external factors, resulting in a more accurate representation of the underlying process.
This modification would enhance the model’s adaptability, allowing it to account for how structural

changes may vary across different subgroups.

Overall, a key area for future work across all the piecewise models explored in this thesis is the
development of a more rigorous methodology for estimating the number of change points, for instance
by formulating them as product partition models (Barry and Hartigan, 1992), which has already
been applied to the context of survival analysis under the assumption of a piecewise constant hazard
(Demarqui et al., 2012). Although this approach has its advantages, as it allows explicit quantification
of uncertainty around change points, it is computationally demanding and harder to manage, limiting
its applicability to large datasets.

In conclusion, the developments presented in this dissertation contribute significantly to the litera-
ture on power-law modeling by introducing more flexible and adaptive approach that better accommo-
date the complexities of real-world data. These advancements have broad applications across various
fields, from reliability engineering to medicine, providing tools for more precise characterization of data

exhibiting structural changes in their underlying distributions.
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A Calculation of the derivatives of the Hurwitz zeta function

Taking the first derivative with respect to «, we get:

C/(a T )7 i f(k‘i’z . )704 _ g +f Lo _ +§ log(k)
s Lmin) — B ] min = Do ] = = Lo .

Now, note that:

Tmin—1

log + Z log o z"“iz“:_l log(k;).

k=1 k=1

M

C/(Oé, xmin) =

For the second derivative, we differentiate ¢’(, Zmin) again with respect to a:

B Trin L0 (
(0 i) = (c’(a)+ S et )>,

k=1

Prain log(k
Z 8@( ke )’

This allows us to test the calculation of both derivatives.

B Proof of Proposition 2.4.1

First of all, we must note that:

+
(aj,z
P(X 2 ) Z{ C(ay, 7

Cj_l I]-Rj (x)
(G— 1))

Let us obtain the probability mass function of X | X > 7 by definition:

plr;a, 7)
PX|Xx>7, (@; Qhot1, T(ry) = m "Lz ool (),
_ o1 -C’k} |:C(Oék+177-(k)) » -1
Clak+1, (k) Clakt1, T(k)) ’

I*Oék,+1 S
= b x — T b
Clat1, T(x)) ®

which indeed is a power-law distribution with specified parameters.
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C Simulation study of Section 2.5.3

Table C.1: Bias, MSE, and CP for the scaling parameter estimates of the discrete piecewise power-law model

using the MLE and based on 1,000 simulated samples.

G fa%) Qs
n Bias MSE CP Bias MSE CP Bias MSE CP
100 0.00 0.00 0.94 0.06 0.14 0.95 - - -
250 0.00 0.00 0.95 0.03 0.05 0.95 - - -
Case 1: 500 0.00 0.00 0.96 0.01 0.03 0.95 - - -
750  -0.00 0.00 0.95 0.01 0.02 0.95 - - -
1,000 0.00 0.00 0.95 0.00 0.01 0.95 - - -
100 0.00 0.00 0.94 0.10 032 0.94 - - -
250  -0.00 0.00 0.96 0.02 0.11 0.94 - - -
Case 2: 500 0.00 0.00 0.95 0.02 0.05 0.95 - - -
750 0.00 0.00 0.95 0.02 0.03 0.95 - - -
1,000 0.00 0.00 0.95 0.01 0.03 0.95 - - -
100 0.00 0.00 0.95 -0.01 0.04 0.90 0.22 0.44 0.92
250 0.00 0.00 0.96 0.00 0.01 0.94 0.06 0.10 0.94
Case 3: 500 -0.00 0.00 0.95 0.00 0.01 0.95 0.02 0.04 0.94
750 -0.00 0.00 0.95 0.00 0.00 0.96 0.01 0.03 0.96
1,000 0.00 0.00 0.96 0.00 0.00 0.95 0.01 0.02 094

100  0.00 0.00 0.93 -0.03 0.05 0.92 021 065 091
250  0.00 0.00 0.94 0.01 0.02 094 0.09 018 0.94
Case4: 500 0.00 0.00 0.96 -0.00 0.01 0.94 0.03 0.07 095

750  -0.00 0.00 0.95 0.00 0.00 0.95 0.02 0.05 094
1,000 0.00 0.00 0.94 0.00 0.00 0.95 0.00 0.03 0.95

D Fisher information matrix of the piecewise power-law model

The second partial derivatives for complete data are:

0%l(a; 1) 1(z € R;)

= — 5 jzl’...’k“‘l,
da? (aj —1)2
0%l(a; ) o,
7{90@30@- =0, Vi#j.

Therefore, the Fisher information matrix is a diagonal matrix with elements given by:

(@-17 (-0
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On the other hand, the second partial derivatives in presence of right-censored data are

da3 (aj —1)2 7
920(cx; D) L
W == 0, VZ # J-

0%l(c; D) Lz eR;6=1)

Finally, the main diagonal elements of the Fisher matrix with right-censored data are:

I (c)=E (825(04;1))) GG

da (a; — 1)

P(T<V), j=1,....k+1.

E Bias-corrected MLE for the continuous piecewise power-law
model

The joint cumulants of the derivatives of the piecewise power-law distribution are given by:

Cj_l — Cj

20(a: - 1=
hij(a)zE(Ma’x)>: (aj —1)? . od =1, k+1,
Qo 0, i+,
2G50 =Cj)
3 : T/ 1\N3 =] :l7
hiji(a) = E <83 ga’g) ) = (@ —1)° ;o l=1,..k+1,
Q; Oéj (6%} . . .
0, 1#£JVj#L
Wy _ Ohij(a)

In order to provide an intuitive explanation, we first derive the expressions for obtaining the CMLE
in a model with two change points. Let A = [AM) | A®)| A®)] where AW = b — 0.5k, for each

1=1,2,3. Here, h) = [hg?(a)}w:m,g and h; = [hiji(a)]; j=1,2,3 are defined as follows:

- 1-a T (e —1)
(1) 1 1) 2l —2
(*(o)) [Og<*<o>> * }

1) o @) . :
= 0 MIOg(:E%) 0 ’
0 0 (aroD? 108 (:EB)))
0 0 0 0 0 0
B _ (22)™™ {log(iﬁ%i)(arl)w -2 W — 0 0 0
0 - s 0 ()
0 0 w2 log (78) 00 — i
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and
2(Co—C1)
(Oélofl)g 0 0 0 0 0 0 0 0
hi=| 0 0 0], ha=0 XL 0], hs=10 0 0
2c
0 00 0 0 0 00 2%
Finally, we compute:
Govre =& —I7H (&) Avee(T™H (&),
where & denotes the MLE of a.
In general, A is defined as A = [A®M | A@)| .. | A®+D] where each column block is given by

A(l) = h(l) — 0.5hl for | = 1, ey k + 1. Here, h(l) = [hz(';')<6)]i,j:1,...,k+1 and hl = [hijl(e)}m:l,m,kﬂ.

As an example, A% consists of:

B - 11—« - (1 —1) T
()" [ G2) "]
N (04171)3 < >1 0 e 0
N AICI
0 T
B = 0 tas 17— log (T%) 0 ,
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i 0 0 Sy tog (7))
2(Co—C1)
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0 0O ... 0
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0 0 0

and A+ consists of:

0 0 0 0 0 0
0 0 0
0 0 0
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F Results from the simulation study in Chapter 4

Table F.1: Bias, MSE, and CP for the ML estimates of the NBPWPL regression model under Case 2.

n = 750 n = 1000 n = 1250

Bias MSE  CP Bias MSE  CP Bias MSE  CP
Bor = -0.74 | -0.013 0.013 0.963 | -0.008 0.013 0.937 | -0.007 0.009 0.963
f11 = 0.00 | 0.009 0.018 0.963 | 0.002 0.017 0.947 | 0.004 0.013 0.963
B21 = 0.00 | -0.001 0.021 0.950 | 0.007 0.017 0.937 | 0.003 0.014 0.937
Bo2 = 0.67 | 0.003 0.007 0.950 | 0.003 0.005 0.940 | 0.001 0.004 0.957
B12 = 0.00 | -0.001 0.010 0.953 | 0.002 0.007 0.967 | -0.002 0.006 0.953
B2z = 0.00 | 0.001 0.010 0.953 | 0.002 0.007 0.963 | 0.002 0.006 0.953
Bos = -1.81 | 0.807 1.243 0.847 | 0.766 1.048 0.860 | 0.668 0.908 0.867
B3 = 0.00 | -0.367 1.081 0.990 | -0.353 0.953 1.000 | -0.277 0.933 0.997
B2z = 0.00 | -0.467 1.240 1.000 | -0.416 1.121 0.997 | -0.403 1.056 0.997
Y = -5.71 | 0.381 0.544 0.907 | 0.224 0.446 0.930 | 0.204 0.384 0.947
v = -0.55 | -0.003 0.066 0.943 | 0.001 0.046 0.957 | 0.007 0.038 0.957
v = 4.81 | -0.397 0.559 0.897 | -0.225 0.463 0.923 | -0.214 0.401 0.950
a; = 148 | -0.000 0.003 0.957 | -0.003 0.003 0.923 | -0.001 0.002 0.950
as = 296 | 0.012 0.027 0.957 | 0.011 0.020 0.937 | 0.005 0.016 0.957
a3 = 3.16 | 0.324 0.275 0.987 | 0.275 0.168 0.990 | 0.234 0.135 0.983
po = 0.01 ] 0.003 0.000 0.997 | 0.002 0.000 0.997 | 0.001 0.000 0.990
a; = 148 | 0.004 0.003 0.970 | -0.002 0.003 0.943 | 0.001 0.002 0.937
as = 296 | 0.009 0.026 0.970 | 0.004 0.019 0.960 | 0.002 0.016 0.940
az = 3.16 | 0.266 0.265 0.987 | 0.224 0.180 0.987 | 0.215 0.191 0.953
po = 0.29 | 0.001 0.000 0.997 | 0.001 0.000 0.993 | 0.001 0.000 0.983
a; = 148 | -0.000 0.004 0.947 | 0.001 0.003 0.953 | 0.000 0.002 0.963
ay = 296 | 0.017 0.038 0.937 | 0.017 0.026 0.957 | 0.010 0.020 0.963
as = 3.16 | 0.273 0.311 0.990 | 0.209 0.230 0.987 | 0.183 0.168 0.973
po = 0.19 | -0.002 0.001 0.953 | 0.001 0.001 0.930 | -0.001 0.001 0.933




Table F.2: Bias, MSE, and CP for the ML estimates of the NBPWPL regression model under Case 3.

n = 750 n = 1000 n = 1250
Bias MSE CP Bias MSE CP Bias MSE CP
Bo1 = -0.74 | -0.000 0.024 0.930 | -0.001 0.020 0.940 | -0.001 0.013 0.960
B11 = 0.61 | -0.001 0.029 0.930 | -0.007 0.024 0.947 | -0.010 0.016 0.967
B21 = 0.00 | -0.022 0.028 0.957 | -0.002 0.022 0.953 | 0.002 0.019 0.927
Boz = 0.67 | -0.003 0.012 0.957 | -0.015 0.011 0.937 | -0.002 0.008 0.930
B2 = 0.00 | -0.017 0.022 0.947 | 0.000 0.015 0.950 | -0.004 0.012 0.953
B22 = 0.00 | 0.009 0.019 0.953 | 0.021 0.015 0.940 | 0.001 0.012 0.947
Boz = -1.81 | 0.032 0.989 0.853 | 0.018 0.705 0.910 | 0.008 0.530 0.920
Bz = 0.00 | -0.312 2.473 1.000 | -0.240 1.630 1.000 | -0.176 1.225 1.000
B23 = 0.00 | -0.269 2.122 0.997 | -0.220 1.600 1.000 | -0.123 1.294 0.997
Yo = -5.71 | -0.428 1.420 0.937 | -0.304 0.992 0.973 | -0.199 0.717 0.960
v1 = 0.00 | -0.003 0.054 0.960 | 0.000 0.042 0.943 | -0.014 0.031 0.960
v2 = 481 | 0.430 1.432 0950 | 0.304 1.004 0.970 | 0.207 0.737 0.967

a; = 148 | 0.006 0.006 0.937 | 0.004 0.005 0.950 | 0.003 0.003 0.960
ay = 296 | 0.006 0.045 0.963 | -0.019 0.040 0.923 | 0.003 0.032 0.940
oz = 3.16 | 0.080 0.046 0.937 | 0.060 0.028 0.957 | 0.047 0.022 0.943
po = 0.01 ] 0.000 0.000 0.843 | 0.000 0.000 0.873 | 0.000 0.000 0.910
op = 1.88 | 0.006 0.013 0.943 | -0.002 0.008 0.960 | -0.005 0.007 0.940
ay = 296 | -0.025 0.052 0.930 | -0.019 0.038 0.930 | -0.004 0.033 0.930
a3 = 3.16 | 0.056 0.044 0.877 | 0.062 0.038 0.907 | 0.032 0.024 0.913
po = 0.01 ] 0.000 0.000 0.823 | 0.000 0.000 0.857 | 0.000 0.000 0.903
a; = 148 | -0.004 0.006 0.940 | 0.004 0.005 0.920 | 0.005 0.004 0.940
o = 296 | 0.029 0.065 0.950 | 0.022 0.047 0.950 | 0.005 0.033 0.953
a3 = 3.16 | 0.090 0.074 0.857 | 0.060 0.043 0.890 | 0.060 0.035 0.913
po = 0.29 | 0.001 0.001 0.960 | 0.001 0.001 0.923 | 0.002 0.001 0.940
a; = 1.88|-0.011 0.016 0.933 | -0.003 0.011 0.937 | -0.002 0.010 0.933
az = 296 | -0.004 0.069 0.937 | 0.025 0.0564 0.947 | -0.002 0.039 0.967
a3 = 3.16 | 0.052 0.065 0.830 | 0.044 0.045 0.870 | 0.042 0.038 0.870
po = 0.29 | 0.001 0.001 0.943 | 0.001 0.001 0.940 | -0.001 0.001 0.940




Table F.3: Monte Carlo SEs of the Bias, MSE, and CP for the ML estimates under Case 1.

n = 750 n = 1000 n = 1250
Bias MSE CP Bias MSE CP Bias MSE CP
Bo1 = -0.74 | 0.007 0.001 0.013 | 0.006 0.001 0.012 | 0.006 0.001 0.013
Bf11 = 0.00 | 0.009 0.002 0.013 | 0.008 0.001 0.013 | 0.007 0.001 0.013
B21 = 0.00 | 0.008 0.002 0.011 | 0.008 0.002 0.013 | 0.007 0.001 0.013
Bo2 = 0.67 | 0.006 0.001 0.013 | 0.006 0.001 0.014 | 0.005 0.001 0.014
B12 = 0.00 | 0.007 0.002 0.013 | 0.007 0.001 0.012 | 0.006 0.001 0.014
B22 = 0.00 | 0.008 0.002 0.015 | 0.007 0.001 0.013 | 0.006 0.001 0.012
Bos = -1.81 | 0.057 0.088 0.020 | 0.043 0.050 0.019 | 0.039 0.033 0.017
B13 = 0.00 | 0.078 0.130 0.000 | 0.066 0.111 0.003 | 0.062 0.087 0.000
B23 = 0.00 | 0.077 0.123 0.003 | 0.066 0.106 0.000 | 0.060 0.082 0.003
Y = -5.71 | 0.055 0.088 0.013 | 0.046 0.060 0.010 | 0.043 0.046 0.015
Y1 0.00 | 0.013 0.004 0.010 | 0.011 0.003 0.014 | 0.010 0.002 0.011
vo = 4.81 | 0.056 0.093 0.013 | 0.046 0.055 0.011 | 0.045 0.050 0.015

1.48 | 0.003 0.000 0.013 | 0.003 0.000 0.013 | 0.003 0.000 0.013
g 2.96 | 0.012 0.004 0.014 | 0.011 0.003 0.014 | 0.010 0.002 0.014
az = 3.16 | 0.014 0.008 0.013 | 0.012 0.007 0.009 | 0.009 0.004 0.007
po = 0.01 | 0.000 0.000 0.015 | 0.000 0.000 0.012 | 0.000 0.000 0.013
a; = 148 | 0.003 0.000 0.014 | 0.003 0.000 0.013 | 0.003 0.000 0.015
2.96 | 0.011 0.003 0.013 | 0.010 0.003 0.012 | 0.009 0.002 0.013
as = 3.16 | 0.013 0.007 0.016 | 0.010 0.004 0.015 | 0.011 0.004 0.014
po = 0.29 | 0.000 0.000 0.012 | 0.000 0.000 0.013 | 0.000 0.000 0.015
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Table F.4: Monte Carlo SEs of the Bias, MSE, and CP for the ML estimates under Case 2.

n = 750 n = 1000 n = 1250
Bias MSE CP Bias MSE CP Bias MSE CP
Bo1 = -0.74 | 0.007 0.001 0.011 | 0.006 0.001 0.014 | 0.006 0.001 0.011
f11 = 0.00 | 0.008 0.002 0.011 | 0.008 0.001 0.013 | 0.007 0.001 0.011
B21 = 0.00 | 0.008 0.002 0.013 | 0.008 0.001 0.014 | 0.007 0.001 0.014
Bo2 = 0.67 | 0.005 0.001 0.013 | 0.004 0.000 0.014 | 0.004 0.000 0.012
Bi2 = 0.00 | 0.006 0.001 0.012 | 0.005 0.001 0.010 | 0.005 0.001 0.012
B22 = 0.00 | 0.006 0.001 0.012 | 0.005 0.001 0.011 | 0.004 0.001 0.012
Bos = -1.81 | 0.044 0.082 0.021 | 0.039 0.066 0.020 | 0.039 0.065 0.020
B3 = 0.00 | 0.056 0.077 0.006 | 0.053 0.068 0.000 | 0.054 0.064 0.003
B23 = 0.00 | 0.060 0.088 0.000 | 0.055 0.076 0.003 | 0.055 0.081 0.003
Y = -5.71 | 0.036 0.040 0.017 | 0.036 0.032 0.015 | 0.034 0.031 0.013
v1 = -0.55 ] 0.015 0.005 0.013 | 0.012 0.004 0.012 | 0.011 0.003 0.012
Y2 = 4.81|0.037 0.041 0.018 | 0.037 0.033 0.015 | 0.034 0.032 0.013

o; = 148 | 0.003 0.000 0.012 | 0.003 0.000 0.015 | 0.003 0.000 0.013
az = 2.96 | 0.010 0.002 0.012 | 0.008 0.002 0.014 | 0.007 0.001 0.012
az = 3.16 | 0.024 0.048 0.007 | 0.018 0.020 0.006 | 0.016 0.018 0.007
po = 0.01 | 0.000 0.000 0.003 | 0.000 0.000 0.003 | 0.000 0.000 0.006
a; = 1.48 | 0.003 0.000 0.010 | 0.003 0.000 0.013 | 0.003 0.000 0.014
az = 296 | 0.009 0.002 0.010 | 0.008 0.002 0.011 | 0.007 0.001 0.014
oz = 3.16 | 0.026 0.036 0.007 | 0.021 0.029 0.007 | 0.022 0.035 0.012
po = 0.29 | 0.000 0.000 0.003 | 0.000 0.000 0.005 | 0.000 0.000 0.007
op = 148 0.004 0.000 0.013 | 0.003 0.000 0.012 | 0.003 0.000 0.011
ay = 296 | 0.011 0.003 0.014 | 0.009 0.003 0.012 | 0.008 0.002 0.011
az = 3.16 | 0.028 0.047 0.006 | 0.025 0.055 0.007 | 0.021 0.029 0.009
po = 0.19 | 0.002 0.000 0.012 | 0.002 0.000 0.015 | 0.002 0.000 0.014




Table F.5: Monte Carlo SEs of the Bias, MSE, and CP for the ML estimates under Case 3.

n =750 n = 1000 n = 1250
Bias MSE CP Bias MSE CP Bias MSE CP
Bor = -0.74 | 0.009 0.002 0.015 | 0.008 0.001 0.014 | 0.007 0.001 0.011
f11 = 0.61 | 0.010 0.002 0.015 | 0.009 0.002 0.013 | 0.007 0.001 0.010
B21 = 0.00 | 0.010 0.002 0.012 | 0.009 0.002 0.012 | 0.008 0.001 0.015
Boz = 0.67 | 0.006 0.001 0.012 | 0.006 0.001 0.014 | 0.005 0.001 0.015
Bf12 = 0.00 | 0.009 0.002 0.013 | 0.007 0.001 0.013 | 0.006 0.001 0.012
B22 = 0.00 | 0.008 0.002 0.012 | 0.007 0.001 0.014 | 0.006 0.001 0.013
Boz = -1.81 | 0.058 0.109 0.020 | 0.049 0.092 0.017 | 0.042 0.045 0.016
Biz = 0.00 | 0.089 0.202 0.000 | 0.073 0.130 0.000 | 0.062 0.100 0.000
B23 = 0.00 | 0.083 0.143 0.003 | 0.071 0.117 0.000 | 0.065 0.099 0.003
Y = -5.71 | 0.064 0.133 0.014 | 0.055 0.089 0.009 | 0.048 0.067 0.011
v = 0.00 | 0.013 0.004 0.011 | 0.012 0.003 0.013 | 0.010 0.002 0.011
v2 = 4.81 ] 0.065 0.135 0.013 | 0.055 0.089 0.010 | 0.048 0.071 0.010

o; = 148 | 0.004 0.000 0.014 | 0.004 0.000 0.013 | 0.003 0.000 0.011
ay = 296 | 0.012 0.004 0.011 | 0.012 0.003 0.015 | 0.010 0.003 0.014
oz = 3.16 | 0.011 0.005 0.014 | 0.009 0.004 0.012 | 0.008 0.003 0.013

po = 0.01 ] 0.000 0.000 0.021 | 0.000 0.000 0.019 | 0.000 0.000 0.017
a; = 1.88 | 0.006 0.001 0.013 | 0.005 0.001 0.011 | 0.005 0.001 0.014
g 2.96 | 0.013 0.004 0.015 | 0.011 0.003 0.015 | 0.010 0.003 0.015
az = 3.16 | 0.012 0.005 0.019 | 0.011 0.004 0.017 | 0.009 0.003 0.016
po = 0.01 | 0.000 0.000 0.022 | 0.000 0.000 0.020 | 0.000 0.000 0.017
a; = 148 | 0.004 0.000 0.014 | 0.004 0.000 0.016 | 0.004 0.000 0.014
1?2 2.96 | 0.015 0.005 0.013 | 0.012 0.004 0.013 | 0.011 0.003 0.012
as = 3.16 | 0.015 0.010 0.020 | 0.012 0.005 0.018 | 0.010 0.004 0.016
po = 0.29 | 0.002 0.000 0.011 | 0.002 0.000 0.015 | 0.002 0.000 0.014
oy 1.88 | 0.007 0.001 0.014 | 0.006 0.001 0.014 | 0.006 0.001 0.014
ay = 296 | 0.015 0.006 0.014 | 0.013 0.005 0.013 | 0.011 0.003 0.010
a3 3.16 | 0.014 0.013 0.022 | 0.012 0.006 0.019 | 0.011 0.004 0.019
po = 0.29 | 0.002 0.000 0.013 | 0.002 0.000 0.014 | 0.002 0.000 0.014
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G Cox—Snell residuals for the application section in Chapter 4

1.00
0.75
0.50

0.25

S(ei): Standard Exponential

0.00

0.00 0.25 0.50 0.75 1.00
S(ei): Kaplan—Meier

Figure G.1: Exponential Q-Q plot of Cox-Snell residuals from the fitted model for kidney dataset.
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